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FOREWORD

Welcome to the Ershov Informatics Conference (PSI Series, the 8th edition).
PSI is a forum for academic and industrial researchers, developers and users working on

topics relating to computer, software and information sciences. The conference serves to bridge
the gaps between different communities whose research areas are covered by but not limited
to foundations of program and system development and analysis, programming methodology
and software engineering, and information technologies. Another aim of the conference is the
improvement of contacts and exchange of ideas between researchers from the East and West.

The previous seven PSI conferences were held in 1991, 1996, 1999, 2001, 2003, 2006 and
2009, respectively, and proved to be significant international events. Traditionally, PSI offers
a program of tutorials, invited lectures, presentations of contributed papers and workshops
complemented by a social program reflecting the amazing diversity of Novosibirsk culture and
history.

The PSI 2011 conference is dedicated to the 80th anniversary of a pioneer in theoretical and
system programming research, academician Andrei Petrovich Ershov (1931–1988), and to the
100th anniversary of one of the founders of cybernetics, a member of the Soviet Academy of
Sciences Aleksei Andreevich Lyapunov (1911–1973).

Aleksei Lyapunov was one of the early pioneers of computer science in this country. He
worked at the Steklov Institute of Mathematics and Institute of Applied Mathematics in
Moscow. In 1961 he moved to Novosibirsk where the Siberian Branch of the USSR Acadamy of
Sciences had been founded. First A.A. Lyapunov worked at the Institute of Mathematics, then
he led the Laboratory of Cybernetics at the Institute of Hydrodynamics. He played an important
role in the organization of the Physics and Mathematics School for talented children from all
over Siberia, and was a professor at the Novosibirsk State University. In 1996 he posthumously
received the IEEE Computer Society Computer Pioneer Award for his contribution to Soviet
cybernetics and programming. There are many distinguished mathemicians among the students
of A.A. Lyapunov, including the academician A.P. Ershov.

Andrei Ershov graduated from the Moscow State University in 1954. He began his scientific
career under the guidance of professor Lyapunov who was the supervisor of his PhD thesis.
A.P. Ershov worked at the Institute of Precise Mechanics and Computing Machinery, and
later headed the Theoretical Programming Department at the Computing Center of the USSR
Academy of Sciences in Moscow. In 1958 the Department of Programming was organized at
the Institute of Mathematics of Siberian Branch of the USSR Academy of Sciences, and by the
initiative of the academician S.L. Sobolev Ershov was appointed the head of this Department,
which later became part of the Computing Center in Novosibirsk Akademgorodok. The first
significant project of the Department was aimed at the development of ALPHA system, an
optimizing compiler for an extension of Algol 60 implemented on a Soviet computer, M-20.
Later the researchers of the Department created the Algibr, Epsilon, Sigma, and Alpha-6
programming systems for the BESM-6 computers. The list of achievements also includes the
first Soviet time-sharing system AIST-0, the multi-language system BETA, research projects
in artificial intelligence and parallel programming, integrated tools for text processing and
publishing, and many more. A.P. Ershov was a leader and a participant of these projects. In
1974 he was nominated as a Distinguished Fellow of the British Computer Society. In 1981 he
received the Silver Core Award for services rendered to IFIP. Andrei Ershov’s brilliant speeches
were always in the focus of public attention. Especially notable was his lecture on “Aesthetic
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and human factor in programming” presented at the AFIPS Spring Joint Computer Conference
(Atlantic City, USA) in 1972.

60 papers have been submitted to the conference by researchers from 26 countries. Each
paper was reviewed by four experts, at least three of them from the same or closely related
discipline as the authors. The reviewers generally provided high quality assessment of the
papers and often gave extensive comments to the authors for the possible improvement of the
contributions. As the result, the Programme Committee has selected 18 high quality papers as
regular talks and 10 papers as short talks to be presented at the conference. A range of hot
topics in computer science and informatics will be covered by a tutorial and five invited talks
given by prominent computer scientists from different countries.

We are glad to express our gratitude to all the persons and organizations who contributed to
the conference — to the authors of the papers for their effort in producing the materials included
here, to the sponsors for their moral, financial and organizational support, to the steering
committee members for their coordination of the conference, to the programme committee
members and the reviewers who did their best to review and select the papers, and to the
members of the organizing committee for their contribution to the success of this event and its
cultural program.

The programme committee work was done using the EasyChair conference management
system.

June, 2011 Edmund Clarke,
Irina Virbitskaite,
Andrei Voronkov

iv



CONFERENCE CHAIR

Alexander Marchuk (Novosibirsk, Russia)

STEERING COMMITEE

Members:
Dines Bjørner (Lyngby, Denmark)
Manfred Broy (München, Germany)
Victor Ivannikov (Moscow, Russia)
Bertrand Meyer (Zürich, Switzerland)
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Tutorial

Mining Programs

Abstract

Andreas Zeller

Saarland University, Germany
zeller @ cs.uni-saarland.de

A program fails. How can we locate the cause? A new generation of program analysis techniques automatically
determines failure causes – in the input, in the set of code changes, or in the program state – and extracts precise
descriptions of program behavior through systematic experimentation.

In contrast to “classical” static analysis, these new techniques exploit the data from multiple concrete runs –
and may even generate further runs as needed. In this lecture, we explore the state of the art in automated
debugging and automated specification mining, using real-life case studies such as Firefox, GCC, or AspectJ.



Invited Talks

Petri Net Distributability

(Position Paper)

Eike Best1 and Philippe Darondeau2

1 Universitat Oldenburg
Fakultat II

Department fur Informatik
26111 Oldenburg

Eike.Best@informatik.uni-oldenburg.de
2 IRISA/INRIA

Campus de Beaulieu, Rennes, France
darondeau@irisa.fr <darondeau@irisa.fr>

A Petri net is distributed if, given an allocation of transitions to (geographical) locations, no two transitions
at different locations share a common input place. A system is distributable if there is some distributed Petri
net implementing it.

This position paper addresses the question of which systems can be distributed, while respecting a given
allocation. The paper states the problem formally and discusses several examples illuminating the current status
of this work.
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1 Summary

Recent years have witnessed an increasing interest about a rigorous modelling of (different classes of) connectors.
The term connector, as used here, has been coined within the area of component-based software architectures,
to name entities that can regulate the interaction of a collection of components [18]. Thus, connectors must take
care of all those aspects that lie outside the scopes of individual components. This has led to the development of
different mathematical frameworks that are used to specify, design, analyse, compare, prototype and implement
suitable connectors. A rigorous mathematical foundations is crucial for the analysis of coordinated distributed
systems. In this talk, we overview the main features of some notable theories of connectors and discuss their
similarities, differences, mutual embedding and possible enhancements.

2 Connectors Basics

Component-based design relies on the separation of concerns between coordination and computation. Component-
based systems are built from sequential computational entities, the components, that should be loosely coupled
w.r.t. the concurrent execution environments where they will be deployed. The component interfaces comprise
the number, kind and peculiarities of communication ports. The communication media that make possible to
interact are called connectors. They can be regarded as (suitably decorated) links between the ports of the com-
ponents. Graphically, ports are represented as nodes and connectors as hyperarcs whose tentacles are attached
to the ports they control. Several connectors can also be combined together by merging some of the ports their
tentacles are attached to. Semantically, each connector can impose suitable constraints on the communications
between the components it links together. For example, a connector may impose handshaking between a sender
component and a receiver component (CCS synchronization). A different kind of connector may trigger the
broadcasting of a message sent from one component to all the other linked components. The evolution of a net-
work of components and connectors (just network for brevity) can be seen as if played in rounds: At each round,
the components try to interact through their ports and the connectors allow/disallow some of the interactions
selectively. A connector is called stateless when the interaction constraints it imposes over its ports stays the
same at each round; it is called stateful otherwise. To address composition and modularity of a system, networks
are often decorated with input and output interfaces: in the simpler cases, they consist of ports through which
a network can interact. For example, two networks can be composed by merging the ports (i.e. nodes) they
have in common. Ports that are not in the interface are typically private to the network and cannot be used to
attach additional connectors. The distinction between input and output ports indicates in which direction the
data should flow, but feedback is also possible through short-circuit connectors.

3 The Algebra of Stateless Connectors

In [11], an algebra of stateless connectors was presented that was inspired by previous work on simpler algebraic
structures [10, 21]. It consists of five kinds of basic connectors (plus their duals), namely symmetry, synchro-
nization, mutual exclusion, hiding and inaction. The connectors can be composed in series or in parallel. The
operational, observational and denotational semantics of connectors are first formalised separately and then
shown to coincide. Moreover, a complete normal-form axiomatisation is available for them. These networks
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are quite expressive: for instance it is shown [11] that they can model all the (stateless) connectors of the
architectural design language CommUnity [15].

The comparison in [11] is of particular interest, because it reconciles the algebraic and categorical approaches
to system modelling, of which the algebra of stateless connectors and CommUnity are suitable representatives.
The algebraic approach models systems as terms in a suitable algebra. Operational and abstract semantics
are then usually based on inductively defined labelled transition systems. The categorical approach models
systems as objects in a category, with morphisms defining relations such as subsystem or refinement. Complex
software architectures can be modelled as diagrams in the category, with universal constructions, such as colimit,
building an object in the same category that behaves as the whole system and that is uniquely determined up to
isomorphisms. While in the algebraic approach equivalence classes are usually abstract entities, having a normal
form gives a concrete representation that matches a nice feature of the categorical approach, namely that the
colimit of a diagram is its best concrete representative.

4 The Reo Coordination Model

Reo [1] is an exogenous coordination model for software components. Reo is based on channel-like connectors
that mediate the flow of data and signals among components. Notably, a small set of point-to-point primitive
connectors is sufficient to express a large variety of interesting constraints over the behavior of connected
components, including various forms of mutual exclusion, synchronization, alternation, and context-dependency.
Typical primitive connectors are the synchronous/asynchronous/lossy channels and the asynchronous one-place
buffer. They are attached to ports called Reo nodes. Components and primitive connectors can be composed
into larger Reo circuits by disjoint union up-to the merging of shared Reo nodes. The semantics of Reo has been
formalized in several ways, exploiting co-algebraic techniques [3], constraint-automata [4], coloring tables [13],
and the tile model [2] (discussed below).

5 The BIP Component Framework

BIP [6] is a component framework for constructing systems by superposing three layers of modelling: 1) Be-
haviour, the lower level, representing the sequential computation of individual components; 2) Interaction, the
middle layer, defining the handshaking mechanisms between these components; and 3) Priority, the top level, as-
signing a partial order of privileges to the admissible synchronisations. The lower layer consists of a set of atomic
components with ports, modelled as automata whose arcs are labelled by sets of ports. The sets of ports of
any two different components are disjoint, i.e., each port is uniquely assigned to a component. The second layer
consists of connectors that specify the allowed interactions between components. Roughly, connectors define
suitable relations between ports. The third layer exploits priorities to enforce scheduling policies over allowed
interactions, typically with the aim of reducing the size of the state space. One supported feature of BIP is the
so-called correctness by construction, which allows the specification of architecture transformations preserving
certain properties of the underlying behaviour. For instance it is possible to provide (sufficient) conditions for
compositionality and composability which guarantee deadlock-freedom. The BIP component framework has
been implemented in a language and a tool-set.

At the global level, the behaviour of a BIP system can be faithfully represented by a safe Petri net with
priorities, whose single transitions are obtained by fusion of component transitions according to the permitted
interactions, and priorities are assigned accordingly. In absence of priorities, an algebraic presentation of BIP
connectors with vacuous priorities is given in [7].

6 The Tile Model

The Tile Model [16, 9] offers a flexible and adequate semantic setting for concurrent systems [17, 14, 12] and also
for defining the operational and abstract semantics of suitable classes of connectors.

The name ‘tile’ is due to the graphical representation of such rules (see Fig. 1). A tile α : s
a−→
b
t is a rewrite

rule stating that the initial configuration s can evolve to the final configuration t via α, producing the effect b;
but the step is allowed only if the ‘arguments’ of s can contribute by producing a, which acts as the trigger of
α (see Fig. 1(i)). Triggers and effects are called observations and tile vertices are called interfaces.

Tiles can be composed horizontally, in parallel, or vertically to generate larger steps. Horizontal composition
α;β coordinates the evolution of the initial configuration of α with that of β, yielding the ‘synchronization’
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Fig. 1. Examples of tiles and their composition

of the two rewrites (see Fig. 1(ii)). Horizontal composition is possible only if the initial configurations of α
and β interact cooperatively: the effect of α must provide the trigger for β. Vertical composition is sequential
composition of computations (see Fig. 1(iii)). The parallel composition builds concurrent steps (see Fig. 1(iv)).

Roughly, the semantics of component-based systems can be expressed via tiles when: i) components and
connectors are equipped with sequential composition s; t (defined when the output interface of s matches the
input interface of t), with identities for each interface and with a monoidal tensor product s ⊗ t (associative,
with unit and distributing over sequential composition); ii) observations have analogous structure a; b and
a⊗ b. Technically, we require that configurations and observations form two monoidal categories with the same
underlying set of objects.

Tiles express the reactive behavior of connectors in terms of ⟨trigger, effect⟩ pairs of labels. In this context,
the usual notion of bisimilarity over the derived Labelled Transition System is called tile bisimilarity. Tile
bisimilarity is a congruence (w.r.t. composition in series and parallel) when a simple tile format is met by basic
tiles [16].

7 The Wire Calculus

The wire calculus [19] shares strong similarities with the tile model, in the sense that it has sequential and parallel
compositions and exploits trigger-effect pairs labels as observations. However it is presented as a process algebra
instead of via monoidal categories and it exploits a different kind of vertical composition. Each process comes
with an input/output arity typing, e.g., we write ⊢ P : (n,m) for P with n input ports and m output ports.
The usual action prefixes a.P of process algebras are extended in the wire calculus by the simultaneous input
of a trigger a and output of an effect b, written a

b .P , where a (resp. b) is a string of actions, one for each input
port (resp. output port) of the process.

In [20] a dialect of the wire calculus has been used to give an exact characterisation of a special class of
(stateful) connectors that can be alternatively expressed in terms of interfaced Condition-Event (C/E) Petri nets
(with consume/produce loops). Technically speaking, the contribution in [20] can be summarized as follows.
C/E nets with boundaries are first introduced, taking inspiration from the open nets of [5]. C/E nets with
boundaries can be composed in series and in parallel and come equipped with a labelled transition system that
fixes their operational and bisimilarity semantics. Then, a suitable instance of the wire calculus from [19] is
presented, called Petri calculus, that roughly models circuit diagrams with one-place buffers and interfaces. The
first result enlightens a tight semantics correspondence: it is shown that a Petri calculus process can be defined
for each net such that the translation preserves and reflects operational semantics (and thus also bisimilarity).
The second result provides the converse translation, from Petri calculus to nets, which requires some technical
ingenuity.

8 Comparison

The algebra of stateless connectors in [11] can be regarded as a peculiar kind of tile model where all basic tiles

have identical initial and final connectors, i.e. they are of the form s
a−→
b
s. In terms of the wire calculus, this

means that only recursive processes of the form recX.ab .X are considered for composing larger networks of
connectors.

Differently from the stateless connectors of [11], Reo connectors are stateful (in particular due to the asyn-
chronous one-place buffer connector). Nevertheless, it has been shown in [2] that the 2-colour semantics of Reo
connectors can be recovered into the setting of the basic algebra of connectors and in the tile approach by adding
a connector and a tile for the one-state buffer. It is worth mentioning that, in addition, the tile semantics of Reo
connectors provides a description for full computations instead of just single steps (as considered in the original
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2-colour semantics) and makes evident the evolution of the connector state (particularly, whether buffers get
full or become empty).

The problem of interpreting BIP interaction models (i.e., the second layer of BIP) in terms of connectors
has been addressed for the first time in [7], where BIP interaction is described as a structured combination
of two basic synchronization primitives between ports: rendezvous and broadcast. In this approach, connectors
are described as sets of possible interactions among involved ports. In particular, broadcasts are described by
the set of all possible interactions among participating ports and thus the distinction between rendezvous and
broadcast becomes blurred. The main drawback of this approach is that it induces an equivalence that is not
a congruence. The paper [8] defines a causal semantics that does not reduce broadcast into a set of rendezvous
and tracks the causal dependency relation between ports. This is shown to correspond to the Algebra of Causal
Interaction Trees, that comprises a causality operator and a parallel composition operator. In the initial model,
terms are sets of trees, where the successor relation represents causal dependency between interactions. Notably,
the causal semantic equivalence is a congruence w.r.t. such two operations.

The paper [20] is particularly interesting in our opinion because it relates for the first time process calculi
and Petri nets via connectors. In fact, the Petri calculus provides a novel, simple syntax for Petri nets with
input/output interfaces: notably, the Petri calculus is as expressive as Petri nets with boundaries. The result is
shown by providing mutual translations. Unfortunately, some problems arise in the encoding of Petri calculus
terms to Petri nets, because some technical difficulties prevent the intuitive encoding from being compositional.
The result is then established by defining a more complex transformation that first rewrite Petri calculus terms
in a suitable normal form through a complex set of transformation rules that also introduce new buffers. The
new buffers correspond to additional places in the net, breaking the tight correspondence between syntax (Petri
calculus terms) and models. A second important limitation of the approach in [20] is that apparently it cannot
be easily generalised to Place/Transition Petri nets.

The comparison between the Petri calculus and the tile model has led us to conclude that the vertical
composition of tiles is better suited than the one in the Petri calculus (and more generally in the wire calculus)
when concurrent systems are considered. Technically, the difference relies in the vertical tile composition being
monoidal, while this is not the case for the wire calculus.

In the talk we will present the connector algebra and we will show partial results about how to extend
Sobocinski approach towards Place Transition nets, thus opening the way towards more expressive connector
models. By recasting the work in [20] to the tile model of [2] we can overcome the limitation of the Petri calculus
approach. Notably, the basic set of connectors we need are the stateless connectors of [11] plus one-position
buffers.

9 Conclusion and Future Work

One of the main limitations of the state-of-the-art theories of connectors is the lack of a reference paradigm for
describing and analysing the information flow to be imposed over components for proper coordination. Such
a paradigm would allow designers, analysts and programmers to rely on well-founded and standard concepts
instead of using all kinds of heterogeneous mechanisms, like semaphores, monitors, message passing primitives,
event notification, remote call, etc. Moreover, the reference paradigm would facilitate the comparison and
evaluation of otherwise unrelated architectural approaches as well as the development of code libraries for
distributed connectors. To some extent, the reference paradigm could thus play the role of a unifying semantic
framework for connectors.

Given the informal discussion in Section 8 we conjecture that the algebraic properties of the tile model can
help relating formal frameworks that are otherwise very different in style and nature (CommUnity, Reo, Petri
nets with boundaries, wire calculus). Moreover, we believe that when such algebraic properties are missing, then
it becomes cumbersome to account for concurrency aspects in a standard, reliable manner. For instance, while
compositionality needs often ad hoc proofs when other approaches are considered, in the case of the tile model,
it can be expressed in terms of the congruence result for tile bisimilarity and it can be guaranteed by the format
in which basic tiles are presented.

Some interesting research avenues for future work are (i) the comparison between Reo and BIP connectors,
in particular, the study of suitable extensions of BIP interaction model accounting for stateful connectors; and
(ii) the representation of priorities in approaches such as the algebra of connectors and the tile model.



Bruni R., Melgratti H., Montanari U. Connector Algebras and Petri Nets 7

References

1. F. Arbab. Reo: a channel-based coordination model for component composition. Mathematical Structures in Com-
puter Science, 14(3):329–366, 2004.

2. F. Arbab, R. Bruni, D. Clarke, I. Lanese, and U. Montanari. Tiles for Reo. In A. Corradini and U. Montanari,
editors, WADT, volume 5486 of Lecture Notes in Computer Science, pages 37–55. Springer, 2009.

3. F. Arbab and J. J. M. M. Rutten. A coinductive calculus of component connectors. In M. Wirsing, D. Pattinson,
and R. Hennicker, editors, WADT 2002, volume 2755 of Lecture Notes in Computer Science, pages 34–55. Springer,
2002.

4. C. Baier, M. Sirjani, F. Arbab, and J. J. M. M. Rutten. Modeling component connectors in Reo by constraint
automata. Sci. Comput. Program, 61(2):75–113, 2006.

5. P. Baldan, A. Corradini, H. Ehrig, and R. Heckel. Compositional semantics for open petri nets based on deterministic
processe. Mathematical Structures in Computer Science, 15(1):1–35, 2005.

6. A. Basu, M. Bozga, and J. Sifakis. Modeling heterogeneous real-time components in bip. In Fourth IEEE Interna-
tional Conference on Software Engineering and Formal Methods (SEFM 2006), pages 3–12. IEEE Computer Society,
2006.

7. S. Bliudze and J. Sifakis. The algebra of connectors - structuring interaction in bip. IEEE Trans. Computers,
57(10):1315–1330, 2008.

8. S. Bliudze and J. Sifakis. Causal semantics for the algebra of connectors. Formal Methods in System Design,
36(2):167–194, 2010.

9. R. Bruni. Tile Logic for Synchronized Rewriting of Concurrent Systems. PhD thesis, Computer Science Department,
University of Pisa, 1999. Published as Technical Report TD-1/99.

10. R. Bruni, F. Gadducci, and U. Montanari. Normal forms for algebras of connection. Theor. Comput. Sci., 286(2):247–
292, 2002.

11. R. Bruni, I. Lanese, and U. Montanari. A basic algebra of stateless connectors. Theor. Comput. Sci., 366(1-2):98–120,
2006.

12. R. Bruni and U. Montanari. Dynamic connectors for concurrency. Theor. Comput. Sci., 281(1-2):131–176, 2002.
13. D. Clarke, D. Costa, and F. Arbab. Connector colouring I: Synchronisation and context dependency. Sci. Comput.

Program, 66(3):205–225, 2007.
14. G. L. Ferrari and U. Montanari. Tile formats for located and mobile systems. Inf. Comput., 156(1-2):173–235, 2000.
15. J. L. Fiadeiro and T. S. E. Maibaum. Categorical semantics of parallel program design. Sci. Comput. Program.,

28(2-3):111–138, 1997.
16. F. Gadducci and U. Montanari. The tile model. In G. D. Plotkin, C. Stirling, and M. Tofte, editors, Proof, Language,

and Interaction, pages 133–166. The MIT Press, 2000.
17. U. Montanari and F. Rossi. Graph rewriting, constraint solving and tiles for coordinating distributed systems.

Applied Categorical Structures, 7(4):333–370, 1999.
18. D. E. Perry and E. L. Wolf. Foundations for the study of software architecture. ACM SIGSOFT Software Engineering

Notes, 17:40–52, 1992.
19. P. Sobocinski. A non-interleaving process calculus for multi-party synchronisation. In F. Bonchi, D. Grohmann,

P. Spoletini, and E. Tuosto, editors, ICE, volume 12 of EPTCS, pages 87–98, 2009.
20. P. Sobocinski. Representations of petri net interactions. In P. Gastin and F. Laroussinie, editors, CONCUR, volume

6269 of Lecture Notes in Computer Science, pages 554–568. Springer, 2010.
21. G. Stefanescu. Reaction and control i. mixing additive and multiplicative network algebras. Logic Journal of the

IGPL, 6(2):348–369, 1998.



Models of Provenance

Abstract

Peter Buneman
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As more and more information is available to us on the Web, the understanding of its provenance – its
source and derivation – is essential to the trust we place in that information. Provenance has become especially
important to scientific research, which now relies on information that has been repeatedly copied, transformed
and annotated.

Provenance is also emerging as a topic of interest to many branches of computer science including proba-
bilistic databases, data integration, file synchronization, program debugging and security. Efforts by computer
scientists have resulted in a somewhat bewildering variety of models of provenance which, although they have
the same general purpose, have very little in common.

In this talk, I will attempt to survey these models, to describe why they were developed and to indicate
how they can be connected. There has been a particularly rich effort in describing the provenance of data that
results from database queries. There are also emerging models for the description of provenance associated with
workflows. Can they, or should they, be reconciled? I shall also talk about some of the practical issues involved
in the recording and maintenance of provenance data.
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Software implementations of controllers for physical subsystems form the core of many modern safety-critical
systems such as aircraft flight control and automotive engine control. In the model-based approach to the design
and implementation of these systems, the control designer starts with a mathematical model of the system and
argues that key properties – such as stability and performance – are met for the model. Then, the model is
compiled into code, where extensive simulations are used to informally justify that the implementation faithfully
captures the model.

We present a methodology and a tool to perform automated static analysis of control system models together
with embedded controller code. Our methodology relates properties, such as stability, proved at the design level
with properties of the code. Our methodology is based on the following separation of concerns. First, we analyze
the controller mathematical models to derive bounds on the implementation errors that can be tolerated while
still guaranteeing the required performance. Second, we automatically analyze the controller software to check
if the maximal implementation error is within the tolerance bound computed in the first step.

We present two examples of this methodology: first, in verifying bounds on the stability of control systems in
the presence of errors arising from the use of fixed-point arithmetic, and second, in generating flexible schedulers
for control systems sharing common resources.
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Andreas Zeller

Saarland University, Germany
zeller @ cs.uni-saarland.de

Recent advances in software validation and verification make it possible to widely automate the check
whether a specification is satisfied. This progress is hampered, though, by the persistent difficulty of writing
specifications. Are we facing a “specification crisis”? By mining specifications from existing systems, we can
alleviate this burden, reusing and extending the knowledge of 60 years of programming, and bridging the gap
between formal methods and real-world software. But mining specifications has its challenges: We need good
usage examples to learn expected behavior; we need to cope with the approximations of static and dynamic
analysis; and we need specifications that are readable and relevant to users. In this talk, I present the state
of the art in specification mining, its challenges, and its potential, up to a vision of seamless integration of
specification and programming.
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Abstract. When writing a Java library, it is very difficult to hide functionality that is intended not to
be used by clients. The visibility concept of Java often forces the developer to expose implementation
details. Consequently, we find a high number of public classes and methods in many Java libraries. Thus,
client programmers must rely on documentation in order to identify the entry points of the library, i.e. the
methods originally intended to be used by clients.
In this paper, we introduce a new metric, called the Method Weight, that assists in detecting entry points.
Applying this metric on some well-known open-source Java libraries considerably supported the process
of identifying their entry points. Furthermore, the metric provides a classification criterion to distinguish
libraries with focused functionality from plain collections of utility classes.

1 Motivation

Developing a Java library to be used by others is difficult. Moreover, writing it in a way that it is intuitively
usable and open for future changes, without breaking existing client code, is extremely hard [1]. Joshua Bloch,
a key contributor to the Java Standard Library and author of the influential book “Effective Java”, encourages
programmers to hide as many implementation details as possible. Every piece of software should be developed
as if it were a library, i.e. its public methods must be carefully designed because they can potentially be used by
clients [2]. As our empirical results in Section 4 show, even libraries from well-known programmers suffer from
a high number of public classes and methods.

Why is the proper design and implementation of a Java library such a difficult task? Besides finding descrip-
tive, intuitive names for classes and methods, the main problem lies in the elegant realization of information
hiding. In Java, only classes and methods declared as public are visible to clients. There is, however, a strong
incentive to also declare internal library elements as public, although these are intended to be used only within
the library. The source for this incentive is the very restricted accessibility of non-public elements. Such elements
can only be accessed from other classes of the same package or from subclasses. In other words, Java lacks a
visibility concept that would allow packages within a library to access each other while being hidden to the
library’s client at the same time.

Granting access to too many elements of the library has several negative consequences. First, all contracts of
exposed methods must be obeyed in future versions of the library, as client code might depend on them. Once
made public, a method is no longer an implementation detail and therefore can not be easily changed by the
library’s author. Second, a high number of public methods obscures the intent and purpose of the library. The
programmer of client code has to rely on documentation and tutorial examples in order to understand how the
library is to be used.

In order to alleviate the second negative consequence, we propose a metric-based technique to determine
entry points. In this context, an entry point is a method that is intended by the library author to be used by
client code. A first attempt to identify entry points could be to select all public methods that are not used by
other methods within the library. Speaking in terms of metrics, candidates for entry points would be all methods
m that are public and have an Afferent Coupling (CA) of zero (CA(m) = 0). But, as shown in Section 4, this
metric is insufficient in order to reliably identify entry points.

Better results are obtained by applying a new metric, which we call Method Weight (MW). Basically, the
Method Weight of method m is the code size of m and all its reimplementations in subclasses plus the Method
Weight of all methods directly or transitively called by m. The Method Weight represents the size of the overall
method implementation, taking – due to dynamic binding – variants (reimplementations in subclasses) and
directly or transitively called methods together with their variants into account. Note that Method Weight is
defined recursively:

MW (m) = size(m) +Σi MW (mi)
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where mi is a reimplementation of or called by m. In case of a cycle in the relationships of m and mi, the
Method Weight MW(m) is defined as the least fixpoint satisfying the equation.

When computing the Method Weight of methods of existing open-source Java libraries, we recognized differ-
ent kinds of libraries. For some libraries, such as jarAnalyzer [3], the majority of methods have a comparatively
low weight. The few remaining high-weight methods are most likely entry points. In other libraries, such as
Apache Commons IO [4], the method weight is equally distributed. This hints at a library consisting of utility
classes rather than a library focusing on a single functionality.

The paper is organized as follows: In Section 2, we briefly revisit Java’s visibility flags and show, using a
well-known example, how they can be elegantly used to achieve information hiding. In addition, we present
ongoing attempts to make Java libraries more modular. Section 3 defines the metric Method Weight (MW)
and discusses its limitations and tool support. Section 4 describes the experiments we conducted in order to
identify entry points of some well-known open-source libraries. While Section 5 gives an overview on related
work, Section 6 concludes the paper.

2 Information Hiding in Java

One of the holy grails of the object-oriented paradigm is the support for data encapsulation and information
hiding: A software entity can impose access restrictions to the internal state or state structure [5]. Thus, it
allows programmers to hide implementation details of the class from other classes to keep them changeable
in the future. Access restrictions are imposed by visibility flags that can be attached to classes, methods, and
attributes.

In the following, we briefly revisit Java’s visibility flags and present a well-known example how they can be
utilized to achieve information hiding. Despite the elegant examples found in the Java Standard Library, there
is an established consensus that Java’s visibility modifiers are not fine grained enough, resulting in numerous
attempts to introduce a modularization concept to Java. This trend will be discussed in Subsection 2.2.

2.1 Java Visibilities

Class members such as methods and attributes have one of the following visibility flags assigned: public, private,
protected, package (being the default visibility). Access is granted from all classes, from the same class only,
from subclasses, and from classes of the same package, respectively. Furthermore, the same visibility flags also
apply to classes [6].

Often, Java’s visibility flags are too coarse-grained and prevent programmers from hiding implementation
details. For example, programmers are forced to declare a method C.m() as public as soon as this method is
supposed to be called from another class C1 which neither resides in the same package as C nor is a subclass of
C. Once made public, however, the method C.m() is exposed to any client, not only to classes within the same
library. Thus, C.m() becomes a potential entry point for the library, although the intent of the programmer is
to hide C.m() from outside the library.

Though Java’s visibility flags are often insufficient in order to hide implementation details of a library, there
are, nevertheless, examples of highly elegant usage of visibilities. For instance, we refer to the Java Collections
Framework which is part of the Java Standard Library (see Fig. 1). The utility class java.util.Collections

contains a number of public static methods, which transform the respective argument (a collection) into a new
collection with certain properties. One of these methods is Collection synchronizedCollection(Collection

c), which returns a new Collection object. This object is synchronized (i.e. thread-safe) while containing the
same elements as the original collection.

What makes this piece of software so elegant is the fact that class
SynchronizedCollection, which the returned object is an instance of, is completely hidden from the client
and implemented as an inner class of class Collections. Note that the return value of method
synchronizedCollection() is of type Collection and not of the more concrete type SynchronizedCollection.
Consequently, the inner class SynchronizedCollection, on whose services surely thousands of other applica-
tions rely, can be removed safely in future versions of the Java Standard Library.

2.2 Java Modularization Attempts

Currently, a Java package is the most coarse-grained software entity that can be attributed with a visibility
flag. It is not possible to declare a visibility with respect to a group of packages, like a library.
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Fig. 1. Information hiding in the Java Collections Framework

To overcome this limitation, there are several efforts to introduce support for modular programming to the
Java language. The most prominent specification request within the Java Community Process Program, JSR
294 [7], proposes a super-package concept capable of encapsulating multiple packages and hiding packages that
are not explicitly exported. The most current effort, project Jigsaw [8], has been created within the OpenJDK
Community and aims at modularizing the JDK. The introduced capabilities, such as a new module keyword,
are also utilizable by developers to introduce modules to their systems.

A modularization technology already in widespread use is OSGi. The OSGi Alliance, formerly known as the
Open Services Gateway Initiative, was founded in March 1999. It specified and actively maintains the OSGi
standard. Originally intended to make development and dynamic deployment of applications for small-memory
devices easier, the specification has grown and now defines a framework capable of service-oriented interactions
and dynamic deployment of software components.

The OSGi Service Platform [9] introduces a module system for Java that allows to specify an interface for a
software component. Such a component, called a bundle, can consist of multiple Java packages. It is commonly
implemented as a JAR file, but with added meta information that describes the set of interfaces that the bundle
uses (imports) as well as the part of the bundle’s functionality that is offered to other bundles (exports). This
effectively provides the means to define classes that are private to the bundle.

Thus, OSGi can reduce the number of entry points for a component, because it forces the developer to
explicitly define the component’s API, effectively encapsulating all other functionality. But, for the same reason,
it can be difficult to adopt OSGi in existing systems that were not designed in a modular fashion. While avoiding
malpractices such as cyclic dependencies, OSGi’s strictness may necessitate a major restructuring of systems,
especially legacy ones, before a partitioning into OSGi bundles becomes possible.

3 Metric: Method Weight

Metrics such as the well-known Chidamber-and-Kemerer - [10], Halstead - [11] or McCabe-metrics [12] are used
to measure certain aspects of implementation code, such as code complexity, code size, or coupling and respon-
sibility of classes. The measured values can point the programmer to smells and other anomalies of a software
system.

Metrics seem to be also a good tool for the detection of entry points of a library. A promising candidate is
the well-known metric Afferent Coupling [10] applied on methods (CA(m)). This metric counts the number of
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invocations of method m within the library. If CA(m) is very low, then chances are good that method m was
designed to be called by client code.

As our experiments with some open-source libraries show (cmp. Section 4), the metric Afferent Coupling is
not sufficient for the detection of entry points. Therefore, we define below the metric Method Weight (MW),
which proved to be very useful for entry point detection (cmp. Section 4). Besides defining the metric MW,
we also explore its limitations and inform about existing tool support for applying the metric on real-world
examples.

3.1 Definition

The metric Method Weight (MW) is defined as follows:

Definition (Method Weight): Let m be a method of class C in library L. The method
weight of m (MW (m)) is the code size for the full implementation of m within L. The
full implementation is the overall code to implement

– m itself,
– all re-implementations of m in subclasses of C within L, and
– all methods m′ within L that might be directly or transitively called by m and all

reimplementations of m′.

The code size of a method is the size of byte code created by the compiler to execute
the method. This includes byte code for manipulated datastructures, such as attributes
of objects.

Note that MW (m) takes only the code size of m within library L into account, in which m is defined. If m
calls a method defined in another library, the size of the called method does not contribute to the weight of m.

The decision to measure the code size in terms of byte code size is not mandatory. The measurement of
code size could also have been based on the Lines of Source Code (LOC) metric, for which many variants exist.
Our preference for byte code is motivated by already existing tool support (Sect. 3.3) for computing Method
Weight. Note that - at least for the detection of entry points - we are not interested in absolute numbers for
Method Weight, but rather in an ordering of methods wrt. their weight.

The following example illustrates the definition of Method Weight. We assume that library L consists of
classes C and SubC.

Listing 1.1. Illustration of metric Method Weight (MW)
1 public class C {
2 protected int a11 , a12 , a21 , a22 = 0;
3

4 public int m1() {
5 m11(); m12();
6 return a11 + a12;}
7

8 public int m2() {
9 m21(); m22();

10 return a21 + a22;}
11

12 private void m11() { a11++; }
13

14 protected void m12() { a12 ++;}
15

16 private void m21() { a21 ++;}
17

18 private void m22() { a22 ++;}
19 }
20

21

22

23 public class SubC extends C {
24 // redefinition of m2()
25 public int m2() {
26 ...
27 }
28

29 // redefinition of m12 ()
30 protected int m12() {
31 ...
32 }
33 }
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Class C has two public methods: m1() and m2(). The implementation of C.m1() calls the methods C.m11()
and C.m12(), whereas the latter is overridden in class SubC. Thus, metric MW (C.m1()) is computed by sum-
marizing

– the code size of C.m1() itself,
– the code size of called methods C.m11(), C.m12(),
– the code size of reimplementations of called methods, i.e. SubC.m12()

In this example, the implementation of C.m2() is defined analogously to C.m1(). However, since C.m2() is
overridden, metric MW (C.m2()) is computed by summarizing the code size of C.m2(), C.m21(), C.m22(),

and SubC.m2().

3.2 Limitations

It is important to note that metric Method Weight (MW) can be computed effectively only as long as all called
methods (also transitively called methods) can be determined at compile-time. This is not the case as soon
as the implementation of method m or one of its called methods use reflection facilities provided by Java.
Consequently, the metric MW and our approach to detect entry points can only be applied safely on libraries
that do not use reflection. All static analysis methods and metric computations suffer from this restriction and
lose precision when applied on libraries relying on reflection. If reflection is used, it is possible that a library
has methods with low weight although they are entry points. Consequently, our approach can miss some entry
points in this case.

While this limitation is indeed a severe restriction for many libraries due to their usage of reflection, it does
not have any influence on the results for the libraries we have chosen for our experiments in Section 4.

3.3 Tool-Support for Computing MW

The tool ProGuard [13], developed by Eric Lafortune, is able to compute metric Method Weight MW. ProGuard’s
main purpose is the shrinking and obfuscation of JAR files. Especially when programming Java applications
for mobile devices, it is still of paramount importance to keep the memory footprint of the application as low
as possible. The memory footprint of an application is the size of the application’s JAR file plus the size of all
required libraries.

In the past, programmers, who had to develop Java applications with minimal footprint, had to carefully
decide if they wanted to base the application code on a new library. If the library is large but only very
few functions are needed by the application, programmers started to look for alternatives in order to keep the
application’s footprint low. Thanks to ProGuard, programmers can now shrink the library to those elements that
are actually needed when calling a method m. Instead of adding the original large library to their application,
they can now add a shrunken, much smaller version of it. This shrunken version is generated by ProGuard and
is semantically equivalent to the original library wrt. the execution of m.

The size of the shrunken JAR file is the weight of method m. We will in our experiments, however, not
use the absolute size of the shrunken JAR file, but the quotient of size of shrunken JAR file to the size of the
original JAR file. If this quotient is multiplied by 100, the resulting number is the percentage of the orginal
JAR file that is necessary to execute method m.

4 Experiments

In this section, experimental results are presented, which we obtained when applying our approach to three
open-source Java libraries. For each of the libraries, we briefly summarize its purpose and present the most
important metric-values to characterize the size of the library, such as the number of classes and number of
public methods. These basic metric-values have been obtained by applying Apache BCEL [14].

As the main step of the experiment, we measured then the metrics Afferent Coupling (CA) and Method
Weight (MW) in order to detect entry points. We measured these metrics only on potential entry points. A
method is a potential entry point if it is exposed, i.e. has public visibility and is owned by a public class, and
if it is not a getter or setter1.

1 A getter / setter is a method whose name starts with get / set. By convention, such methods are restricted to return
or manipulate an attribute of an object. According to that convention, such methods do not call other methods and
are never entry points for that reason.
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The results of the metric computation are shown in Figure 2 - 4. On the X-axis of the diagram, each potential
entry point method is represented by a number. The diagram shows two curves. The Y-values for the Afferent
Coupling (CA) curve are the number of invocations of the respective methods. The Y-values for the Method
Weight (MW) curve are scaled to the maximum value of 10. The value of 10 corresponds to a weight of 100
percent.

The methods are ordered in such a way that the CA-values are monotonically increasing. Recall that the
value CA(m) is the number of invocations of method m from a location within the library. Methods having an
Afferent Coupling of 0 are not called at all from within the library.

4.1 ckjm - Spinellis’ Implementation of Chidamber and Kemerer Metrics for Java

The library ckjm [15], written by Diomidis Spinellis, is a small library to compute the Chidamber and Kemerer
metrics for a given JAR file. It is based on Apache Byte Code Engineering Library (BCEL) [14], used for parsing
JAR files. Basically, ckjm computes the metrics by implementing visitors for the parsed syntax tree. It consists
of 7 classes and has a size of 10 KB. All public classes together exhibit 36 public methods, from which 21
methods are neither getters nor setters.

Fig. 2. Comparing metrics CA and MW for ckjm

As shown in Figure 2, among the 21 potential entry points there are 4 methods having an Afferent Coupling
of 0 (CA(m) = 0).

The metric Method Weight (MW) divides the potential entry points into 3 groups: Two methods have a
weight higher than 8, which is considerably higher than the weight of all other methods. The second group
consists of 7 methods with a weight of about 6. The third group comprises the remaining methods with a weight
lower than 2.

The two methods with the highest MW-values are
MetricsFilter.runMetrics() and MetricsFilter.main(). These methods are – according to the author’s
comments on these methods – indeed intended to be entry points.

The methods of the second group are all visitor methods which implement the traversal of a parsed syntax
tree (see [16] for details on the Visitor pattern). Though two of them have an Afferent Coupling of 0, they are no
dead code. These visitor methods are called by the BCEL-library because they implement an interface declared
in BCEL.

4.2 jarAnalyzer

The library jarAnalyzer [3], authored by Kirk Knoernschild, is a library to analyze JAR files. It is based on
BCEL as well. The library has a size of 24 KB and contains 24 classes. All public classes together exhibit 122
public methods, from which 67 methods are neither getters nor setters.

As shown in Figure 3, among the 67 potential entry points there are 15 methods having an Afferent Coupling
of 0 (CA(m) = 0).
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Fig. 3. Comparing metrics CA and MW for jarAnalyzer

The metric Method Weight (MW) divides the potential entry points into roughly 2 groups: 9 methods have
a weight higher than 5, while all the other methods have a weight below 1 (with one exception, method 35,
which, however, can be ignored here).

The methods with the high weight are all contained in two classes: XMLUISummary and DOTSummary. Both
classes have a method main, which has an Afferent Coupling of 0. They are represented in the diagram by
the numbers 11 and 14 (X-axis) and are clearly the entry points. The implementation of these two methods
delegate to methods with numbers 44, 45 and 47, 48. This explains the high weight of the called methods and
their Afferent Coupling of 1.

4.3 Apache Commons IO

The library Apache Commons IO [4] is the standard library of the Apache Foundation for handling input/output-
tasks. It has a size of 125 KB and contains 104 classes. The public classes together have 693 public methods,
from which 616 are neither getters nor setters.

Fig. 4. Comparing metrics CA and MW for Apache Commons IO

As shown in Figure 4, among the 616 potential entry points there are 360 methods having an Afferent
Coupling of 0 (CA(m) = 0). There are 28 methods having an Afferent Coupling of 18; these are all methods
named accept, what indicates their role within a Visitor [16].

For all public methods, the value of metric Method Weight (MW) is basically the same (around 1). There
are no significant differences that would allow one to classify any of the methods as entry points.
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4.4 Discussion

We conducted our experiments on two relatively small libraries and one larger library. All libraries were written
by well-known programmers, so the code is generally well-structured, understandable and well-documented.

The two small libraries have entry points, which can be clearly identified when reading the code. The metric
Afferent Coupling (CA) was not able to detect these entry points. A method that is not called from within
the library is not necessarily an entry point because there are several technical reasons to have such methods.
In contrast to Afferent Coupling, the metric Method Weight (MW) was able to detect all entry points that
were intended as such by the library authors. In case of jarAnalyzer, the metric also detected some non entry
points, which are, however, called directly by an entry point and in which the main part of the implementation
is realized. Note, however, that these methods that are “almost” entry points have an Afferent Coupling of 1.
Consequently, the metrics Method Weight and Afferent Coupling applied together reliably detect entry points.

The library Apache Commons IO does not have clearly identifiable entry points. The metric Method Weight
does not detect any method as entry point since all methods have a very low weight. Furthermore, more than
half of the potential entry points have an Afferent Coupling of 0. We conclude that Apache Commons IO is a
library that does not focus on few functionalities (as the two small libraries do) but provides a wide range of
utilities. For these utilities, the metric Afferent Coupling is a far better detector than Method Weight.

5 Related Work

Software metrics for measuring certain properties of software systems has been standardized in the IEEE
Standard for a Software Quality Metrics Methodology 1061, first published in 1992. The oldest metric that
found wide adoption is lines of code (LOC). Though the metric looks very simple at the first glance, there had
been many problems to be solved before software industry could agree on a standardized method to measure
LOC. Some of these problems were related to handling of blank lines, comment lines, dead-code, multiple lines
per statement, multiple statements per line.

To the best of our knowledge, LOC-metrics for methods always count the lines of code of a single method
implementation only. They do not take the size of re-implementations of the method within subclasses into
account, nor the size of methods, that are called by the method implementation. For this reason, we introduced
the metric Method Weight (MW) in this paper.

The challenges when designing a library together with guidelines and best practices are described in recent
textbooks, such as [2], [17], [18]. In [2], Bloch describes the conceptional weight of classes. It is defined as the
number of all public members of a class. It is a metric for the maintainability of the library, because all public
members have to be preserved (also semantically) in future versions of the library. A high conceptional weight
increases the difficulty to find the entry points. This is a very practical problem, for which our approach is of
help.

6 Conclusions

In this paper, we report on experiments we conducted on applying the metric Method Weight (MW) on public
methods (that are neither getter nor setter methods) for some published open-source libraries. The original
motivation was to investigate whether the metric Method Weight (MW) is suitable for the detection of entry
points for those libraries. We also compared the metric value of Method Weight with that of Afferent Coupling.

The experiments uncovered results that we did not expect. First, we were astonished about the relatively
high numbers of public methods. The conclusion we draw is that library authors do not use the visibilities
offered by Java to clearly separate entry points from methods intended for internal use. There are also many
technical reasons to make a method public. Second, the high number of methods with an Afferent Coupling
of zero is very surprising. Again, there are several technical reasons to have public methods that are not used
inside the library, e.g. Visitor methods.

The metric Method Weight can identify entry points more accurately. If only a few methods have a very high
weight, then these methods are clearly intended as entry points. But there are also libraries – Apache Commons
IO is an example – that lack methods with high MW values but rather have many methods with moderate MW
values. Such a result indicates that a library is designed to be a collection of tools (i.e. many different methods
for certain tasks like copying a file) rather than a library with a focused purpose.

So far, our approach has only been applied to the analysis of Java libraries. One direction of future work is
to apply the same technique for other programming or even modeling languages, such as UML/OCL.
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Abstract. For modeling modern streaming-oriented applications, Process Networks (PNs) are used to
describe systems with changing behavior, which must be mapped on a concurrent architecture to meet the
performance and energy constraints of embedded devices. Finding an optimal mapping of Process Networks
to the constrained architecture presumes that the behavior of the Process Network is statically known.
In this paper we present a static analysis for synchronous PNs that extracts different run-time modes by
using polyhedral abstraction. The result is a Mealy machine whose states describe different run-time modes
and the edges among them represent transitions. This machine can be used to guide optimizing backend
mappings from PNs to concurrent architectures.

Keywords: static analysis, program modes, synchronous process networks, optimization, polyhedral ab-
straction

1 Introduction

Modern embedded systems are getting increasingly dynamic to satisfy the users’ requirements. Portable devices
and digital audio/video equipment are enhanced with new functionalities and are combined to all-round devices
like for instance next generation mobile phones. In many systems, not all of these functionalities run at the same
time but instead the system operates in a specific mode in which only a selection of the available functionalities
is active.

We address the problem of detecting such modes in embedded applications with the goal to map them more
efficiently to existing hardware architectures like for instance reconfigurable Field Programmable Gate Arrays
(rFPGAs). We want to statically analyze as much information as possible from a given concurrent program in
order to shift runtime overhead to compile time. As in classical compilation flow, the analysis results are usable
for new static optimizations. For example, dead code elimination could be carried over to concurrent programs.
Moreover, we want the analysis to be proven correct to assure that applied optimizations preserve a program’s
semantics. The analysis separates control from data in a manner such that the computation and communication
behavior is known in a certain system-mode and can be used to guide backends in compilers mapping to the
new upcoming parallel architectures.

In this paper, we present a novel approach to statically analyze run-time modes in synchronous PNs. These
networks consist of a set of processes which communicate synchronously. Processes are written as sequential
programs which have arbitrary granularities ranging from small functional descriptions as in Digital Signal
Processor (DSP) applications to coarse grained structures like in Message Passing Interface (MPI) programs.
Hence, our approach can be used to a broad range of applications.

A program mode is the repeated execution of a sequence of instructions. If we explore the system with an
operational semantics, we get a state transition graph where a back edge indicates a repeatedly executed path.
Each path begins in a certain state given by the control-flow and an assignment of values to variables which
must satisfy the corresponding path precondition. While executing the path, tokens are read from or written
to channels. These tokens are either internally produced or externally provided as input data. The tokens are
consumed by other processes or are considered as output data. Due to the data transforming assignments and
read tokens, the state at the end of the path is again the entry state of the loop or an entry state from another
repeatedly executed path.

If we explore the full program, the states and transitions create a Mealy machine. Its nodes describe the
program modes and its edges represent changes in the program execution behavior, which is captured in the
different modes. Instead of using a concrete semantics enumerating all possible assignments of values for input
tokens (which might statically not even be possible), we over-approximate concrete values by polyhedra. Within
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Fig. 1. Analysis result for a “two mode” application

a process, a read token can be combined and assigned to local variables which are also elements of the polyhedral
system. Depending on the conditions, different paths are taken partitioning the polyhedron in subsets which
must be explored. If a process communicates with another process, a token will be produced which is also an
element of the polyhedral system and will be consumed by assigning it to the local variables of the other process.
The result is a connection between both processes formulated as a linear relation in the polyhedral system. From
a programmer’s point of view, linear relations among processes are in most cases sufficient for synchronization.

Fig. 1 depicts an application with two runtime modes. In Fig. 1a, all input data are routed over process
“f(x)” in which “g(x)” is unused. If process “Sel” gets a special input token, its behavior changes to mode
“g(x)” depicted in Fig. 1b and all data are transferred through process “g(x)”. In this mode it is also possible
to change back to “f(x)”. Hence, we get the Mealy machine depicted in Fig. 1c which describes the runtime
behavior of the application.

This paper is structured as follows: In Section 2, we introduce our PN representation. In Section 3, we show
how the modes for a single process can be extracted and discuss how the Mealy machine for an entire PN can
be built. Our implementation of this mode extraction and an analyzed example is described in Section 4. We
discuss related work in Section 5 and conclude in Section 6.

2 Representation of Process Networks

init

while

bexit

Πinit

Πbody

Fig. 2. Structure of a process

In our approach we use synchronous PNs to describe concurrent applications.
The PN consists of a set of processes Prc connected by a set of unidirectional
channels Chan. The behavior of a process is implemented in a sequential host
language extended by the communication primitives read and write. A process
communicates with another process by sending a token t ∈ Token, over the
corresponding channel, where Token is an infinite set of tokens. In synchronous
PNs, reading and writing a token are conjoined. This means that the writer
blocks until the reader is ready and vice versa. We use the following while lan-
guage with the syntactic categories: x ∈ Var variables, a ∈ AExp arithmetic
expressions, b,not(b) ∈ BExp Boolean expressions, B ∈ Block atomic blocks
labelled with `, `′ ∈ Lab, S, S1, S2 ∈ Stmt statements, and ch ∈ Chan channels.
The abstract syntax of atomic blocks and statements is defined as follows:

B ::= [x := a]` | [cond(b)]` | [skip]` | [ch.write(a)]` | [x := read(ch)]`

S ::= B | S1;S2 | if (b) {[cond(b)]`;S1} else {[cond(not(b))]`
′
;S2} |

while (b) {[cond(b)]`;S}; [cond(not(b))]`
′

The atomic block [cond(b)]` asserts that the condition b is true when execut-
ing the block. It is used in the if-then-else construct to express the corresponding
branch condition. Without loss of generality, we presume that processes contain only one while loop. Processes
with more or hierarchical while loops can be flattened to this representation by introducing and adapting further
path conditions. Fig. 2 depicts the structure of a process according to our representation.

Definition 1 (Process). A process is a tuple (Πinit, Πbody, bexit, β).

– The finite set Πinit ⊆ Lab? contains all paths from process start to the while entry point.
– Πbody ⊆ Lab? represents all paths through the while body from entry to entry.
– In case of leaving the loop, the exit condition bexit ∈ BExp must hold.
– The function β : Lab→ Block maps a label to the corresponding atomic block.
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Each channel is connected with at most one input and one output process. Channels that are not fully
internally connected represent the in- and output channels of the network.

Definition 2 (Synchronous Process Network). The synchronous Process Network is a tuple (Prc, C, I,O),
where Prc is a set of processes, and C, I,O ⊆ Chan are sets of internal, input and output channels, respectively.

During execution of a process or a whole network, tokens are consumed and produced on the channels. This
is captured by communication signatures.

Definition 3 (Communication signature). A communication signature is a function γ : Ch → Token?

that maps a general set of channels Ch ⊆ Chan to a string over tokens. For convenience, we use SignCh

instead of Ch→ Token?.

If a process writes an arithmetic expression to a channel by [ch.write(a)], then a new token representing the
evaluation of the expression is enqueued to the communication signature.

Definition 4. For a given signature γ, the function enq enqueues a token t ∈ Token to channel ch ∈ Chan
and returns the resulting signature.

enq(γ, ch, t) = γ[ch 7→ t · γ(ch)]

In contrast, if a process reads a token [x := read(ch)], then, if a token is present, it is dequeued from the
channel and assigned to the variable x.

Definition 5. For a given signature γ and a channel ch ∈ Chan, the function deq dequeues a token t ∈ Token
and returns the resulting signature.

deq(γ, ch) =

{
(t, γ[ch 7→ s]) if γ(ch) = st where s ∈ Token?

undefined if γ(ch) = ε

In the following, these definitions are used for the extraction of Mealy machines.

3 Extraction of Mealy Machines

In our approach we use Mealy machines to describe different runtime modes of synchronous PNs. In general a
Mealy machine is a finite-state machine where the output depends on the input as well as on the current state.
In our specific case, a state of the Mealy machine describes a mode in which a certain sequence of instructions is
repeatedly applicable, hence, a state where only a fraction of the process code is executable. Consumed tokens
of the process represent the input and produced tokens the output of the machine. We describe the extraction of
a Mealy machine for an individual process and discuss the composition of all individual machines to an overall
Mealy machine for the entire PN.

3.1 Abstraction of Paths and Their Execution

A mode of an individual process is defined as a process state in which a certain sequence of instructions is
repeatedly applicable. In our PN representation, the paths through the while body are potential candidates.

Each path [`0, . . . , `n] ∈ Lab? can be seen as a transition pre
γin/γout − rel−−−−−−−−−−→

[`0, ..., `n]
post from a process state pre

to a process state post. The applicability of transitions does not only depend on the process state pre before
the execution but also on the consumed tokens along the path. Hence, the edge is annotated with the input
signature γin of type SignI to describe consumed tokens, with the output signature γout of type SignO for
produced tokens, and with a relation rel among the consumed and produced tokens. The input and output
signatures can be easily determined by considering the read and write statements along the path.

Definition 6 (Input/output signature). The functions in : Lab? → SignI and out : Lab? → SignO

take a path and return the corresponding input/output signature. Beginning with an empty signature, for every
read/ write on the path we generate a relating token on the corresponding channel.

in(ε) = λch.ε

in(L`) =

{
enq(in(L), ch, t) if β(`) = [x := read(ch)]`

in(L) otherwise

where t ∈ Token is a new unused token. The function out is analogously defined. Instead of [x := read(ch)]`

the atomic block [ch.write(a)]` is used.
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We describe the process states pre before execution and post after execution as well as the relation rel
among the input and output tokens by convex polyhedra. For this purpose, we abstract from concrete values
by the use of convex polyhedra defined by linear constraints among process variables and tokens to describe
linear relations among them and the corresponding state spaces [1]. From a programmer’s point of view, linear
constraints are in most cases sufficient for synchronization.

Definition 7 (Polyhedron). A polyhedron p ∈ Poly is the set of solutions to a constraint system. By using
matrix notation, we have

p = {x ∈ Rn |C1 · x = d1,C2 · x ≥ d2,C3 · x > d3}

where, for all i ∈ {1, 2, 3}, Ci ∈ Rmi × Rn and di ∈ Rmi , and m1,m2,m3 ∈ N are the number of equalities, the
number of non-strict inequalities, and the number of strict inequalities, respectively.

[. . . ]`

pre

post

in([`]) out([`])

Fig. 3. Execution of an atomic block

In the following, we describe the function poly : Lab? → Poly which abstracts a given path by a convex
polyhedron. This polyhedron over-approximates all information needed to describe the execution of a path. At
first we consider the execution of one atomic block as depicted in Fig. 3. We have a process state pre which
describes valid assignments to the process variables on the atomic block’s entry and a process state post for the
exit of the atomic block. Furthermore, tokens can be read or written by an atomic block and are given by the
input signature in([`]) or the output signature out([`]), respectively. The polyhedron p ∈ Poly is described in
a vector space with dimensions for each process variable at the entry as well as at the exit and for each token
produced or consumed by the atomic block. The semantics of the atomic block is abstracted by linear relations
among the process variables and the tokens of the signatures.

There are two kinds of atomic blocks. On one hand, we have assignments of the form [x := a], [ch.write(a)] or
[x := read(ch)], which transform the vector space. On the other hand, we have conditions [cond(b)] that further
constrain the convex polyhedron. We presume the arithmetic expressions to be linear combinations. If they are
not in a linear relation, we over-approximate them by a linear convex hull. Without loss of generality, we only
consider Boolean expressions that are relations over arithmetic expressions. Indeed the syntax of our simple
while language as introduced in Section 2 uses negation if an if -condition in the corresponding program path
has been evaluated to false. We dissolve this by inverting the relation or, in case of inequality, by considering
the relations “<” and “>” separately. The Boolean operators b1 || b2 and b1 && b2 within Boolean expressions
can be replaced by nested if -statements.

To define an operational semantics based on polyhedral representations, we need to define how a state space,
represented by a polyhedron, is modified when an atomic block is executed [2, 7]. In the following, Definitions 8
and 9 define this modification for each possible atomic block. The semantics for an entire path is defined by
their functional composition, cf. Definition 10.

Definition 8 (Assignment function). An assignment [x := a] defines a transfer function fx:=a : Poly →
Poly, which transforms a given polyhedron according to the assignment.

At first we extend the given polyhedron by one dimension t and add the equality t = x. Secondly, the
new assignment is added as the equality x = a[t/x], where all occurrences of x in a are replaced by t, the old
value of x. Finally, the new dimension t is removed, respectively the polyhedron is projected to the remaining
dimensions.

Definition 9 (Polyhedron for conditions). We define the polyhedron Pb ∈ Poly, which corresponds to the
condition [cond(b)], where b ≡ c · x ≥ d is a relation over linear arithmetic expressions.

By means of the assignment function [x := a] and the polyhedron Pb for a condition b, we can define the
abstraction function path.
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Definition 10 (Path abstraction). The function poly : Lab? → Poly abstracts a given path by a polyhedron,
which describes the transition from one process state to another. The function is defined by an auxiliary function
pl.

poly(π) = pl(π, in(π), out(π))

The auxiliary function pl : Lab?×SignI ×SignO → Poly additionally gets the corresponding input and output
signature of the given path and composes the abstract semantics of each atomic block.

pl(ε, λch.ε, λch.ε) = pre ≡ post // empty path

pl(L`, σ, ω) = // non-empty path, different cases:
fx:=a(pl(L, σ, ω)) if β(`) = [x := a]`

pl(L, σ, ω) u Pb if β(`) = [cond(b)]`

fx:=t(pl(L, σ′, ω)) if β(`) = [x := read(ch)]` ∧ deq(σ, ch) = (t, σ′)
ft:=a(pl(L, σ, ω′)) if β(`) = [ch.write(a)]` ∧ deq(ω, ch) = (t, ω′)
pl(L, σ, ω) otherwise

The auxiliary function pl recursively iterates over the path. In case of an empty path ε, pre ≡ post ensures that
the process variables at the entry are equal to the process variables at the exit. In case of at least one atomic
block, its semantics is applied to the process variables at the exit. Hence, we compose the transformations of
each atomic block along the path. If a token is consumed or produced, the function deq dequeues tokens from
the input and output signature and the assignment function from Definition 8 relates them to local variables.

The precondition, postcondition, and the relation between produced and consumed tokens can be uncoupled
by projecting the polyhedron to a vector space where only the process variables PolyVar or the used tokens
PolyToken remain.

Definition 11 (Selector functions). The selector functions pre and post : Poly → PolyVar project a poly-
hedron to a vector space, where only the variables on the entry or respectively on the exit remain. In analogy,
the selector function token : Poly → PolyToken projects a polyhedron to a vector space, where only the tokens
remain.

In this subsection, we have defined the function path : Lab? → Poly that abstracts a given path to a
polyhedron. This polyhedron contains the precondition, postcondition, and relation between consumed and
produced tokens. Furthermore, we have provided selector functions which can be directly composed, e.g., with
pre ◦ poly : Lab? → PolyVar, we obtain the precondition of a given path. The consumed and produced tokens
are related to the tokens of the input signature in : Lab? → SignI and output signature out : Lab? → SignO,
respectively. In the following subsections, we use this abstraction to extract a Mealy machine for an individual
process.

3.2 Identification of States

A state of the Mealy machine describes a potential mode of a process. We define modes of a process as states in
which a certain sequence of instructions is repeatedly applicable. In our PN representation, the paths through
the while body are the only potential candidates. An initialization path is only executed once at the beginning.
Each path has a precondition which ensures its applicability and describes a transition to another state in which
the postcondition must hold.

p

a

q

b

in < 0 in ≥ 0

(a) Intersecting

p′

a

q′

b

p ∩ q

in < 0 in ≥ 0

(b) Disjoint

Fig. 4. Preconditions
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At first sight, the states of the Mealy machine are given by the precondition. But these are not necessarily
disjoint since two or more paths may have intersecting preconditions. In these cases, the taken path depends
also on the consumed tokens along the path as it is depicted in Fig. 4. In state p∩ q, the next state depends on
whether the input token is less than or greater equal zero. To obtain unambiguous states for the Mealy machine,
it is necessary to separate the path preconditions. Therefore the function disjointSet returns the set of disjoint
polyhedra for a set of intersecting polyhedra. The states P of our machine are given by:

P = disjointSet

 ⋃
π∈Πbody

{pre ◦ poly(π)}

 ∪ {p0, p′0}
where p0 is the initial state and describes the whole vector space and p′0 is the corresponding polyhedron from
the exit condition bexit.

3.3 Determination of Edges and Tags

The edges between the states of the Mealy machine are given by the path abstractions. A path describes the
transition from one state to another. Therefore the state of the source of the edge must fulfill the precondition
and the state of the target of the edge must fulfill the postcondition. The edge is annotated with the input and
output signature of the path and the linear relation among the consumed and produced tokens.

An edge (p→ p′) ∈ PolyVar ×PolyVar from init to while entry exists if the following condition holds:

(p = p0) ∧ (p′ ∈ P \ {p0}) ∧ (∃π ∈ Πinit) : post ◦ poly(π) ∩ p′ 6= ∅

In the intial state the precondition always holds because p0 initially describes the whole vector space. We only
need to check that the postcondition holds in any while entry state. In this case the post condition intersects
with a while entry state. An edge (p → p′) from while entry to while entry exists if the following conditions
holds:

(p ∈ P \ {p0, p′0}) ∧ (p′ ∈ P \ {p0}) ∧ (∃π ∈ Πbody) :

(p v pre ◦ poly(π)) ∧ (post ◦ constrPre(p) ◦ poly(π) ∩ p′ 6= ∅)

In contrast to initial edges, we additionally check, which while entry state intersects with the precondition. Due
to partitioning, the polyhedron of the while entry state is always smaller than or equal to the path precondition.
In case of a strictly smaller relation, the preconditions is constrained, which can also result in a strengthened
postcondition. The functional constrPre : PolyVar → Poly → Poly constrains the precondition for a given
polyhedron.

3.4 Mealy Machine of an Individual Process and the Whole Network

Based on the path abstraction, the identified states and edges, we define the Mealy machine as follows:

Definition 12 (Mealy machine). The Mealy machine of a process or network is a tuple
(P, p0, Γ

I , ΓO, T,G,R,L) consisting of a:

– set of internal states P ∈ PolyVar, which abstract value assignments to variables by polyhedra and an initial
state p0 ∈ P

– set of input signatures Γ I ⊆ SignI and output signatures ΓO ⊆ SignO
– transition function T : PolyVar × SignI → PolyVar describing edges from the current state p′ to the next

state p according to the input signature

and similar to the transition function, we have the edge tagging functions:

– output signature G maps to SignO

– relation function R maps to PolyToken a polyhedral system, which describes the linear relations between in-
and output tokens

– path function L maps to Lab? the executed path.
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proce s s Se l ( i ) ( a , b , c ) {
[m:=1]1 ;
whi l e ( [ t rue ] 2 ) {

[ t := i . read ( ) ] 3 ;
i f ( [ t==0]4 ) [m:= i . read ( ) ] 5 ;
e l s e {

i f ( [m>=0]6 ) [ a . wr i t e ( t ) ] 7 ;
e l s e [ b . wr i t e ( t ) ] 8 ;
[ c . wr i t e (m) ] 9

} } }

proce s s Mux(d , e , c ) ( o ) {
whi le ( [ t rue ] 1 ) {

[m:=c . read ( ) ] 2 ;
i f ( [m>=0])3 {

[ s :=d . read ( ) ] 4

} e l s e {
[ s :=e . read ( ) ] 5 ;

}
[ o . wr i t e ( s ) ] 6

} }

proce s s F( a ) ( d) {
whi le ( [ t rue ] 1 { [ x:=a . read ( ) ] 2 ; [ d . wr i t e (f(x) ) ] 3 ;}

}

proce s s G(b ) ( e ) {
whi le ( [ t rue ] 1 { [ x:=b . read ( ) ] 2 ; [ e . wr i t e (g(x) ) ] 3 ;}

}

Fig. 5. Process code of the “two mode” application

The Mealy machine of an individual process is given by the set of disjoint internal states P and the initial
state p0 from Section 3.2, the transition function T (p′, in(π)) = p determined in Section 3.3, the output signature
G(p′, in(π)) = out(π), the relation function

R(p′, in(π)) = token ◦ constrPre(p) ◦ constrPost(p′) ◦ poly(π)

and the path function L(p′, in(π)) = π.
To summarize, in this section we have defined how to extract a Mealy machine from an individual process that

represents its modes. Therefore, we have abstracted all paths given of our PN representation by a polyhedron.
Furthermore, we have identified the states of the Mealy machine by the disjoint sets over the preconditions of all
paths. Moreover, we have constructed the edges between them that represent the transitions between the various
modes. The states together with the edges define the resulting Mealy machine for an individual process. The
overall Mealy machine of the entire network can be constructed by the composition of all individual machines
using the usual automata-theoretic composition of Mealy machines, thereby over-approximating the composition
of polyhedra.

4 Implementation and Case Study

We have implemented our analysis in Java. The abstract syntax in Section 2 is extended by structural elements
to describe the whole Process Network. We have used JavaCC to generate a parser which parses any arbitrary PN
written in our language to an internal representation. We extract a Mealy machine for each individual process
on this representation. Therefore, we have implemented an abstract semantics based on polyhedral abstraction.
We have used the Parma Polyhedra Library (PPL) [1] which provides a representation of polyhedra and the
corresponding operations. Based on the abstract semantics we can abstract whole paths and generate the Mealy
machine for an individual process. In a second phase, we pairwisely compose all Mealy machine to an overall
machine. The resulting Mealy machine is given by an annotated graph and is seen as an analysis result that
offers information about the existing runtime modes of the program.

In the following we consider the process code in Fig. 5 of the given network in Fig. 1 and the resulting Mealy
machine. The process “Sel” consists of two states m ≥ 0 and m < 0. Depending on the state the consumed
token will be either transferred to the output channel a or b. Simultaneously a token representing the state will
be produced on channel c. If the process reads a zero on input i, the following token sets the new state of the
process. The process “Mux” is connected to “f(x)” by d and to “g(x)” by e. Depending on the input token c,
either the token from d or e will be transmitted to the output. The processes “f(x)” and “g(x) consume a token,
then correspondingly the function f(x) or g(x) will be applied and the result is sent by producing a token on
the output.

After transforming each individual process into a Mealy machine and creating the overall composition, we
get the resulting Mealy machine depicted in Fig. 6. The machine consists of an initial state annotated with true
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truestart

m ≥ 0 m < 0

[λ]/[λ]− true
[s1, , , ]

[i1i2]/[λ]
i1 = 0, i2 ≥ 0
[s2s3s4s5, , , ]

[i1i2]/[λ]
i1 = 0, i2 < 0
[s2s3s4s5, , , ]

[i1i2]/[λ]
i1 = 0, i2 < 0
[s2s3s4s5, , , ]

[i1i2]/[λ]
i1 = 0, i2 ≥ 0
[s2s3s4s5, , , ]

[i1]/[o1]− i1 6= 0
[· · · s7 · · · , f1f2f3, , · · ·m4 · · · ]

[i1]/[o1]− i1 6= 0
[· · · s8 · · · , , g1g2g3, · · ·m5 · · · ]

Fig. 6. Mealy machine of the “two mode” example

and two run-time modes annotated with “m ≥ 0” and “m < 0”. From the initial state, the program starts in
mode “m ≥ 0”. In this mode either data are processed through process “f(x)” or the mode can be switched
to the mode “m < 0” or to the present mode “m ≥ 0”. Similar to mode “m ≥ 0”, in mode “m < 0” either
data are processed through process “g(x)” or the mode can be switched. The transitions are annotated with
communication signatures (γin/γout), a linear relation rel among produced and consumed tokens and a path
execution vector overall processes in the order Sel, F, G and Mux, which describes the executed atomic blocks.
The Mealy machine exactly represents the possible run-time behavior of the given program.

5 Related Work

Some approaches exist that take advantage of the knowledge of run-time modes. In [5], a scenario-based design
methodology for dynamic embedded systems is presented. Each individual scenario of the system is optimized at
design-time. In contrast to our approach, the scenarios are a-priori known. Furthermore, predicting the current
scenario and switching between scenarios is only very abstractly described.

To gain information about the expected behavior at run-time, one could also try to utilize simulation
environments, e.g. YAPI [3] and SystemC [8]. They could be used to profile the network behavior. In contrast
to our approach, the gained results would only represent imprecise and averaged behaviors.

The idea of polyhedral analysis for automatic discovery of linear restraints between program variables has
been presented in [2, 7]. We have based our analysis also on this idea and have adapted it to the analysis of
run-time modes in PNs. In [9], a state partitioning approach for synchronous programs is presented to verify
system properties more efficiently. Partitions are selected according to the property to be proved. In contrast
to this work, we partition the state space according to run-time modes.

Besides synchronous PNs, a range of other models exists which try to separate dynamic from static aspects.
We discuss a selection of them briefly: The Scenario-Aware Dataflow (SADF) [11] model is a scenario-aware
generalisation of the Synchronous Dataflow (SDF) model using a stochastic approach to model the order in
which scenarios occur. In [6], the interaction of Finite State Machines (FSMs) with concurrency models is
explored. FunState [12] (functions driven by state machines) distinctly separates control and data and enables
methods for design and evaluation of schedules. In [4], Reactive Process Networks (RPNs) and their operational
semantics are described. The behavior of a process is reconfigured by external events. Reconfiguration is only
allowed in quiescent states. All of these approaches do not try to extract modes as we have done in our approach.
They only model the behavior of systems.

In our approach we consider a given synchronous PN which changes its behavior by external events. In con-
trast to the discussed related approaches, we do not perform time consuming profiling or expect the programmer
to separate dynamic from static aspects. Instead we perform a static analysis to identify run-time modes and
their transitions by extracting Mealy machines. To the best of our knowledge, no approaches exist that analyze
PNs for run-time modes.

6 Conclusion and Future Work

In this paper, we have presented a static analysis to detect run-time modes in Process Networks (PNs). Thereby
we have extracted Mealy machines from PNs. The inputs and outputs of the machine correspond to the consumed
and produced tokens. A state of the Mealy machine describes a mode in which a certain sequence of instructions
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is repeatedly executable. We have constructed the Mealy machines by using an abstract semantics in which
states are described by convex polyhedra. In most practical situations such linear relations among processes are
sufficient.

In future work we want to extend our approach to asynchronous PNs, similar to Kahn Process Networks
(KPNs) introduced in [10]. Our analysis results could be used to optimize the network or to guide compiler
backends. If we considered frequently used modes more specifically, static optimizations with respect to the most
frequently used mode could be applied to reduce execution time. Moreover, optimizations over all processes can
be developed, for instance a dead code elimination removing program fragments which will never be used in
any mode. Targeting optimizations can use the analysis results to merge and split processes to meet a certain
number of processing elements. Another use case is the guidance of backends. Quasi-static scheduling can be
applied to reduce runtime overhead and for coarse-grained rFPGAs, the results can guide the partitioning of
applications into synthesizable configurations.

References

1. Bagnara, R., Hill, P.M., Zaffanella, E.: The Parma Polyhedra Library: Toward a complete set of numerical abstractions
for the analysis and verification of hardware and software systems. Science of Computer Programming, 72(1–2):3–21,
2008.

2. Cousot, P., Halbwachs, N.: Automatic discovery of linear restraints among variables of a program. In: Proceedings of
the 5th ACM SIGACT-SIGPLAN symposium on Principles of programming languages, pp. 84–96, New York, NY,
USA, 1978. ACM.

3. de Kock, E.A., Essink, G., Smits, W.J.M., van der Wolf, R., Brunei, J.-Y., Kruijtzer, W.M., Lieverse, P., Vissers, K.A.:
YAPI: Application modeling for signal processing systems. In: 37th Design Automation Conference, pp. 402–405, Los
Angeles, CA, June 2000.

4. Geilen, M., Basten, T.: Reactive process networks. In: Proceedings of the 4th ACM international conference on
Embedded software, pp. 137–146, New York, NY, USA, 2004. ACM.

5. Gheorghita, S.V., Palkovic, M., Hamers, J., Vandecappelle, A., Mamagkakis, S., Basten, T., Eeckhout, L., Corporaal,
H., Catthoor, F., Vandeputte, F., Bosschere, K.D.: System-scenario-based design of dynamic embedded systems. ACM
Transactions on Design Automation of Electronic Systems, 14(1):1–45, 2009.

6. Girault, A., Lee, B., Lee, E.A.: Hierarchical finite state machines with multiple concurrency models. IEEE Transactions
on Computer-Aided Design of Integrated Circuits and Systems, 18(6):742–760, June 1999.

7. Halbwachs, N., Proy, Y.-E., Roumanoff, P.: Verification of real-time systems using linear relation analysis. Formal
Methods in System Design, 11(2):157–185, 1997.

8. IEEE Standard Association. IEEE Std. 1666-2005, Open SystemC language reference manual, 2006.
9. Jeannet, B.: Dynamic partitioning in linear relation analysis. Formal Methods in System Design, 23(1):5–37, July

2003.
10. Kahn, G.: The semantics of simple language for parallel programming. In: IFIP Congress, pp. 471–475, Stockholm,

Sweden, August 1974.
11. Theelen, B.D., Geilen, M.C.W., Basten, T., Voeten, J.P.M., Gheorghita, S.V., Stuijk, S.: A scenario-aware data flow

model for combined long-run average and worst-case performance analysis. In: Proceedings of the Fourth ACM and
IEEE International Conference on Formal Methods and Models for Co-Design, pp. 185–194, Napa Valley, California,
July 2006.

12. Thiele, L., Stehl, K., Ziegenbein, D., Ernst, R., Teich, J.: Funstate - An internal design representation for codesign.
In: Proceedings of the 1999 IEEE/ACM international conference on Computer-aided design, pp. 558–565, Piscataway,
NJ, USA, 1999. IEEE Press.



Probabilistic Concepts in Formal Contexts⋆

Alexander Demin1, Denis Ponomaryov1, Evgeny Vityaev2

1 A.P. Ershov Institute of Informatics Systems, Novosibirsk, Russia
2 Institute of Mathematics, Novosibirsk, Russia

alexandredemin@yandex.ru, ponom@iis.nsk.su, vityaev@math.nsc.ru

Abstract. We generalize the main notions of Formal Concept Analysis with the ideas of the semantic
probabilistic inference. We demonstrate that under standard restrictions, our definitions completely cor-
respond to the original notions of Formal Concept Analysis. From the point of view of applications, we
propose a method of recovering concepts in formal contexts in presence of noise on data.

1 Introduction

Assume that a scientist needs to classify some finite set of objects with respect to n attributes. The objects are
observed in a number of experiments, where each of them is assigned a certain set of attributes. The results of
each experiment can be represented as a table, with rows labelled by the object names, columns labelled by the
attribute names, and each cell (i, j) filled iff object i has attribute j. Having results of one particular experiment
it is reasonable to classify the objects in the following way: put those objects in groups which have a common
set of attributes and no object out of this group has these attributes. It is well known that the pairs ⟨object set,
attribute set⟩ of this kind can be naturally ordered and represented in a convenient way as studied in Formal
Concept Analysis [2, 3] (FCA). Now assume that we know the results of the whole body of the experiments and
we would like to build a classification of the objects with respect to the whole collection of data. Typically, an
object may have some attribute in a number of experiments and lack this attribute in the remaining number of
them. To cope with this ambiguity when building classifications, we employ the method of semantic probabilistic
inference introduced in [10–12]. In this paper, we generalize the standard notion of truth of an implication on
data by means of a truth valuation based on a probability measure. We define an analog of the classification
unit studied in FCA in terms of fixed points of implications which hold on data with respect to this valuation.
To the best of our knowledge, there are no published papers describing similar probabilistic approaches. For
instance, in [1] the main notions of Formal Concept Analysis are reformulated in terms of a probability logic,
but their definitions are not generalized in the scope of FCA. By this work, we aim at establishing connections
between Formal Concept Analysis and the method of semantic probabilistic inference. The contribution of this
paper is the generalization of the key notions of FCA in terms of the semantic probabilistic inference.

2 Preliminaries

Let us start with basic definitions and results from Formal Concept Analysis.

Definition 1. A formal context is a triple (G,M, I), where G and M are sets and I ⊆ G ×M is a relation
between the elements of G and M. The elements of G are called objects and the elements of M are called
attributes of the context. We call a context finite if G and M are finite sets.

For brevity, we omit the word “formal” and call the triples (G,M, I) from the definition above contexts.
Every context can be naturally represented in a tabular form, as noted in the introduction. For a context
(G,M, I), we define the operation ′ on the subsets A ⊆ G and B ⊆M as follows:

A′ = {m ∈M |∀ g ∈ A (g,m) ∈ I}, B′ = {g ∈ G |∀ m ∈ B (g,m) ∈ I}.

For g ∈ G, the set {g}′ will be abbreviated by the notation g′.

Definition 2. A concept in context (G,M, I) is a pair (A,B) with A ⊆ G, B ⊆ M, A′ = B, and B′ = A.
The set A is called the extent and B the intent of the concept (A,B).

⋆ This work was funded by the grant of the President of Russian Federation (grant No. MK-2037.2011.9), the Russian
Foundation for Basic Research (grant No. 11-07-00560a), and Integration Projects of the Siberian Division of the
Russian Academy of Sciences (grant No. 47, 111, 119).



30 Ershov Informatics Conference 2011

In fact, a concept is the classification unit which groups objects and attributes of a context.

The following simple fact will is frequently used in proofs of the main claims in this paper:

Lemma 1. If (G,M, I) is a context and B1, B2 ⊆M are sets of attributes, then

1. B1 ⊆ B2 =⇒ B′
2 ⊆ B′

1

2. B1 ⊆ B′′
1 .

Definition 3. A (partial) order 6 on concepts is defined as follows: if (A1, B1) and (A2, B2) are concepts of a
context then (A1, B1) 6 (A2, B2) if A1 ⊆ A2 (or, equivalently by Lemma 1, if B2 ⊆ B1).

Theorem. The relation 6 induces a complete lattice on the set of concepts of a context, with the infimum and
supremum of subsets given, respectively, by:∧

j∈J

(Aj , Bj) = ( ∩
j∈J

Aj , ( ∪
j∈J

Bj)
′′)

∨
j∈J

(Aj , Bj) = (( ∪
j∈J

Aj)
′′, ∩

j∈J
Bj).

Example 1. Consider the finite context K = ({g1, g2, g3, g4}, {m1,m2,m3,m4}, I) represented in the tabular
form in Figure 1. The lattice of all concepts in context K is given in the same Figure; each element of the lattice
is labelled by the set of objects and the set of attributes which are, respectively, the extent and the intent of the
corresponding concept.

I m1 m2 m3 m4

g1 × × ×
g2 × ×
g3 ×
g4 ×

Fig. 1. A context and the corresponding concept lattice

The procedures of computing the complete concept lattice for a given finite context [7, 8] are one of the basic
algorithms in Formal Concept Analysis. In fact, they provide a classification of objects of a context with respect
to their attributes and allow for finding all possible classes.

If K = (G,M, I) is a context, we may speak about the truth of the following statements on K: “all objects
having attribute set B1 ⊆ M also have attributes B2 ⊆ M”. As all properties of a context are in some sense
symmetric with respect to the sets G and M , we can formulate the similar statements about subsets of G: “all
attributes having the set A1 ⊆ G as their objects also have the set A2 ⊆ G”. W.l.o.g. we consider the statements
only of the first kind. In fact, they define a monotone operator, an implication, on the boolean algebra of subsets
ofM . If a context K is finite, then clearly the set of all such statements true on K is also finite. Let us formalize
the notion of an implication true on a context by the definitions from Chapter 2.3 in [2].

Definition 4. An implication on a set M is an ordered pair of subsets A,B ⊆M denoted as A→ B. The set
A is called the premise and B the conclusion of the implication A→ B. A subset T ⊆M respects an implication
A→ B if A ̸⊆ T or B ⊆ T . A family of subsets of M respects an implication A→ B if every set of this family
respects A→ B.

An implication A → B holds on a context K = (G,M, I) (notation K |= A → B) if A,B ⊆ M and the
family of sets {g′ | g ∈ G} respects A→ B.

The premise of an implication A→ B is said to be false on a context K = (G,M, I) if there is no element
g ∈ G such that A ⊆ g′. An implication A→ B is called a tautology if B ⊆ A.
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For a context K = (G,M, I), we denote by Imp(K) the set of all implications on M which hold on K. It is
easy to verify that the subsets of Imp(K) are the set of tautologies and the set of implications whose premise
is false on K. When ambiguity does not arise, we will use the same symbol |= to denote that a set or a family
of sets respects an implication.

Every family L of implications on a set M defines the monotone operator fL : 2M → 2M given by

fL(X) = X ∪ {B | A→ B ∈ L, A ⊆ X}.

Clearly, for each X ⊆M , it holds fL(X) = X ⇔ X |= L.

Remark 1. Let L be a family of implications on a set M . Then for each X ⊆ M , there exists a minimal set
Y ⊆M such that X ⊆ Y and fL(Y ) = Y .

Therefore, any family L of implications on a set M defines the operator f̄L : 2M → 2M which for every
X ⊆M gives the minimal subset Y ⊆M satisfying the conditions of the remark. Clearly, for each X ⊆M , we
have fL(X) = X ⇔ f̄L(X) = X.

Remark 2. If K = (G,M, I) is a context and A → B is an implication on M then K |= A → B ⇔ ∀m ∈
B (K |= A→ {m}).

In the following, we consider implications only of the form A→ {m} and use the notation A→ m for them.

If K is a context, then for every implication A → m ∈ Imp(K), there exists a set {A0 → m ∈ Imp(K) |
A0 ⊆ A and for each A1 ⊆ A, if A1 ⊂ A0 then A1 → m ̸∈ Imp(K)}. For a context K, let us denote by
MinImp(K) the set of all implications of the form A0 → m ∈ Imp(K) in which the premise A0 is minimal in
the above mentioned sense. Let us mention that this definition is a variant of the notion of a law in [10–12].

Below, we give a slightly modified formulation of Proposition 20 from [2] which is central for results in this
paper.

Proposition 1. Let K = (G,M, I) be a context, T ⊆ Imp(K) be the set of tautologies on M , and F ⊆ Imp(K)
be the set of implications whose premise is false on K. Then for every subset B ⊆M , we have:

1. fMinImp(K)\T (B) = B ⇔ B′′ = B;
2. if B′ ̸= ∅ then fMinImp(K)\{F∪T}(B) = B ⇔ B′′ = B.

It is straightforward by Definition 2 that for each context K = (G,M, I), a subset B ⊆ M is an intent of
some concept in context K iff B′′ = B. Therefore, as soon as a context K = (G,M, I) is given, we have the
set Imp(K) of all implications which hold on K and the fixed points of the operator fMinImp(K)\T : 2M → 2M

correspond exactly to the intents of the concepts of K. If we omit the set F of implications fromMinImp(K)\T
whose premise is false on K then the fixed points of fMinImp(K)\{F∪T} : 2M → 2M correspond to the intents
of the concepts of K excluding the single concept (∅,M). Because for each B ⊆ M , the condition B′′ ̸= M
obviously yields B′ ̸= ∅.

3 Probabilistic Concepts on Classes of Contexts

In Section 2, we have defined the notion of truth of an implication on a given context. Let us now demonstrate
how this notion can be generalized with a truth valuation wrt a class of contexts. In this section, we proceed
to ideas of the method of semantic probabilistic inference in application to FCA. As described in [10–12], the
regularities on data (in particular, implications) are formalized in this method as universal formulas of the first
order language of a countable signature consisting of predicates and constants. Thus, the standard notion of
implication defined in [2] is far more specific than the concept of regularity on data considered in the semantic
probabilistic inference (we note that there have been studied implications in papers on FCA which also go far
beyond the definitions in [2]). However, in order to show this method useful in the case of FCA, it will be
convenient to stay within the standard algebraic definitions. For this reason, we further present some restriction
of the method of semantic probabilistic inference in terms common in Formal Concept Analysis.

Definition 5. A class of contexts over sets G and M is a family K = {(G,M, Ij)}j∈J ̸=∅, where for each j ∈ J ,
the triple (G,M, Ij) is a context. We use the notation K(G,M) for a class K of contexts over sets G and M . A
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probability model of type I is a pairM = (K(G,M), ρ), where G ̸= ∅ and ρ is a probability measure on the set
K satisfying the condition: ∀ S1, S2 ⊆ G×M ∀ (G,M, I) ∈ K

S1 ̸⊆ I or S2 ⊆ I ⇐⇒ ρ({(G,M, Ij) | S1 ∪ S2 ⊆ Ij}) = ρ({(G,M, Ij) | S1 ⊆ Ij}).

For a subset S ⊆ G × M , we call the value of the function νM(S) = ρ({(G,M, I) ∈ K | S ⊆ I}) the
probability of the set S onM.

For brevity, in this section we call the pair (K(G,M), ρ) from the definition above the probability model or
simply, model.

LetM = (K(G,M), ρ) be a probability model and A→ m be an implication on the set M . An instantiation
of A→ m on the modelM is a pair ⟨g,A→ m⟩, where g ∈ G. The value of the function

µM(⟨g,A→ m⟩) =

{
νM( S∪{<g,m>} )

νM(S) if νM(S) ̸= 0, where S = {< g, a >| a ∈ A}
undefined, otherwise

is called the probability of the instantiation ⟨g,A→ m⟩ on the modelM.

IfM = (K(G,M), ρ) is a probability model and A → m is an implication on the set M then the value of the
function

ηM(A→ m) =

{
undefined if ∀g ∈ G µM(⟨g,A→ m⟩) is undefined

infg∈GµM(⟨g,A→ m⟩), otherwise
is called the probability of the implication A→ m on the modelM.

Remark 3. Let M = (K(G,M), ρ) be a probability model and A → m be an implication on the set M whose
probability is defined onM. Then ηM(A→ m) = 1 iff ∀K ∈ K (A→ m ∈ Imp(K)).

Definition 6. Let M = (K(G,M), ρ) be a probability model and imp(M) be the set of all those implications
on M whose probability is defined on M. We call an implication A → m ∈ imp(M) a probabilistic law on M,
if the following conditions hold:

– ηM(A→ m) ̸= 0;
– if A0 → m ∈ imp(M) and A0 ⊂ A then ηM(A0 → m) < ηM(A→ m).

An implication A→ m ∈ imp(M) is called a maximally specific probabilistic law onM if it is a probabilistic
law on M, A ̸= {m}, and there is no probabilistic law A0 → m on M such that A ⊂ A0 and A0 → m is not a
tautology.

Remark 4. If an implication is a maximally specific probabilistic law onM then it is not a tautology.

Definition 7. Let M = (K(G,M), ρ) be a probability model and S(M) be the set of all maximally specific
probabilistic laws on M. An implication A → m ∈ S(M) is called the strongest probabilistic law on M if its
probability value onM is maximal among all implications B → m ∈ S(M). We use the notation D(M) for the
set of all strongest probabilistic laws onM.

Due to the the minor restrictions on the function ρ in the definition of the probability model, the existence
of the maximum in the sense of Definition 7 is not guaranteed. Thus, the existence of the strongest probabilistic
laws is not guaranteed either. However, we describe further in this section a way to define a probability model
(based on a finite class of finite contexts), which gives a large class of models guaranteeing the existence of such
implications. Note that in general for a given m, there may exist several strongest probabilistic laws of the form
A→ m.

Informally, every implication on a probability model can be seen as a “prediction” (wrt some measure of
truth) of the fact that each object having the attributes from the premise will also have the attribute from the
conclusion. Similarly to Formal Concept Analysis (recall Proposition 1), implications in the method of semantic
probabilistic inference are directly related to the process of grouping objects and attributes into classification
units. If data are represented by a class K of contexts then the choice of implications wrt their probability
on a model (K, ρ) becomes central for generating classes on the basis of the provided data. The definition
of a minimal implication (as given by the set MinImp(K)), probabilistic law, maximally specific and the
strongest probabilistic law are adopted from the corresponding definitions in [10–12, 15] to the case of FCA.
Such implications have a number of useful theoretical and practical properties which justify their application:
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– the set of all minimal implications which hold on every context from a class K gives, in some sense, an
axiomatization of this class of contexts: the implicational theory of K (restricted to implications with non-
false premises) semantically follows from it [10, 12] (the analogue of the Duquenne-Guigues theorem on
implication base [4]);

– a probabilistic law excludes the possibility that an attribute in the conclusion can be “predicted” by a
proper subset of the premise with probability greater than the probability of the law itself; together with
the requirement of maximal specificity, this leads in practice to grouping attributes into smaller classes,
with greater probability [9];

– it is proved in [10, 11] that in case negative information is allowed in implications, the set of maximally
specific probabilistic laws is consistent (i.e. there can not be a situation when the presence and absence of
some attribute are “predicted” simultaneously);

– the strongest probabilistic laws lead to assigning an attribute to a class which “predicts” it with maximal
probability; at the same time, this does not rule out situations when the same attribute can belong to
different classes [14];

– the Discovery software tool is implemented which allows to find the above mentioned types of implications
on tabular data and compute the corresponding object-attribute classes; this software has proved successful
in a large number of applications [5, 10, 15].

Definition 8. Let M = (K(G,M), ρ) be a probability model of type I. A pair of sets (A,B) is called a proba-
bilistic concept of a context (G,M, I) ∈ K in modelM if it satifies the following conditions:

– A ⊆ G, B ⊆M ,
– fD(M)(B) = B,
– ∃E ⊆ B (f̄D(M)(E) = B and E ̸= ∅ ̸= E′),
– A =

∪
{E′ | ∅ ̸= E ⊆ B, f̄D(M)(E) = B},

where ′ is the operation in the context (G,M, I). The set A is called the extent and B the intent of the
probabilistic concept (A,B).

Therefore, given a probability model M = (K(G,M), ρ), the set of the fixed points of the operator fD(M)

restricts the set of all possible probabilistic concepts of contexts from the class K in the modelM.

Theorem 1. Consider a context K = (∅ ̸= G,M, I) and a probability modelM = ({K}, ρ). For all non-empty
subsets A ⊆ G and B ⊆ M , the pair (A,B) is a concept in context K iff (A,B) is a probabilistic concept of
context K in modelM.

Let K = {(∅ ̸= G,M, Ij)}j∈J ̸=∅ be a finite class consisting of finite contexts. We now describe a natural
way to define a probability model (K, ρ) on the class K. For each context K ∈ K, we set ρ({K}) = 1/|J | and
for a subset C ⊆ K define ρ(C) =

∑
K∈C ρ({K}).

Then ρ is a discrete probability measure on K and for every S ⊆ G ×M , we have νM(S) = |J̃ |/|J |, where
J̃ is the maximal subset of J satisfying the condition ∀j ∈ J̃ (S ⊆ Ij). It is easy to verify that (K, ρ) is indeed,
a probability model. We call a model defined in this way the frequency probability model (of type I).

Let us illustrate the given definitions.

Example 2. Consider the sets G = {g1, g2}, M = {m1,m2,m3}, and the class K = {(G,M, Ij)}j∈{1,2,3}
consisting of three contexts given in the tabular form below.

I1 m1 m2 m3

g1 × ×
g2 ×

I2 m1 m2 m3

g1 × ×
g2 × ×

I3 m1 m2 m3

g1 × ×
g2 × ×

Then the pairs ({g1}, {m1,m2,m3}) and ({g1, g2}, {m1,m2}) are the only probabilistic concepts of the context
(G,M, I1) in the frequency probability modelM = (K, ρ).

Proof. The probability measure ρ defines uniquely the value ηM(A → m) for each implication A → m on the
set M . In the tables below, we give the probability of each implication of the form A→ m onM which is not
a tautology.
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A→ m ηM(A→ m)

{∅} → m1 2/3
m2 → m1 0
m3 → m1 2/3

m2,m3 → m1 0
{∅} → m2 1/3
m1 → m2 0

A→ m ηM(A→ m)

m3 → m2 1/3
m1,m3 → m2 0

∅→ m3 0
m1 → m3 0
m2 → m3 0

m1,m2 → m3 0

The premises of those implications which form the set D(M) of the strongest probabilistic laws onM are
written in parentheses. Let us give an example of computing the probability of one of the implications from the ta-

ble above: ηM(m3 → m1) = infg∈G µM(⟨g,m3 → m1⟩) = infg∈G
ρ({<g,m3>,<g,m1>})

ρ({<g,m3>}) = ρ({<g1,m3>,<g1,m1>})
ρ({<g1,m3>}) =

2/3, because the value of µM(⟨g2, m3 → m1⟩) is undefined due to ρ({< g2,m3 >}) = 0. Note that the im-
plication m3 → m1 is not a probabilistic law, because there exists the implication ∅ → m1 having the same
probability onM.

Let us give the values of the operator fD(M) on the subsets B ⊆M :

B ⊆M fD(M)(B)

m1 m1,m2

m2 m1,m2

m3 m1,m2,m3

m1,m2 m1,m2

B ⊆M fD(M)(B)

m1,m3 m1,m2,m3

m2,m3 m1,m2,m3

m1,m2,m3 m1,m2,m3

∅ m1,m2

Exactly two subsetsB ⊆M satisfy the condition fD(M)(B) = B, namely the sets {m1,m2} and {m1,m2,m3}.
Finally, we have: ∪

{E′ | ∅ ̸= E ⊆ {m1,m2}, f̄D(M)(E) = {m1,m2}} = {g1, g2},∪
{E′ | ∅ ̸= E ⊆ {m1,m2,m3}, f̄D(M)(E) = {m1,m2,m3}} = {g1}.

The single subset E ⊆ {m1,m2,m3} satisfying the conditions in the definition of a probabilistic concept is the
set {m3} for which we have {m3}′ = g1.

Therefore, we conclude that ({g1}, {m1,m2,m3}) and ({g1, g2}, {m1,m2}) are the only probabilistic concepts
of context (G,M, I1) in modelM.

4 Probabilistic Concepts on One Context

In Section 3, we have considered the notion of a probability model of type I defined on a class of contexts. In
fact, every class K of contexts which allows to define a probability measure, raises a set of probability models
and thus defines possible families of the strongest probabilistic laws. Based on such implications, we made a
“prediction” of the existence of attributes for objects in an arbitrary chosen context from class K. Similarly to
this approach, we may define the strongest probabilistic laws on the basis of only one given context. For this,
we need only to slightly modify Definition 5 of a probability model.

Definition 9. A probability model of type II (a probabilistic context) is a pairM = (K, ρ), where K = (G,M, I)
is a context and ρ is a probability measure on the set G satisfying the condition

∀ B,C ⊆M (B′ ⊆ C ′ ⇔ ρ((B ∪ C)′) = ρ(B′)).

If B → m is an implication on the set M then the value of the function

ηM(B → m) =

{
ρ((B∪{m})′)

ρ(B′) if ρ(B′) ̸= 0

undefined, otherwise

is called the probability of B → m on the modelM.

For brevity, in this section we call the pair (K, ρ) from the definition above the probability model or simply,
model and use the notation K(G,M) for a context K over the set of objects G and the set of attributes M .

For a finite context K = (∅ ̸= G,M, I), a model M = (K, ρ) is called a frequency probability model (of
type II) if the function ρ is defined as ρ({g}) = 1/|G| for every g ∈ G and ρ(A) =

∑
g∈A ρ({g}) for each subset

A ⊆ G. We have ∀B ⊆ M (ρ(B′) = |B′|/|G|). Note thatM is indeed, a model, since for all subsets B,C ⊆M
it holds that B′ ⊆ C ′ ⇔ (B ∪ C)′ = B′ ⇔ |(B ∪ C)′| = |B′|.
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Remark 5. If M = (K(G,M), ρ) is a probability model and B → m is an implication on M then ηM(B →
m) = 1 iff B → m ∈ Imp(K) and B′ ̸= ∅ (where ′ is the operation in the context K).

Let us define the notions of a probabilistic law, maximally specific probabilistic law, and the strongest
probabilistic law on a model of type II in full accordance with Definitions 6 and 7. In the following, we use the
same notation D(M) as in Section 3 for the set of all strongest probabilistic laws on a modelM of type II.

Proposition 2. LetM = (K(G,M), ρ) be a probability model and S ⊆ Imp(K) be the set of all tautologies on
M and all the implications whose premise is false on K. Then we have MinImp(K) \ S ⊆ D(M).

Definition 10. Let M = (K(G,M), ρ) be a probability model of type II. A pair of sets (A,B) is called a
probabilistic concept in modelM (a concept in probabilistic contextM) if it satisfies the conditions of Definition
8.

LetM = (K, ρ) be a model with K = (G,M, I). Consider the context K = (G,M, Ī), where Ī = {< g,m >
| g ∈ G, m ∈ f̄D(M)(g

′)}, ′ is the operation in the context K. In other words, we have I ⊆ Ī and the relation
Ī is obtained from I by adding the pairs < g,m > “predicted” by the implications in D(M). To clarify the
connection between the concepts in context K and probabilistic concepts in modelM, we need to note that the
following statement is false in both directions:

for all non-empty subsets A ⊆ G and B ⊆ M , the pair (A,B) is a probabilistic concept in the model M iff
(A,B) is a concept in the context K.

To prove this, it is sufficient to consider any of the contexts

K1 = ({g1, g2}, {m1}, I1),K2 = ({g1, g2}, {m1,m2,m3}, I2)

given below together with the corresponding frequency probability modelsM1 = (K1, ρ1) andM2 = (K2, ρ2).

I1 m1

g1 ×
g2

I2 m1 m2 m3

g1 ×
g2 × ×

For these models, we have D(M1) = {∅ → m1} and D(M2) = {∅ → m1, {m2} → m3, {m3} → m2}.
Therefore, the set of all probabilistic concepts in the modelM1 consists of the single concept ({g1}, {m1}) and
the set { ({g1}, {m1}), ({g2}, {m1,m2,m3}) } represents all the probabilistic concepts in the modelM2.

It is easy to check that for every j = 1, 2, the context Kj is obtained from Kj by setting Īj = Ij∪{< g2,m1 >
}. It remains to note that the set of all concepts in the context K1 consists of the single pair ({g1, g2}, {m1})
and the set { ({g1, g2}, {m1}), ({g2}, {m1,m2,m3}) } represents all the concepts in the context K2.

Nevertheless, the following property is guaranteed which characterizes the connection between concepts in a
context K and probabilistic concepts in the modelM = (K, ρ).

Theorem 2. Every probability modelM = (K(G,M), ρ) has the following properties:

1. for each concept (A,B) in context K with A ̸= ∅ ̸= B, there exists a probabilistic concept (A1, B1) in model
M such that A ⊆ A1 and B ⊆ B1;

2. if (A1, B1) is a probabilistic concept in model M then there exists a concept (A,B) in context K with
∅ ̸= A ⊆ A1 and ∅ ̸= B ⊆ B1. Moreover, the set A1 is the union of the extents of some of these concepts.

Below, we give schemas of computation procedures for finding the set of probabilistic laws and probabilistic
concepts on a given frequency probability modelM = (K, ρ), where K = (G,M, I) and ∀m ∈M ({m}′ ̸= ∅).

Let S ⊆ Imp(K) be the set of all tautologies on M and all the implications whose premise is false on the
context K. For the given context K, the cardinality of MinImp(K) \ S can be exponential in the value of
|G| × |M |. This follows from Theorem 1 in [6], where the construction of the corresponding context is given.
By Proposition 2, we have MinImp(K) \ S ⊆ D(M) and by definition, the set of all probabilistic laws onM
contains D(M). For this reason, the procedure for finding the set of probabilistic laws is based on a heuristic.

Let us introduce some auxiliary definitions. For an implication A→ m on a set M , the length of A→ m is
the cardinality of the set A; we use the notation len(A→ m). Call an implication A2 → m a specification of an
implication A1 → m if A2 = A1 ∪ {n}, where n ∈ M \ A1. For a family L of implications, Spec(L) will denote
the set of all possible specifications of implications from L.
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The computation procedure for finding probabilistic laws is based on the concepts of the semantic proba-
bilistic inference. The main idea is to extend stepwise the premises of implications and check the conditions in
the definition of a probabilistic law at each step. This implements a directed enumeration of implications which
allows to considerably reduce the search space. The reduction is achieved due to the application of the following
heuristic: when the length of the generated implications reaches a certain value (called the base enumeration
depth), the specification is applied only to those implications which are probabilistic laws.

For simplicity, we give a schema of the computation procedure for finding probabilistic laws of the form
A → m on the modelM for a chosen attribute m ∈ M . Besides the mentioned probability modelM and the
element m ∈M , the additional input parameter of the procedure is the value d of the base enumeration depth,
with 1 6 d 6 |M |. The output of the procedure is the set of the probabilistic laws found on the modelM with
the element m in the conclusion.

At step k = 0, the set imp(M)(k) of implications is generated which consists of the single implication of zero
length of the form R = ∅ → m. For the implication R, the conditions on a probabilistic law in the Definition
6 are verified. Denote the set of all probabilistic laws computed at step k of the computation procedure by

REG
(k)
M (m). If R is a probabilistic law then REG

(0)
M (m) = {R}. Else, we have REG

(0)
M (m) = ∅ and the

procedure returns the empty set. Indeed, in this case we have ηM(∅ → m) = 0 and, by the definition of the
model M, the probability of each implication of the form B → m is either undefined, or equals zero on M.
This means that no such implication can be a probabilistic law onM.

At step 1 6 k 6 d, the set imp(M)(k) of specifications is computed for all implications obtained at
the previous step whose probability is defined and not equal to zero or one: imp(M)(k) = Spec({R | R ∈
imp(M)(k−1), 0 < ηM(R) < 1}). Each implication in this set is of length k. For every implication from

imp(M)(k) the conditions in the definition of a probabilistic law are verified and thus the set REG
(k)
M (m) is

formed.
At step d < k 6 |M |, the set imp(M)(k) of specifications is computed for all implications obtained at the

previous step having a probability less than 1: imp(M)(k) = Spec({R | R ∈ REG(k−1)
M (m), ηM(R) < 1}). For

each of the obtained implications the conditions in the definition of a probabilistic law are verified and thus the

set REG
(k)
M (m) is formed. The execution of the computation procedure ends either on the step k = |M |, or in

case at some step d < k < |M | no probabilistic laws are obtained, i.e. when REG
(k)
M (m) = ∅. The resulting set

of the probabilistic laws for the attribute m returned by the procedure is the union
∪
k REG

(k)
M (m).

To select the strongest (wrt the input parameters) probabilistic laws from the set of the computed implica-
tions, it suffices to directly verify the conditions of Definition 7.

The steps k 6 d of the procedure are called base enumeration steps and those for k > d are called additional
enumeration steps. As proved by experiments, the base enumeration depth of value d 6 3 suffices in a large
number of applications. In practice, the inequalities in Definition 6 are verified with respect to a statistical
criterion (e.g., Fisher’s exact test for contingency tables) which is applied with a user defined confidence level
α.

Let L be a non-empty set of probabilistic laws on the model M. Note that in case L is the output of the
above given procedure for base enumeration depth d = |M |, we have L = D(M).

Let us describe an iterative procedure for finding probabilistic concepts in model M with respect to the
family L of implications.
At step k = 1 the following set is generated: C(1) = {f̄L(A ∪ {m}) | A→ m ∈ L}.

At step k > 1, in case C(k−1) = ∅, the procedure returns the list of all the computed probabilistic concepts.
Otherwise, for each B ∈ C(k−1), having the family of implications LB = {A → m ∈ L | A ⊆ B}, the set
A = {g ∈ G | g′ ∩B ̸= ∅, fLB

(g′ ∩B) = B} is computed. If A ̸= ∅ then the pair (A,B) is added to the list of
the computed probabilistic concepts. Further, the set C(k) = {f̄L(B ∪C) | B,C ∈ C(k−1), f̄L(B ∪C) ̸∈ C(k−1)}
is generated and the next iteration is executed. The description of the procedure is complete.

Example 3. Consider the contexts K1 and K2 given in Figure 2. The concepts in context K1 having a non-
empty extent and intent are the pairs ({g1, . . . , g20}, {m1, . . . ,m5}) and ({g21, . . . , g40}, {m6, . . . ,m10}). The
context K2 was obtained from K1 by adding a random noise. The task was to recover the initial concepts
in context K2. With the given algorithms, the set of the strongest probabilistic laws on the frequency model
M = (K2, ρ) was computed; it consisted of 22 implications. The set of probabilistic concepts in modelM turned
out to be equal to the set of concepts in the initial context K1 with non-empty extents and intents.
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m1 m2 m3 m4 m5 m6 m7 m8 m9 m10
g1 × × × × ×
g2 × × × × ×
g3 × × × × ×
g4 × × × × ×
g5 × × × × ×
g6 × × × × ×
g7 × × × × ×
g8 × × × × ×
g9 × × × × ×
g10 × × × × ×
g11 × × × × ×
g12 × × × × ×
g13 × × × × ×
g14 × × × × ×
g15 × × × × ×
g16 × × × × ×
g17 × × × × ×
g18 × × × × ×
g19 × × × × ×
g20 × × × × ×
g21 × × × × ×
g22 × × × × ×
g23 × × × × ×
g24 × × × × ×
g25 × × × × ×
g26 × × × × ×
g27 × × × × ×
g28 × × × × ×
g29 × × × × ×
g30 × × × × ×
g31 × × × × ×
g32 × × × × ×
g33 × × × × ×
g34 × × × × ×
g35 × × × × ×
g36 × × × × ×
g37 × × × × ×
g38 × × × × ×
g39 × × × × ×
g40 × × × × ×

K1

m1 m2 m3 m4 m5
g1 × × × × ×
g2 × × × × ×
g3 × × × × ×
g4 × × × × ×
g5 × × × ×
g6 × × × × ×
g7 × × × ×
g8 × × × × ×
g9 × × × ×
g10 × × × ×
g11 × × × ×
g12 × × × ×
g13 × × × × ×
g14 × × × × ×
g15 × × × × ×
g16 × × × × ×
g17 × × × ×
g18 × × × × ×
g19 × × × × ×
g20 × × × × ×

m6 m7 m8 m9 m10
×

×
×

×

×

×

×
×

×
×

×
×

×
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Fig. 2. Recovering concepts in the presence of noise

5 Conclusions

It easy to note from Definition 5 and 9 that the distinction between the probability model of type I and II is
rather subtle. In particular, for each modelM2 = (K, ρ2) of type II with K = (∅ ̸= G,M, I), it is possible to
define a modelM1 = (K, ρ1) of type I such that D(M1) = D(M2). It suffices to set K = {Kg | g ∈ G, Kg =
({h},M, Ig), Ig = {< h,m >|< g,m >∈ I}} and define ∀ C ⊆ K ρ1(C) = ρ2({g | Kg ∈ C}). Then for every

implication B → m on M , we have ηM1(B → m) = µM1(⟨h,B → m⟩) =
ρ1({Kg|{<h,n>|n∈B∪{m}}⊆Ig})
ρ1({Kg|{<h,n>|n∈B}⊆Ig}) =

ρ2((B∪{m})′)
ρ2(B′) and thus ηM1(B → m) = ηM2(B → m) which clearly, yields D(M1) = D(M2). However, it is

important in practice to make a distinction between the analysis of data represented by a class of contexts and
analysis of data on the basis of a single given context. In the first case, we have a problem of classification
of objects which are observed in a number of experiments in which every object is assigned a certain set of
attributes. In the second case, the classification of objects is based on a single context which represents the
whole body of experimental data on these objects. A context uniquely determines whether an object has a
particular attribute and Formal Concept Analysis provides tools for building precise classification of objects on
the basis of a given context. On the other hand, discovering probabilistic laws on a model over a given context
allows to obtain classification units which are stable with respect to noise.

Example 3 demonstrates that the noise of a certain level does not change the set of concepts in a context,
i.e. the set of concepts with a non-empty extent and intent in a given context is equal to the set of probabilistic
concepts in a new context obtained by adding noise into the initial one. There exist types of noise (a formal
definition is given in [10]) such that any level of a noise of this kind does not change the set of concepts in a
context; such noise is called concept preserving [10]. This raises the problem of characterization of these types
of noise.

In the definitions of implications and probabilistic laws in this paper, the notion of negation was not present.
Due to this, the formulation of Theorem 2 appears to be weaker than expected. This is because the negation
was not present in the fundamentals of Formal Concept Analysis and we aimed at giving the most simple
generalization of the basic notions of this method. The generalization of FCA according to the given ideas will
allow to formalize the notions of “natural classification” and “idealization” as defined in [10, 13]. The semantic
probabilistic inference which is central in the definitions of probabilistic concepts has been first introduced for
first order logic and provides a method for discovering rather complicated regularities on data in comparison
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to those considered in this paper. Moreover, in the relational approach described in monographs [5, 10], it is
argued that the formalization of regularities in the language of first order logic is essential for analyzing the
whole body of information contained in data. Some examples of such regularities are given at the Web page [15]
at http://math.nsc.ru/AP/ScientificDiscovery/pages/Examples of rules.html
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Abstract. We combine Auto-ID and Web technologies in an extensible on-site event support system for
enhancing experience of conference organizers as well as participants. Our system enables users to au-
thenticate themselves using RFID badges and to access interactive Web-based services via a touchscreen
terminal. The developed services aim at supporting social interactions of participants, and thus validate
the promising usage directions of the combination of offline social networks and the online social Web.
Technically, we have investigated employment of Web 2.0 technologies in social, sensor and mobile tech-
nologies enabled systems at conferences and events. This paper gives an overview of the overall system and
its evaluation via a user survey and usage log data collected during the Extended Semantic Web Conference
(ESWC) 2010 and similar international conferences, altogether with several hundred participants.

Keywords: RFID, conference support system, social networking activities, touch enabled terminal/kiosk

1 Introduction

Social networking is a major aspect of conferences most participants benefit from. This includes the interest
in (scientific) self comparison and the necessity to connect with other conference participants in order to gain
new insights on various topics. Empowered by becoming more and more affordable devices and sensors, ranging
from regular TV sets, touchscreen-enabled kiosks to tablet PCs designated for the mass consumer market, the
ubiquitous RFID (Radio-Frequency IDentification) and smart phones, social networking is becoming supported
by modern technology in a physical, on-site and location-aware manner, thus not only virtually as till the recent
times.

While actively co-organizing several annual conferences on ”Semantic Technologies and Future Internet”,
we are convinced that innovative IT systems have a potential to substantially support conference participants’
networking activities on-site. For this purpose, we have developed and are offering easily accessible services to
enhance the social experience during such events.

The services are encapsulated in an extensible system utilizing Web 2.0 technologies as well as sensors,
which rely on automatic identification and data capture (Auto-ID) techniques, such as for example RFID and
bar codes (2 dimensional QR codes) for authentication of users. These Auto-ID techniques are nowadays mostly
used in supply chain management [11] and the logistics sector for tracking of assets and inventory purposes,
but are emerging as foundation of the Internet of Things [6, 16] and are starting to become ubiquitous in our
everyday lives.

Our system and services have been deployed and partly evaluated in particular at the following conferences:

– European Semantic Web Conference (ESWC) 2009
– European Semantic Technology Conference (ESTC) 2009
– Extended Semantic Web Conference (ESWC) 2010
– Future Internet Symposium (FIS) 2010

During the ESWC 2010 and FIS 2010 all user interactions were logged to evaluate the system’s overall
performance and the performance of different services. Additionally over 30 people participated in a survey
containing questions about the system’s usability, service usefulness and user acceptance of different Auto-ID
techniques. The collected data provides deep insights into the success of the project and indicates directions for
the future.

The overall outcomes and contributions of the project include the evaluation of acceptance and usefulness
of the services, identifying the social practices and types of services people prefer, Auto-ID/RFID acceptance,
as well as techniques for promoting such a system during a conference and optimization of the interface and its
adaptation to the requirements of a touchscreen or mobile device.
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The next section of this paper discusses the overall architecture of the system, followed by a description of
the developed showcase services in Section 3. Section 4 describes the project’s history. Results form a detailed
evaluation based on usage data collected during the ESWC 2010 can be found in Section 5. An outlook on
related and future work as well as conclusions in Sections 6-8 finalize the paper.

2 System Architecture and Implementation

Our conference support system centers around a piece of software that enables conference organizers to deploy
different services and conference participants to access them through traditional browsers and mobile clients.
The authentication may potentially occur through different devices and technologies, such as Near field Com-
munication (NFC), bar codes, and RFID tags. Moreover the user interface is designed to be intuitive and easy
to use without requiring explicit instructions.

Fig. 1. Architectural overview

Figure 1 presents the architecture of our system for on-site conference services. At the core of the architecture,
there is a flexible authentication mechanism that allows users to authenticate themselves by using an RFID tag.
Devices (e.g. such and RFID reader or mobile phones) send the authentication token to the server which looks
up the user information in the underlying database. On successful login, users are provided with an overview
page (Figure 2) showing all available services.

Recently the user database has been integrated with the STI International Community1 website. This new
platform aims at becoming a social network for STI members and the Semantic Web community. Core features
include browsing the community, accessing the latest news from members on their projects and events, seeing
showcases of semantic technologies, accessing public resources about semantic technologies and semantic data
and view related media created by STI and its members. Conference registrees are being registered automati-
cally to the community pages. They can change their profile information and access the different Community
subsystems: Agora (blogs), Emporium (marketplace), Kudos (challenges) and Minerva (wiki). Moreover these
profiles also play a key role in the future Facebook integration of our conference support solution. More details
on this topics follow in Section 7.

To achieve the basic requirement of flexibility, the system is implemented using the Google Web Toolkit
(GWT), a development toolkit for building complex Web 2.0 applications. GWT code is written in Java and
later compiled to client side JavaScript that runs within a modern browser. Compatibility issues between different
browsers as well as client server communication via GWT/RPC are handled automatically.

Services do not have to be necessarily created with GWT. The framework can integrate services written in
any language or technology, such as PHP or Adobe’s Flash, that is able to be executed within a browser. GWT
based services will be added as modules, whereas others can be added with little programming effort (e.g. as a
simple HTML page, external websites via i-frame HTML tag, a HTML page with Flash embedded etc.).

1 http://community.sti2.org/
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Fig. 2. Service overview page

To enable interaction with the services by means of different devices, we adopted the Model-View-Controller
pattern: the conference GWT server exposes the system to the clients and handles the authentication mechanism.
Each service exposes and accesses data through either a RESTful or GWT-RPC interface. The client (browser)
requests data either directly from the conference framework server, external websites using JSON with padding
or external websites using the conference server as proxy (due to browser’s same origin policy). The retrieved
data is then rendered on the client according to the defined service view. All user interactions are logged centrally
on the server.

At the moment we mostly concentrated our efforts on the touchscreen kiosk based version of the system
and implemented a prototye using RFID for authentication, but first concepts have been tested also for mobile
devices (see http://iot.sti2.at). Section 7 discusses our plans for mobile devices support.

3 Conference Services

Conference participants have several typical social needs, such as contact information exchange, people and
publication comparison, learning new relevant things, etc. Alongside the framework, as a proof of concept and
to showcase the on-site conference support system, various service ideas have been developed. The presented
infrastructure and services aim to address the different social needs of conference participants. Not all of these
services have been deployed at each conference. Table 12 gives an overview of which services have been deployed
where. The emphasis of this paper is mainly to evaluate the usefulness and acceptance of the kiosk system
itself and RFID technology. The service performance was evaluated, but these findings are secondary, since
implemented services so far are only meant to be a proof of concept for the implemented Web based conference
support system.

VCard Exchange service is inspired by a real world practice of business card exchange. The VCard appli-
cation enables multiple people to exchange their contact information at once. When logged in, the participants
who want to exchange VCards can achieve this by simply wiping their RFID tags over the reader. The user
information, which has been provided at the registration for the conference, is serialized to a VCard 2.1 [8, 4]
compliant format. This method for exchanging contacts was chosen, because it is very compact and compatible
with most modern email clients and phones. On confirmation, VCards of all participating people are exchanged
via email.

Example VCard

BEGIN:VCARD

VERSION:2.1

FN:Michael Fried

2 Some values in the Table are approximations due to missing or corrupted data.
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N:Fried;Michael;;;

ADR:;;Technikerstrasse;Innsbruck;;A-6020;AUSTRIA

TEL;WORK:0043987654321

TEL;FAX:004398765432100

EMAIL;INTERNET:michael.fried@sti2.at

TITLE:Researcher

ORG:STI Innsbruck

URL:http://www.sti2.at

END:VCARD

Web Comparator showcases the boundaries of the current Web. It uses the names of up to four participants
to look-up personal and professional information on the Web and present the result to the participants. In
particular we distinct three different sources of information: Web pages (Google, Yahoo), images (Google Images,
Yahoo Images, Flickr) as well as scientific publications (Google Scholar, CiteseerX).

In this way participants jointly authenticated on the system can compare their respective presence on the
Web. In the first versions of the system the comparison was summarized through an index, called ”Web points”,
that vaguely related to the number of results found. The missing transparency of how this index was calculated
led to confusion amongst some users. Many of them did not intuitively realize the correlation between number
of results and ”Web Points” and were asking about their meaning. This flaw was eliminated by substituting
them with the actual number of results found.

The service shows that in the current Web it is either very easy or very hard to retrieve meaningful informa-
tion with just having a person’s name. People with common names often tend to disappear in the ”white noise”
of results. On the other hand people who have more exotic names and are actively present on the Web in social
networks and such, are easy to find and sometimes very detailed personal profiles could be generated with just
one simple search. Most computer scientists should be well aware of their online presence and footprints they
leave. This makes the service less interesting for people in the field, as it can be mainly seen as a fun application
for people who do not know which variety of personal information is publicly available on the Web.

In future versions the Web Comparator will experiment with the use of semantic technologies (e.g. semantic
search, consideration of Linked Open Data and inclusion of such into results, FOAF profiles, etc.) to reduce
search result noise and compare traditional search results with semantically enhanced ones.

Research Impact Evaluation is an outcome of the LiquidPub3 project. The project proposes a paradigm
shift in the way scientific knowledge is created, disseminated, evaluated and maintained. The shift is enabled by
the notion of liquid publications, which are evolutionary, collaborative, and composable scientific contributions.
In our terminal we integrate the ResEval [12] tool for evaluating research contributions and people by using
citation-based metrics. The application uses data of Google Scholar for calculating the metrics and is accessible
via an online search form or RESTful Web service.

Currently the information available contains H-index [7], G-index [5], N (number of publications) and C
(number of citations) of an author and a list of all the author’s publications. Furthermore, for contributions the
citation count can be accessed. We plan to extend this service by including further functionality offered by the
LiquidPub project, such as Research Network Comparison and Research Community Comparison.

My Talks service enables participants to look at the schedule of the conference, decide which talks they
want to attend and access their personal schedule on the terminal.

4 History of the Project

Started in spring of 2009, as a small demo for the ESWC 2009, the application evolved and has since been
deployed at the following events:

1. ESWC 2009:
The first version of the system consisted only of the Web Comparator service presented on a non interactive
TV screen. Back then the underlying active RFID infrastructure for our system was supplied by the LSS
[15] experiment, which also took place at conference. LSS supports and guides social networking activities
between researchers at conferences and similar events by integrating data and technologies from the Semantic
Web, online social networks and an RFID tracking platform. Participants were supplied with active RFID
tags and their movements and interactions tracked on-site. Face to face interactions and social interaction

3 http://liquidpub.org/



Fried M.A.H. et al. An Extensible System for Enhancing Social Conference Experience 43

graphs were visible on some screens within the conference area. According to the statistical information
provided in [15], 305 people attended the conference, out of which 187 collected an RFID badge. 139 of the
participants created an account on the LSS application site and were therefore able to use our system as
well. We used an active tag placed below the TV to recognize people near the device (1 to 5 meters) and
start the Web Comparator service automatically.
Due to the static presentation and the fact that the system often picked up signals from too many adjacent
participants to guarantee proper authentication, the first experiment was not received exceptionally well by
the audience.

2. ESTC 2009:
Considering lessons learned from the first deployment, the system was upgraded to feature an interactive
touchscreen and an authentication mechanism based on passive RFID technology, which is a cheaper solution
and suits the requirement of our scenario better due to a more limited range. Instead of being recognized
when approaching the terminal, participants had to wipe their uniquely numbered tag over a reader within
a distance of 20 centimeters. The ESTC is a 2 days conference attended by around 100 people, with a
stronger focus on business audience rather than researchers.
At this conference we realized that the system’s promotion could be improved to draw more attention to
the kiosk and its functionality.

3. ESWC 2010:
After implementing new services, we decided to monitor activities on the terminal and to conduct a user
survey for evaluating the system and service acceptance. Due to the size of the conference we expected
to collect comprehensive data in order to further improve the experience and get new ideas for future
development. The data received from the system logs as well as the survey will be evaluated in Section 5 of
this paper.
The findings helped us to find weak spots in the services and define a future direction for the project.

4. FIS 2010:
No new services were introduced for the conference. The focus was to fix minor issues that were pointed out
in course of the ESWC 2010.

Table 1. Experiments overview

ESWC 2009 ESTC 2009 ESWC 2010 FIS 2010

Participants approx. 300 approx. 100 312 (53 female) 112 (16 female)
Countries approx. 40 approx. 10 46 20
Users approx. 80 approx. 20 120 11
Services Web Comparator Web Comparator Web Comparator Web Comparator

VCard Exchange VCard Exchange VCard Exchange
My Talks Res. Impact Eval. Res. Impact Eval.

5 Evaluation

The data analyzed in this section was collected during ESWC 2010. We wanted to identify how frequently
people use the system and which services are popular. In 2010, 312 people were registered for the ESWC out of
which 83% were male. RFID tags were produced for all of them, but some participants who registered on-site
did not pick up their tags. In total 120 people used the system which is approximately 38% of all attendees.

The audience was international, yet 89% came form Europe, 21% from Germany, 12% from the UK and
7% from Austria. Remote usage logging from the client side was implemented by sending log messages to the
server when a person either logged onto the system, chose a service or was added to one. The information
contains the kind of interaction, unique ID of the user, as well as a time stamp. Participants had to agree that
their personal data could be used, via a check box integrated in the online conference registration form, in
order to receive an RFID tag. Only geographic data as well as gender information were kept for performing
various statistical analysis. Names, e-mail addresses and all other personal information was deleted after the
conference. The anonymization of data guarantees that a particular data set cannot be tracked back to one
single participant. The system was promoted during the welcome speech and by an explanatory poster behind
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the terminal, which was prominently placed next to the conference registration desk, which was the single spot
where every participant passed by at least once in order to receive a conference badge. Additionally one person
was present most of the time in order to explain the system and answer questions risen by users.

Fig. 3. Terminal usage statistics. Overview of how many times/on which days users accessed the terminal.

In addition to the collection of usage logs, a feedback questionnaire was placed next to the terminal. Thirty-
seven attendees participated in the survey, i.e. about 11% of the conference participants and over 30% of the
people who actually used the system.

5.1 Results

Collected over the course of five full days, the logs unveil a large variety of facts. With a total of 587 logged
interactions, Figure 3 indicates that most people used the terminal up to five times. One participant had 39
interactions, but all users that interacted with the system over 12 times can be considered statistical outliers.
Over half of the people used the kiosk on exactly one out of the five days, whereas three registrees only logged
in without selecting a service. May 31st was the busiest day, June 3rd the weakest. Male as well as well as female
usage show a peak on the second day. A correlation between terminal usage and general attendance level cannot
be proven, but our observations of the conference venue during the deployment indicate that more people were
present on the second day than on the last. Results shown in Figure 4 provide insight on how frequently people
used the different services:

– Research Impact Evaluation drew the least user attraction (slightly over 60 users), but had fairly many
interactions. This means that everyone using the service used it three times on average.

– VCard Exchange had the smallest number of interactions as well as reuse ratio. On average each of the
service’s users exchanged a VCard twice.

– Web Comparator was the most popular service by user base (90 users) as well as interactions (over 200).

This distribution unveils that there is a clear gap between the two, very similar, comparison services (Res.
Impact Eval. and Web Comparator). Despite the assumption that IT people are well aware of their online
presence, the Web Comparator drew the biggest attraction on the conference. Surprisingly the VCard Ex-
change service did not perform as well as expected. This could result from the fact that some people rather
distribute traditional business cards than electronic ones. Another theory is that in a closed and comparably
small community like the one represented in ESWC4 most people simply know each other already.

4 Many European core researchers within the Semantic Web community frequently attend a limited number of annual
conferences.
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If we compare our deployment to the results from the IntelliBadge project [3], we see various commonalities
in the data. Out of the 2188 IEEE Supercomputing 2002 (SC 2002) registrees 872 people could be tracked
as using the system. This results show a similar user/conference participants ratio to our experiment. Also
the usage declined after a peak on the first day. The IntelliBadge kiosks were accessed 1771 times on-site and
1370 times remotely. Every participant used the system about 4 times on average. Also the results of the LSS
experiment [15] show a similar picture. Out of the 305 participants 187 people received an RFID tag and 139
used the system.

Fig. 4. Service usage statistics. Overall number of service users and service interactions.

When taking a look at the survey feedback evaluation, the results provide deeper insight into service and
RFID acceptance. The questionnaire contained certain terminal specific questions which are depicted in Figure
6. Answers could range from 1 to 7 (where 1 marks the best grade and 7 the worst). Additionally Figure 5
contains an overview of RFID specific questions.

Two free text fields offered the possibility to provide ”General notes/issues” and comment on the question
”What services would you like to see in the future?”. Some frequent answers hint at requirements desired by
participants:

1. Integration with social networks
2. Bulletin board service
3. List of conference participants with photos to allow identification
4. Recommendations based on relations
5. One kiosk is not enough
6. Access services over mobile phones

The social needs addressed by the services include the interest in self comparison and the necessity to connect
with other conference participants. Results collected with the usage logs and survey indicate that the services
performed well and met the users’ demands. An interesting fact is the gap between the grading and usage of
the Web Comparator and VCard Exchange service that can be seen in Figure 6. Whereas the latter had scored
the best grade in the survey and has been elected the most useful service, it has not been used the most. The
Web Comparator was graded least but turned out to be the most popular service.

Reasons for this usage distribution can result from various factors like service responsiveness, attractiveness,
the fun factor, etc. This paper does not focus on explaining reasons for the discovered distributions, but rather
provides an overview of general usage which has to be investigated further in future setups by adapting the
feedback survey and trying different designs and service layouts.

Although most of the people came in contact with RFID before the conference, there is still skepticism to-
wards RFID technology and users tend to prefer bar codes. We will address these concerns in future deployments
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of the system (e.g. information that no tracking is performed, introduction of bar codes, etc.). Nevertheless, the
use of sensor systems for authentication has proven so far to be a secure and easy to use solution.

The survey shows that there are still improvements to make regarding terminal usability, interface design
and overall experience. Yet, all in all, the use of RFID at conferences to offer services has been graded useful
by the majority of participants.

Fig. 5. Overview and results of RFID specific survey questions

6 Related Work

As a real world application, the proposed system touches multiple different fields of research: Web Engineering
(exposing the system via a browser), Auto-ID Systems (use of RFID or QR Code for authentication) and Social
Sciences (usability and acceptance studies).

The core idea of the project, i.e. to add value to conferences through technology means, has been occurring
in research. For example the adoption of RFID for authentication is quite established in literature [2]. In their
work, J. Bravo et al. focus on touch less interaction with a static kiosk. In comparison, our solution emphasizes
haptic user interaction via a touchscreen and provides an interactive and simple way to expose and access
services. Our services promote social networking and interaction among conference participants.

Ubiquitous community assistance (UbiCoAssist) and POLYPHONET [13] address as well the notion of
services for social networking during conferences. These tools were showcased during UbiComp2005 and Ubi-
Comp2006 and contain a set of specialized services to point out social network relations between conference
participants.

During the first demonstration of our system at ESWC 2009, we strongly interwove it with the ESWC Live
Social Semantic (LSS) experiment [15], which was first described in [1]. LSS tracked conference participants
using active RFID technology and we built on top of their infrastructure to support identification at our kiosk.
A similar approach for tracking participants was experimented by the IntelliBadge [3] project at the IEEE
Supercomputing conference in 2002. Data collected by IntelliBadge and LSS provides us reference values for
evaluating the performance of our system as discussed in Section 5.1.

Some commercial solutions have been developed as well, such as Spotme.5 During conferences every partici-
pant receives a proprietary hand-held device that enables them to access services and exchange data with other
people on-site. Spotme integrates social networking, audience response, and participant management tools. In
comparison to such systems, our solution adopts standard Web technologies that make our system usable on

5 http://www.spotme.com/
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different devices and simplify its development and integration: it is comparatively easy to develop new services
and integrate existing ones.

The adoption of RFID for authentication grants a certain degree of security, since tags cannot be faked or
reproduced trivially. RFID is slowly becoming ubiquitous in our every day life and several privacy thread and
issues [10] (e.g. the ability to track people) have been raised on this technology. Inspired by existing research
[9] we dedicated a part of our survey to the users’ acceptance of Auto-ID systems.

7 Future Work

A key finding of the evaluation is that a significant amount of people, over one third of all participants, used
the system, but the provided infrastructure is not sufficient for large conference setups, i.e. one touchscreen
terminal is not enough, since it is often occupied and conference venues can be very large, which means that
participants could have to walk an ample distance in order to simply exchange a VCard for example. So spatial
constraints, even if the touchscreen is placed in a highly visible spot, could discourage people from using the
system.

Ultimately a shift to mobile devices appears to be necessary. This mobile integration will be the next big
step in the evolution of the project.

There are strong indications that mobile RFID via NFC will be featured in many future phones, as Google
has already integrated the technology in it’s Nexus S branded phone and as Apple is allegedly looking into
this technology for future versions of the iPhone. But currently QRCodes are still the state-of-the-art mobile
Auto-ID technology which is supported by most modern phones and is planned to be used for authentication
in upcoming installments of our system.

Further, we are planning on implementing a special version for mobile devices and focus on deeper integration
of social networks. Some experiments based on QRCodes and Google’s Android smart phone OS platform are
already ongoing.

After migrating the user database to the STI Community website, integration of social networks within the
STI Community user pages provides a strong social notion for future service development. Apart from the user
and community management integration, semantic technologies will play a key role in the following components
and approaches:

– A user will be able to connect a Facebook account to our system and use Facebook’s functionality by means
of different future services (e.g. people recommendation based on friends, automatic posting to the Facebook
wall when using a service, adding people as friends when exchanging information, etc.).

– All user interactions will be stored in a semantic log, within an RDF triple store, according to the interactions
ontology shown in Figure 7. This information can then be reused by new services (e.g. Terminal Interaction
Graph service, people recommendation, evaluation). The log unveils social connections established by using
the terminal and enables on-the-fly usage statistics. The interaction ontology was kept simple and generic
in order to guarantee flexibility for new services.

– Data used within implemented and planned services originates from various sources such as the Google
Search REST API and the Linked Open Data (e.g. FOAF profiles, DBLP publications, information from
DBPedia, etc.) cloud. Also on the other side, services of the system could potentially serve as generators of
semantic annotations.

Another important point is the implementation of new services and improving existing ones based upon
comments collected in the user survey. Ideas for future services include the following:

Terminal Interaction Graph service visualizes the user interactions in a graph form using data provided
by the semantic log. The graph shows the strength of connections (number of joined activities) between users
and, when applicable, the Facebook profile picture to facilitate identification. A participant can review all
previous interactions and send a Facebook friend request to people whom he or she has been jointly logged on
with. Additionally publication data retrieved via DBLP is shown.

Semantic Games is an entertainment service that can be used to create semantic content, a process which
often cannot be solved automatically but requires certain human effort [14]. Programmed in Flash and accessible
within the browser, it is very easy to integrate them into the terminal. The first one to be playable is SeaFish
(SEmantic Annotation FISHing), a single or two player game used for image annotation. The game shows a
reference image to its players who have to ”catch” related images floating around on the screen.
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Fig. 6. Overview and results of terminal specific survey questions

Fig. 7. Semantic interaction ontology

8 Conclusions

Extending conventional offline social networking activities, the presented system has been generally well received
at the conferences. Existing services within the system have proven a valid and meaningful integration of very
heterogeneous technologies, including RFID and Web 2.0. Future services will continue the idea of supporting
ubiquitous social interaction of conference participants and foster integration of Mobile, Semantic and Social
Web into the system. The system is designed to be easily extended with multi-purpose services, not only
addressing the (computer) science community, but a far more general audience.

One of the aims of the project has been to test and evaluate the use and acceptance of Auto-ID technology
in conference scenarios. Here a key finding is that relatively many people have concerns with the use of RFID
technology that need to be carefully addressed when designing and deploying such a kind of systems.

As the evaluation shows, even more social, recommendation and dissemination features are desired, and new
services such as talks/agenda recommendation and social network integration are important for the future suc-
cess of the project. Altogether the system’s ultimate goal is to grow into a social interaction hub for conferences
and similar venues, especially the ones with a large number of participants, where it has been most demanded.
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Abstract. We revise the model checking algorithm for combination of Computation Tree Logic and Propo-
sitional Logic of Knowledge in finite multiagent systems with a perfect recall synchronous semantics. A new
approach is based on data structures that are exponentially smaller than the structures used in the previous
versions of the model checking algorithm. It reduces the time complexity of the algorithm exponentially.

1 Introduction

Combinations of traditional program logics [13, 6, 18] with logics of knowledge [7, 17] are a well-known formalism
for reasoning about multi-agent systems [10]. A focus of a number of researches is the development of model
checking techniques for multi-agent systems specified by means of combined logics [2, 5, 11, 14, 15].

We investigate the model checking problem in trace-based synchronous perfect recall multiagent systems
for various combinations of logics of knowledge with logics of time and actions. In such systems agents have a
memory: their knowledge depends on states passed and on the previous actions. We can describe this kind of
agents because semantics of knowledge is defined on traces, i.e. finite sequences of states and actions, and every
agent can distinguish traces with different sequences of information available for it. Each element of a trace
represents a state of the system at some moment of time.

The problem was under study in [9], [19], [20]. It has been demonstrated in [9] that the model checking
problem in the class of finitely-generated trace-based synchronous systems with perfect recall is undecidable
for logics Act-CTL-Cn, µPLKn, and µPLCn (where n > 1), but is decidable for Act-CTL-Kn (with a non-
elementary lower bound). The paper [19] presents a direct (update+abstraction)-algorithm for model checking
Act-CTL-Kn in perfect recall synchronous environments. This algorithm checks formulas in a special model
TRk(E) whose elements are “knowledge” trees. This model and the trees have the non-elementarily exponential
size. In the paper [20] we demonstrate that the model TRk(E) provided with a special sub-tree partial order
forms a well-structured labeled transition system [1, 8], where every property expressible in the µ-Calculus could
be characterized by a finite computable set of maximal trees that enjoy the property. This feature of a tree
model allow us to decrease the time upper bound of the algorithm, but it is still huge.

But there is another way to reduce the size of the model states and the size of the tree model itself. In the
present paper we suggest a new form of knowledge trees – cut trees that correspond to a formula structure.
These cut trees are exponentially smaller than standard knowledge trees. We prove that semantics of every
formula of the combined logic Act-CTL-Kn in the tree model is equivalent to semantics of the formula in the
corresponding cut-tree model. Moreover, we show that a cut-tree model is a well-structured model also.

2 Background Logics and Models

First, we would like to recall definitions of a combined Propositional Logic of Knowledge and Branching Time
Act-CTL-Kn from [20] briefly. This logic is a fusion of Propositional Logic of Knowledge (PLK) [7] and Com-
putational Tree Logic (CTL) [6, 3, 4] extended by action symbols. Semantics of Act-CTL-Kn is defined in terms
of a satisfiability relation |= in environments that are a special kind of labeled transition systems.

Let {true, false} be Boolean constants, Prp and Act be disjoint finite alphabets of propositional variables
and action symbols, and a set of natural numbers [1..n] represent names of agents (n ∈ N).

Definition 1. (of an environment)

An environment is a tuple E = (D,
1∼, . . . , n∼, I, V ), where

⋆ The research has been supported by Russian Foundation for Basic Research (grant 10-01-00532-a) and by Siberia
Branch of Russian Academy of Science (Integration Grant n.2/12). I would like to thanks N.V. Shilov for discussions.
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– the domain D is a non-empty set of states (or worlds);

– for every agent i ∈ [1..n] the indistinguishability relation
i∼ is an equivalence relation onD ∼: [1..n]→ 2D×D;

– the interpretation of actions I is a total mapping I : Act→ 2D×D;
– the valuation V is a total mapping V : Prp→ 2D.

For every a ∈ Act an a-run is a maximal sequence of states ws = s1 . . . sjsj+1 . . . such that (sj , sj+1) ∈ I(a) for
all j > 0.

Every indistinguishability relation that is not an equality expresses the fact that an agent has incomplete
information about system states.

For illustration of some notions and definitions of this paper let us consider a toy example called a Meeting.
Let Alice from Amsterdam, Berta from Berlin and Carl from Copenhagen try to appoint a date in Paris at
some evening. They have to agree on a place (the Eiffel Tower or Montmartre) and on a time (6 or 7 p.m.). Let
Place = {E,M} and Time = {6, 7} be sets of places and points in time.

For this example let the environment be EM = (DM ,
A∼, B∼, C∼, IM , VM ). The domain isDM = {(p, t, a, b, c) | p ∈

Place, t ∈ Time, a, b, c ∈ {0, 1}}, where boolean variables a, b and c mean that Alice, Berta and Carl have or
have not been talked, respectively. Let us denote a set of model states in which Alice has not been talked yet
by A0 = {d ∈ D | a = 0}, and a set of model states in which Alice has been talked by A1 = {d ∈ D | a = 1}.
The sets B0, B1, C0, and C1 are defined in the same manner. Indistinguishability relations are based on the fact
that an agent does not distinguish places and times iff the one had no talks. For the agent Alice these relations
could be described as

– d
A∼ d′ iff d, d′ ∈ A0;

– (p, t, 1, b, c)
A∼ (p, t, 1, b′, c′), where p ∈ Place, t ∈ Time, b, c, b′, c′ ∈ {0, 1}.

Indistinguishability relations for Berta and Carl are defined in the same manner. In the system the agents
could talk about a place p and a time t as follows. Let the set of action consist of the talks for Alice and
Berta AB(p, t), for Alice and Carl AC(p, t), and for Berta and Carl BC(p, t), where p ∈ Place, t ∈ Time.
Besides, the set of action includes the action talk which is a non-determined choice from all possible talks
talk =

∪
p∈Place,t∈TimeAB(p, t)∪AC(p, t)∪BC(p, t). In particulary, the system action AB(p, t) maps every state

of the system to the set (p, t, 1, 1, c), where c ∈ {0, 1}. This means that Alice and Berta had talk about the place p
and the time t, and Carl could have or have not talks. Formally, IM (AB(p, t)) = {(d, (p, t, 1, 1, c)) | d ∈ DM , p ∈
Place, t ∈ Time, c ∈ {0, 1}}. Talks of Alice and Carl AC(p, t), and talks of Berta and Carl BC(p, t) are defined
in the same way. Let the set of propositionals be {pM , t7}. The propositional variable pM = {d ∈ D | p = M}
means that a place of an appointment is Montmartre, and the propositional variable t7 = {d ∈ D | t = 7}
means that a time of an appointment is 7 p.m.

Definition 2. (of Act-CTL-Kn syntax)
Syntax of Act-CTL-Kn consists of formulas that are constructed from Boolean constants, propositional variables,
connectives ¬, ∧, ∨, and the following modalities. Let i ∈ [1..n], a ∈ Act, φ and ψ be formulas. Then formulas
with the modalities are

– knowledge modalities: Kiφ and Siφ (they are read as ‘an agent i knows’ and ‘an agent i supposes’);
– action modalities: AXaφ, EXaφ, AGaφ, EGaφ, AFaφ, EFaφ, AφUaψ, and EφUaψ (A is read as ‘for all

futures’, E – ‘for some futures’, X – ‘next time’, G – ‘always’, F – ‘sometime’, U – ‘until’, and a sup-index
a – ‘in a-run(s)’).

Syntax of Act-CTL-Kn combines modalities of PLK [7] and CTL [6, 3, 4] with action symbols. Semantics of
Act-CTL-Kn follows semantics of these logics.

Definition 3. (of Act-CTL-Kn semantics)
A satisfiability relation |= between models, worlds, and formulas is defined inductively with respect to a structure
of formulas. For Boolean constants, propositional variables, and connectives a satisfiability relation is standard.
For the action modalities semantics is almost the same as for the standard CTL-modalities, but sets for a-runs.
For the knowledge modalities we define the semantics as follows. Let w ∈ D, i ∈ [1..n], φ be a formula, then

– w |=E (Kiφ) iff for every w′: w
i∼ w′ implies w′ |=E φ;

– w |=E (Siφ) iff for some w′: w
i∼ w′ and w′ |=E φ.
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Semantics of a formula φ in an environment E is the set of all worlds of E that satisfies formula φ: E(φ) =
{w | w |=E φ}.

Further we consider just Act-CTL-Kn normal formulas in which negation is used in literals only. Every Act-
CTL-Kn formula is equivalent to some normal formula due to “De Morgan” laws.

For our Meeting example we would like to check the following statement which could be expressed by
Act-CTL-Kn formula. It is possible that sometime the following fact will hold: Alice knows that Berta knows
that they meet at Montmartre, and that Carl supposes that the meeting time is 7 p.m., while Berta supposes
that Alice knows that they meet at 7 p.m. at Montmartre, and that Carl supposes that the meeting place is
Montmartre. This statement could easily be expressed by the following Act-CTL-Kn formula:

ϕM = EFtalk(KA(KBpM ∧ SCt7)) ∧ (KB(KA(pM ∧ t7) ∧ SCpM )).

Note, that in the given systems this formula is not satisfiable because every agent is never sure that the other
agents know the same time and place.

We investigate trace-based perfect recall synchronous (PRS) environments generated from background finite
environments. In PRS environments (1) states are sequences of worlds of initial environments with a history of
generating actions; (2) an agent does not distinguish such sequences if the background system performs the same
sequence of actions, and the agent can not distinguish the sequences world by world; (3) there are transitions
from a sequence to another one with an action a by extending the sequence with a state reachable by a from
the last state of the sequence; (4) propositionals are evaluated at the last state of sequences with respect to
their evaluations in the background environment.

Definition 4. (of a PRS-environment)

Let E be an environment (D,
1∼, . . . , n∼, I, V ). A trace-based Perfect Recall Synchronous environment generated

by E is another environment (DPRS(E),
1∼prs , . . . ,

n∼prs , IPRS(E), VPRS(E)):
1

(1) DPRS(E) is the set of all pairs (ws, as), where non-empty ws ∈ D∗, as ∈ Act∗, |ws| = |as| + 1, and
(wsj , wsj+1) ∈ I(asj) for every j ∈ [1..|as|];

let (ws, as), (ws′, as′) ∈ DPRS(E):

(2) for every i ∈ [1..n]: (ws, as)
i∼prs (ws′, as′) iff

as = as′ and wsj
i∼ ws′j for every j ∈ [1..|ws|];

(3) for every a ∈ Act: ((ws, as), (ws′, as′)) ∈ IPRS(E)(a) iff
as′ = as∧a, ws′ = ws∧w′, and (w|ws|, w

′) ∈ I(a);
(4) for every p ∈ Prp: (ws, as) ∈ VPRS(E)(p) iff ws|ws| ∈ V (p).

In PRS-environments agents have some kind of a memory because an awareness expressed by an indistinguisha-
bility relation depends on a history of a system evolution.

We examine the model checking problem for Act-CTL-Kn in perfect recall synchronous environments gen-
erated from finite environments [19].

Definition 5. (of the model checking problem for Act-CTL-Kn)
The model checking problem for Act-CTL-Kn in perfect recall synchronous environments is to validate or refute
(ws, as) |=PRS(E) φ, where E is a finite environment, (ws, as) ∈ DPRS(E), φ is a formula of Act-CTL-Kn.

3 Model Checking of Cut-trees

Special data structures, knowledge trees, for model checking of Act-CTL-Kn in PRS-environments were sug-
gested in [16]. But the number of vertices in the trees is exponential on the number of agents in the system.
Our new approach to the problem is based on pruning “unnecessary” branches of trees in correspondence to a
structure of knowledge in a checking formula of Act-CTL-Kn. In this section we give a definition of a new tree
model based on cut trees and prove that semantics of Act-CTL-Kn formulas are equivalent in PRS-model and
cut-tree model. In the following we assume we are given an environment E and k, n ≥ 0.

1 In the definition, for every set S let S∗ be the set of all finite sequences over S and the operation ∧ stands for the
concatenation of finite words.
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Fig. 1. k-tree and kcut-tree for the formula ϕM

Definition 6. (of the knowledge depth)
The knowledge depth of a formula is the maximal nesting of knowledge modalities in that formula. For every
k ≥ 0 let Act-CTL-Kkn be sublogic of Act-CTL-Kn with knowledge depth bounded by k.

It is obvious that Act-CTL-Kn =
∪
k≥0Act-CTL-K

k
n.

Definition 7. (of a cut tree)
A kcut-tree is a finite tree of height k > 0 whose vertices are labeled by worlds of the environment E and edges

are labeled by agents. Two vertices w and w′ are connected with an edge labeled i iff w
i∼ w′ for some i ∈ [1..n].

Formally, a kcut-tree tr has the form (w,U1, . . . , Un), w ∈ D. Let i ∈ [1..n], then

– the world w = root(tr) is a root of tr;
– Ui is a set of (k − 1)cut-trees (could be empty);

– if Ui ̸= ∅ then for every tri ∈ Ui holds root(tri)
i∼ w;

– 0cut-tree has the form (w).

A subtree tri ∈ Ui is an inherent subtree of the tr.

A kcut-tree tr is a complete tree iff for every i ∈ [1..n] rootsi = {root(tr)|tr ∈ Ui} = {w′ ∈ D|w i∼ w′} and all
inherent subtrees are complete trees.
A set of kcut-trees (or cut-trees) over E is denoted as Tkcut .

In other words, the root of cut-tree w represents the actual state of the universe, and for each i ∈ [1..n] the set
Ui represents knowledge of the agent i.

A standard k-tree tr = (w,U1, . . . , Un) from [16, 19, 20] has almost the same definition, but for every i ∈ [1..n]
the set Ui is not empty. The following definitions used for kcut-trees are actual for standard k-trees.

Knowledge trees for the Meeting example are represented at the picture 1 symbolically. A standard tree tr for
some formula of knowledge depth 2 is placed on the left at the picture. A cut-tree trϕM for the formula ϕM from
our example is placed on the right at this picture. Roots of the trees are some model states (p, t, a, b, c) ∈ DM .
Adjacent symbolic vertices represent sets of states indistinguishable by agents labelling the connecting symbolic

edges. The number of symbolic edges of the tr is equal to 33−1
3−1 = 13 because tr is 3-ary tree of height 3. The

number of symbolic edges of the trϕM is equal to the number of a knowledge modalities of the formula, i.e. 6.
Update functions Gakcut generate kcut-trees obtained from some kcut-tree after action a taking into account

knowledge of agents included in the tree only.

Definition 8. (of update functions)
For every number k ≥ 0 and a ∈ Act, update functions Gakcut : Tkcut → 2Tkcut is defined as: tr′ ∈ Gakcut(tr) iff for
every inherent j-subtrees tr′j of tr

′ there exists an inherent j-subtree trj of tr that (root(trj), root(tr
′
j)) ∈ I(a),

j ∈ [0..k].

Update functions for k-trees are denoted as Gak [16, 19, 20].
Let us illustrate update functions for cut trees. We use our Meeting example again. Let us consider some

initial state of the environment in which nobody had not talks yet. At this initial state Alice appoints a date to
Berta at 7 p.m. at Montmartre. In this case the actionAB(M, 7) is performed. Hence an initial tree is transformed
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Fig. 2. The transition AB(M, 7) from an initial cut tree to the next cut tree for the Meeting example

to the next tree by the update function G
AB(M,7)
2cut . We compute the next tree from the root to leaves. The next

state of every vertex and the next state of its successors are indistinguishable by the corresponding agents. At
the picture 2 some sets of state are represented symbolically because an exact presentation is too huge for the
picture. The presentation (M, 7, 1, b, c) = {(M, 7, 1, b, c) | b, c ∈ {0, 1}} codes the states in which the meeting
place is Montmartre, the meeting time is 7 p.m., Alice had a talk, and the other agents could or could not have
a talk. The other similar symbolic vertices represent sets of states in the same manner. Let us recall that the
sets X0 (X ∈ {A,B,C}) denote states in which an agent X did not talk yet, and the X1 — states in which the
agent talked.

The following cut-tree model can be associated with the synchronous environment with perfect recall
PRS(E).

Definition 9. (of a model TEkcut)
For every k ≥ 0 let TEkcut be the following model (DTE

kcut
, ITE

kcut
, VTE

kcut
):

– DTE
kcut

is the set of all 0-, . . . , kcut-trees over E for n agents;

– Let tr, tr′ ∈ DTE
kcut

and tr = (w,U1, . . . , Un) for some w ∈ DE .

for i ∈ [1..n]: ITE
kcut

(i) = {(tr, tr′) | tr′ ∈ Ui};
for a ∈ Act: ITE

kcut
(a) = {(tr, tr′) | tr′ ∈ Gaj (tr) for some j ∈ [0..k] };

– VTE
kcut

(p) = {tr | root(tr) ∈ V (p)} for p ∈ Prp.

For every a ∈ Act an a-cut-tree-run is a maximal sequence of cut-trees trs = tr1 . . . trjtrj+1 . . . such that
(trj , trj+1) ∈ ITE

kcut
(a) for all j > 0.

We denote a corresponded model for k-trees from [16, 19, 20] as TEk here.
Let us define semantics of Act-CTL-Kn formulas in kcut-tree models.

Definition 10. (of Act-CTL-Kn semantics in cut-tree models.)
Let tr = (w,U1, . . . , Un), p ∈ Prp, φ,φ1, φ2 ∈ Act-CTL-Kn.

– tr |=TE
kcut

p iff w ∈ V (p);

– tr |=TE
kcut

Kiφ iff there exists tri : (tr, tri) ∈ ITE
kcut

(i) and tri |=TE
kcut

φ;

– tr |=TE
kcut

EXaφ iff there exists tra : (tr, tra) ∈ ITE
kcut

(a) and tra |=TE
kcut

φ;

– tr |=TE
kcut

EGaφ iff trj |=TE
kcut

φ for some a-cut-tree-run trs with trs1 = tr

and every 1 ≤ j ≤ |trs|;
– tr |=TE

kcut
EFaφ iff trj |=TE

kcut
φ for some a-cut-tree-run trs with trs1 = tr

and some 1 ≤ j ≤ |trs|;
– tr |=TE

kcut
E(φ1U

aφ2) iff there exists a-cut-tree-run trs with trs1 = tr, trj |=TE
kcut

φ1 for every j ∈ [1..m),

and trm |=TE
kcut

φ2 for some m ∈ [1..|trs|].

Semantics of other constructors is defined in a usual manner.

Let φ be a formula of Act-CTL-Kn. A correspondence cutφ between k-trees and kcut-trees cutφ : tr 7→ trφ

is defined by the structure of the formula φ.
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Definition 11. (of a cut correspondence)
Let tr = (w,U1, . . . , Un) be k-tree and trφ = cutφ(tr).

– φ = p, p ∈ Prp ⇒ trφ = (w);
– φ = Kψ, K ∈ {Ki, Si} ⇒ trφ = (w, ∅ . . . , ∅, Ui, ∅, . . . , ∅);
– φ = Tψ, T ∈ {AXa,EXa,AGa,EGa,AFa,EFa} ⇒ trφ = trψ;
– φ = φ1Dφ2, D ∈ {∧,∨,AUa,EUa} ⇒ trφ = (w,U11 ∪ U12, . . . , Un1 ∪ Un2),

where trφ1 = (w,U11, . . . , Un1) and tr
φ2 = (w,U12, . . . , Un2).

For a set of k-trees Tr let cutφ(Tr) =
∪
tr∈Tr cut

φ(tr).

Let us estimate the sizes of some k-tree and the corresponding kcut-tree. Let exp(a, b) be the following
function: (1) exp(a, b) = a, if b = 0, (2) exp(a, b) = a× 2exp(a,b−1), otherwise. In the paper [19] was proved the
following proposition about the size of k-tree model.

Proposition 1. Let k ≥ 0 be an integer and E be a finite environment for n agents with d states. Then

– the number of k-trees over E Ck is less than or equal to exp(n×d,k)
n .

– if n < d then the number of nodes in a (k + 1)-tree over E is less than C2
k .

It is obvious that the size of a cut-tree is exponentially smaller than the size of the corresponding k-tree
if a formula does not include (almost) all knowledge modalities for every agent at every nesting level. For
example, let a formula be of knowledge depth k and include two knowledge modalities at every nesting level2,
and we consider the environment E from proposition 1. Then the number of vertices in the corresponding

cut-tree is less than ( exp(2×d,k−1)
n )2. It is very difficult to estimate exactly decrease of the number of tree

vertices after pruning because it depends on the number of the states in an environment, on the structure of
indistinguishability relations, and on the number of knowledge modalities used in a checking formula. However
the following proposition allows to estimate a degree of decrease of an agents’ knowledge representation.

Proposition 2. For Act-CTL-Kn formula of depth k the number of vertices in a kcut-tree is exponentially
less than the number of vertices in the corresponding k-tree iff the number of knowledge modalities used in the
formula is exponentially less then the number of vertices in n-ary tree of height k + 1.

Sketch of the proof. Let us consider n highly informed agents whose indistinguishability relations are equali-
ties. In this case a standard knowledge tree for some formula of depth k is a complete n-ary tree of height k with

the number of vertices nk+1

n−1 . A cut knowledge tree for these agents includes the number of vertices is equal to
the number of knowledge modalities of the formula plus one. If indistinguishability relations are not equalities
then the number of vertices in a knowledge tree and in the corresponding cut-tree increases proportionally to
the sizes of indistinguishability relations. �

The next proposition states that transitions in tree models correspond to transitions in cut-tree models.

Proposition 3. For every integer k ≥ 0 and n ≥ 1 and every environment E, for every formula φ of Act-
CTL-Kn with knowledge depth k at most there exists correspondence cutφ : DTE

k
→ DTE

kcut
that

cutφ(Gak(tr)) = Gakcut(cutφ(tr)).

Sketch of the proof.3 The following two observations imply the proof immediately. First, the next state of
every vertex at every distance from the root and the next state of its successors are indistinguishable by the
corresponding agents. This fact holds for standard trees and cut trees due to definitions of update functions for
standard and cut trees. Second, at every every distance from the root of a standard tree a correspondence cutφ

retains only edges labeled by agents whose knowledge modalities are at the corresponding nesting level of the
formula φ. This fact follows from the definition of a cut correspondence. Hence, the result of cutφ(Gak(tr)) and
Gakcut(cutφ(tr)) is the same set of cut trees. �

The following proposition states equivalence of semantics of formulas Act-CTL-Kn in a tree model and a
cut-tree model.

2 Note, that the size of the formula is exponential on knowledge depth.
3 This proposition follows also from the compatibility property of a standard tree based model TE

k provided with a
subtree order. This property is proved in [20] as a part of theorem 1.
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Proposition 4. For every integer k ≥ 0 and n ≥ 1 and every environment E, for every formula φ of Act-
CTL-Kn with knowledge depth k at most there exists correspondence cutφ : DTE

k
→ DTE

kcut
that

tr |=TE
k
φ iff cutφ(tr) |=TE

kcut
φ.

Sketch of the proof. We use induction on the structure of normal formulas. We prove some base cases only.
The proof for the other cases could be done in the similar way. Let tr = (w,U1, . . . , Un), cut

φ(tr) = trφ =
(w, V1, . . . , Vn).
(1)φ = p, p ∈ Prp: tr |=TE

k
p iff w ∈ V (p) iff trφ |=TE

kcut
p;

(2)φ = Kiψ: tr |=TE
k
Kiψ iff there exists tri ∈ Ui such that tri |=TE

k
ψ iff

there exists trψi ∈ Vi such that trψi |=TE
kcut

ψ iff trφ |=TE
kcut

Kiψ;

(3)φ = ψ1EUaψ2: tr |=TE
k

E(ψ1U
aψ2) iff

there exists a-tree-run trs with trs1 = tr, trj |=TE
k
ψ1 and trm |=TE

k
ψ2

for some 1 ≤ m ≤ |trs| and every 1 ≤ j < m iff (by ind. hyp. and prop. 3)
there exists a-cut-tree-run trsφ: trsφ1 = trφ, trφj |=TE

kcut
ψ1 and trφm |=TE

kcut
ψ2

for some 1 ≤ m ≤ |trsφ| and every 1 ≤ j < m iff trφ |=TE
kcut

E(ψ1U
aψ2). �

The next theorem follows from proposition 1 in [20] and the previous proposition immediately.

Theorem 1. For every integer k ≥ 0 and n ≥ 1, and every environment E, for every formula φ of Act-
CTL-Kn with knowledge depth k at most, there exists bijective correspondence treek : DPRS(E) → DTE

k
and a

correspondence cutφ : DTE
k
→ DTE

kcut
that

(ws, as) |=PRS(E) φ iff cutφ(treek(ws, as)) |=TE
kcut

φ.

The following model checking algorithm is based on theorem 1 above:

1. Input a formula φ of Act-CTL-Kn and count its knowledge depth k;
2. input a finite environment E and construct the finite model TEkcut ;
3. input a trace (ws, as) and construct the corresponding kcut-tree trφ;
4. model check φ on trφ in TEkcut .

The time complexity of the algorithm is exponentially smaller than the complexity of the model checking
algorithm from [19] due to the size of model trees becomes exponentially smaller. But the complexity is still
huge, therefore we try to decrease it at the next section.

4 Well-Structured Cut-trees

The size of tree models and their elements is finite but huge as follows from proposition 1. So it is reasonable
to use an infinite-state model checking technique [1, 8] of well-structured transition systems. The essence of the
technique is that we could check formulas in some representative sets of model states, not in all space. The
standard tree model TEk is an ideal-based well-structured model as shown in the paper [20]. In this paper we
demonstrate that the formalism of well-structured systems could be used for cut-trees also. Let us recall base
definitions from [20].

Definition 12. (of a well-preordered transition system)
Let D be a set. A well-preorder is a reflexive and transitive binary relation R on D, where every infinite sequence
d1, . . . di, . . . of elements of D contains a pair of elements dm and dn so that m < n and dm(R)dn. Let (D,R) be
a well-preordered set with a well-preorder R. An ideal (synonym: cone) is an upward closed subset of D, i.e. a
set {C ⊆ D | ∀d′, d′′ ∈ D : d′(R)d′′ ∧ d′ ∈ C ⇒ d′′ ∈ C}. Every d ∈ D generates a cone (↑ d) ≡ {e ∈ D | d(R)e}.
For every subset S ⊆ D, a basis of S is a subset {B ⊆ S | ∀s ∈ S∃b ∈ B : b(R)s}. A well-preordered transition
system (WPTS) is a triple (D, R, I) such that (D,R) is a well-preordered set and (D, I) is a Kripke frame.

We are mostly interested in well-preordered transition systems with decidable and compatible well-preorder
and interpretation. The standard decidability condition for the well-preorder is straightforward: R ⊆ D ×D is
decidable.

Definition 13. (of an ideal-based model)
Let (D,R, I) be a WPTS.
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– Decidability (tractable past) condition: there exists a computable total function BasPre : D×Act→ 2D such
that for every w ∈ D, for every a ∈ Act, BasPre(w, a) is a finite basis of {u ∈ D | (u, v) ∈ I(a) and w(R)v}.

– Compatibility condition: the preorder R is compatible with the interpretation I(a) of every action symbol
a ∈ Act, i.e.

∀s1, s2, s′1 ∃s′2 : s1
I(a)−→ s′1 ∧ s1(R)s2 ⇒ s2

I(a)−→ s′2 ∧ s′1(R)s′2.

An ideal-based model is a labeled transition system I = (D,R, I, V ) with the decidable preorder R, I meets
tractable past and compatibility conditions, and V interprets every propositional variable p ∈ Prp by a cone.

Definition 14. (of a cut-subtree order)
Let us define binary relation ≻ on DTE

kcut
. For all trees of equal height tr = (w,U1, . . . , Un) and tr′ =

(w′, U ′
1, . . . , U

′
n) in DTE

kcut
, let us write tr ≻ tr′ (and say that tr has a subtree tr′) iff w = w′ and for ev-

ery i ∈ [1..n], if Ui ̸= ∅ and U ′
i ̸= ∅ then for every st′ ∈ U ′

i there exists st ∈ Ui that st ≻ st′.

Theorem 2. Binary relation ≻ is a partial order on kcut-trees such that model TEkcut provided with this partial
order becomes an ideal-based model, where semantics of every formula of Act-CTL-Kn is a cone with computable
finite basis.

Sketch of the proof. The proof is rather technical. Hence let us present the basic ideas of the proof.
First, ≻ is a partial order. It is also a well-preorder since TEkcut is finite. It is decidable relation due to

finiteness of trees.
Second, ≻ enjoys tractable past because we could find a preimage of every tree for every ‘action’ transition

and for every ‘knowledge’ transition (defined by ITE
kcut

(a) and ITE
kcut

(i), respectively for a ∈ Act and i ∈ [1..n],

in def. 9) by scanning all states of TEkcut . But there is more effective technique to find preimages based on an
action decomposition on elementary bijective actions, and on using complete trees.

Third, ≻ is compatible with all ‘action’ transitions and all ‘knowledge’ transitions. For every action a ∈ Act,
and for every pair of trees tr ≻ tr′ there exists some sup-tree tr that is a-image of the greater tree tr and this
sup-tree includes a-image of the smaller tree tr′ because a-images are computed recursively by processing each
vertex of trees (def. 8). For every ‘knowledge’ action i ∈ [1..n], and for every pair of trees tr ≻ tr′ there exists
some sup-tree tr that is i-image of the greater tree tr and this sup-tree includes i-image of the smaller tree tr′

because computing of i-images of some tree is based on a transition to subtrees of this tree (def. 9).
Fourth, TEkcut is an ideal-based model. It is obvious that a valuation of every propositional variable forms a

cone with a basis consisting of complete trees with roots that are states where this propositional variable holds.
Note, that a negation of propositional variable is cone also.

Finally, we prove that semantics of every formula of Act-CTL-Kn is a cone with a computable finite basis
by induction on the structure of normal formulas. Basis of disjunction of formulas is union of bases of these
formulas. Basis of conjunction of formulas consists of maximal trees that are subtrees of trees from bases of
these formulas simultaneously. Bases of AXa, EXa, Ki and Si formulas are computable cones due to properties
of tractable past and compatibility. Roughly speaking, all other path action modalities are combinations of
disjunctions and conjunctions which are finite due finiteness of a model. �

The theorem 2 could easily be generalized to the µ-Calculus [12].

5 Conclusion

In this paper we have shown that semantics of formulas of Act-CTL-Kn with knowledge depth k in a tree
model TEk is equivalent to semantics of the formulas in the corresponding cut-tree model TEkcut . This fact makes
possible a model checking of Act-CTL-Kn formulas with perfect recall semantics in the corresponding cut-
tree model. Then we have demonstrate that a cut-tree model TEkcut provided with the sub-tree partial order
forms a well-structured labeled transition system where every property expressible in the Act-CTL-Kn can be
characterized by a finite computable set of maximal trees that enjoy the property. The latter fact accelerates
the new model checking algorithm considerably. An experimental model checker based on this approach is a
process of implementation now.

A related approach to speed up the model checking for combination of logic of knowledge and time in perfect
recall systems that exploits a formula structure is presented in [5]. The authors consider the complexity of the
model checking problem for the logic of knowledge and past time in synchronous systems with perfect recall.
It was shown that the upper bound for positive (respectively, negative) formulas is polynomial (respectively,
exponential) in the size of the system irrespective of the nesting depth. Automata approach to the model
checking problem is used in the paper.
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Bootstrapping Compiler Generators from
Partial Evaluators

Robert Glück

DIKU, Dept. of Computer Science, University of Copenhagen

Abstract. This paper shows that bootstrapping of compiler generators from program specializers is a
viable alternative to the third Futamura projection. To practically validate the technique, a novel partial
evaluation-based compiler generator was designed and implemented for a recursive flowchart language.
Among others, three-step bootstrapping was found to be faster and to produce the same compiler gen-
erator that Gomard and Jones produced two decades ago by double self-application. Compiler-generator
bootstrapping has distinct properties that are not present in the classic three Futamura projections, such
as the possibility to turn a specializer into a compiler generator in one step without self-application. Up
to now the approach of hand-writing compiler generators has only been used to avoid difficulties when
specializing strongly-typed languages, not as a first step towards compiler-generator bootstrapping.

1 Introduction

This paper studies a technique for bootstrapping compiler generators from program specializers by means of
compiler generators. Bootstrapping is well-known in the area of compiler construction where it has been used
since the late 1950’s to produce compilers by compilers [19]. The technique is powerful and intriguing because
it applies the methods of computing science to its major tools: to produce programs by means of programs.

The technique explored in this paper differs from compiler bootstrapping in that compiler generators are
bootstrapped from program specializers. An investigation of its distinct properties has only recently been begun.

Ershov introduced in the 1970’s the concept of a generating extension of a program to emphasize the features
common to a variety of program generators such as parser generators, compilers and other program generators
applied in system programming (“All processes which are more or less directly connected with an adaptation of
universal components to predetermined parameters [...]” [5]). Compiler generators based on partial evaluation
principles [15] play a key role in this context because they can convert programs into generating extensions.

The bootstrapping technique investigated in this paper exploits the often disregarded fact that compiler gen-
erators themselves are generating extensions [8]. This has the consequence that potentially the same techniques
that apply to the generation of ordinary generating extensions also apply to the generation of compiler gener-
ators. This is the key to a “strange loop”: compiler generators can turn specializers into compiler generators,
which again can turn specializers into compiler generators, and so forth.

In previous work we explored the bootstrapping of compiler generators conceptually [8] based on an insight
by Klimov and Romanenko [17, p. 6-7] and found that a partial evaluation-based compiler generator is strong
enough to carry out the initial step of bootstrapping [9]. To our knowledge, the results in this paper are the
first to confirm that full three-step compiler-generator bootstrapping can be carried out in practice and that it
is a viable and practical alternative to the third Futamura projection. As an independent benchmark, we show
that three-step bootstrapping is faster than the third Futamura projection and produces the same compiler
generator that Gomard and Jones [13] produced two decades ago by double self-application using Futamura’s
technique [7].

Getting started is the chicken-and-egg problem familiar from compiler construction, namely one first needs
a compiler to bootstrap a compiler, and bootstrapping compiler generators is no exception in that respect. For
this purpose, we designed and implemented a novel partial-evaluation based compiler generator for a recursive
flowchart language. The compiler generator has no binding-time analysis. Instead the staging information is
propagated in parallel with the generation of the generating extension (‘online’) and the generating extensions
perform Bulyonkov’s polyvariant specialization [2] recursively without the traditional pending list. This allows
our compiler generator, for example, to automatically turn a straightforward implementation of the Acker-
mann function into an efficient generating extension that produces the same residual programs as the manual
specialization method described by Ershov [6].

Partial evaluation for flowchart languages has been very well documented (e.g. [2, 3, 13, 14]), which should
make our results easily comparable and accessible. Throughout this paper, we assume that readers are familiar
with the basics of partial evaluation, e.g., as presented by Jones et al. [15, Part II].
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2 How to Bootstrap Compiler Generators

We discuss how compiler generators can be bootstrapped (see also [8]) after briefly reviewing the basic notions
of a specializer and compiler generator [15]. Unless stated otherwise, we assume for simplicity that all involved
source, implementation and residual languages are identical and omit the language indices.

Suppose p is a program with two inputs x and y. Computation of p in one stage is described by

out = [[p]](x, y). (1)

A specializer s is a program that takes p and x and produces a residual program r:

r = [[s]](p, x). (2)

Computation of p in two stages using s is described by

[[[[s]](p, x)]] y = [[p]](x, y). (3)

A program cog, which we call a compiler generator for historical reasons [15], takes p as input and yields a
generating extension g of p:

g = [[cog]] p. (4)

The generating extension g of p takes x as input and produces a residual program:

[[[[g]] x]] y = [[p]](x, y). (5)

Computation of p can now be carried out in three stages:

[[[[[[cog]] p]] x]] y = [[p]](x, y). (6)

This is the correctness criterion of a compiler generator. A generating extension can produce residual programs
faster than a specializer because it is a program generator customized with respect to p, while s can specialize
any program. Often g speeds up residual-program generation by a factor three to ten compared to s [15]. Here,
the staging of p is performed with respect to a fixed division of the inputs: x is known before y. Input x is said to
be static and y dynamic. Compiler generators and program specializers based on partial evaluation techniques
have been built for languages including C, ML, Prolog and Scheme (e.g. [4, 18,22,23]).

Full Bootstrapping An intriguing feature of a compiler generator cog is that it can turn a specializer s into
a compiler generator cog′ in one step:

cog′ = [[cog]] s. (7)

By instantiating (5) accordingly, we obtain

[[[[cog′ ]] p]] x = [[s]](p, x). (8)

That cog′ is indeed a compiler generator can be seen by combining the equations:

[[[[[[cog′ ]] p]] x]] y
(8)
= [[[[s]](p, x)]] y

(3)
= [[p]](x, y). (9)

The staging transformation (7) is the steppingstone to the three-step bootstrapping technique that we inves-
tigate in this paper. Repeating the staging transformation with s as argument establishes a series of three
transformation steps,

1. cog′ = [[cog]] s, (10)

2. cog′′ = [[cog′ ]] s, (11)

3. cog′′′ = [[cog′′ ]] s, (12)

which ends with self-generation when carried out a fourth time [8]:

4. cog′′′ = [[cog′′′ ]] s. (13)
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Instantiating characteristic equation (6) uncovers a remarkable equality:

[[[[[[cog]] s]] s]] s︸ ︷︷ ︸
three-step

bootstrapping

= [[s]](s, s)︸ ︷︷ ︸
double

self-application

. (14)

The expression on the right hand side is the third Futamura projection. The compiler generator cog′′′ produced by
bootstrapping on the left hand side is textually identical to the one produced by the third Futamura projection.
The equality asserts that the functionality and efficiency of the final cog′′′ does not depend on the initial cog,
only on s. The time required to perform the bootstrapping is the sum of the times required by each step and
does depend on cog. The time required for the double self-application is the product of the computational
overhead of each layer of self-application of s, which is similar to the overhead of several layers of interpretation.

Self-generation can serve as a partial test of correctness of three-step bootstrapping (10-12). If we assume
that the initial cog is well tested and correct, then s must contain an error if cog′′′ does not self-generate (the
opposite is not true). The test gives also a good indication of the efficiency of cog′′′. Futamura noticed that a
compiler generator produced by his third projection is self-generating [7], but not that it can bootstrap new
compiler generators.

Double self-application was first successfully carried out in 1984 by an offline partial evaluator [16], which
was specifically invented to perform all three Futamura projections. Complete three-step bootstrapping of a
compiler generator has never been tried. This paper explores it using two different specializers of the online and
offline variety and compares the results to Futamura’s technique.

Partial bootstrapping Bootstrapping has special features that are not present in Futamura’s technique. A
potentially important property is that cog′′ and cog′′′, which we obtain in the second and third bootstrapping
step (11, 12), are functionally equivalent :

[[cog′′]] = [[cog′′′]]. (15)

This means that two bootstrapping steps suffice to produce a compiler generator that has the exact same
functionality as the one produced by the third Futamura projection, only their implementation may differ.
There is no loss in transformation strength. If the initial cog is strong enough, then cog′′ may already be “good
enough” for practical use and we need not perform all three bootstrapping steps. The functional equivalence of
cog′′ and cog′′′ follows from

[[[[[[cog]] s]] s]] p
(6)
= [[s]](s, p)

(3)
= [[[[s]](s, s)]] p

(14)
= [[[[[[[[cog]] s]] s]] s]] p. (16)

From equation (8) we already know a second important property, namely that a generating extension of p
produced by cog′ is functionally equivalent to s specializing p. The one-step cog′ may already have practical
value, in particular when the initial cog is a mature compiler generator. For good results it is necessary to
“binding-time improve” s for cog, but this is usually an easier task than to make s work effectively in the third
Futamura projection, [[s]](s, s), where s appears in three different roles at the same time.

General bootstrapping There remains to discuss the general case that involves three specializers s1, s2, and
s3 and an initial compiler generator cog:

1. cog1 = [[cog]] s1, (17)

2. cog12 = [[cog1 ]] s2, (18)

3. cog123 = [[cog12 ]] s3, (19)

As long as new specializers are supplied, this does not end in self-generation:

4. cog234 = [[cog123 ]] s4. (20)

Applying cog123 to an ordinary program p yields a generating extension g23 that is characterized by the following
equalities (21, 22): g23 has the same transformation strength as s3. We say cog123 produces generating extensions
of type “23”.

[[cog123 ]] p = g23 = [[s2 ]](s3, p), (21)

[[g23 ]] x = r3 = [[s3 ]](p, x). (22)
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((m n) (ack)
((ack (if (= m 0) done next))
(next (if (= n 0) ack0 ack1))
(done (return (+ n 1)))
(ack0 (n := 1)

(goto ack2))
(ack1 (n := (- n 1))

(n := (call ack m n))
(goto ack2))

(ack2 (m := (- m 1))
(n := (call ack m n))
(return n)) ))

A(m,n) =


n+ 1 if m = 0
A(m− 1, 1) if n = 0
A(m− 1, A(m,n− 1)) otherwise

Fig. 1. An implementation of the Ackermann function in Flowchart

((m) (0-0)
((0-0 (code := (header '(n) (list 'ack m))) (goto 1-0)) ; residual header
(2-0 (return code))

(1-0 (if (done? (list 'ack m) code) 2-0 3-0)) ; block generator ack
(3-0 (code := (newblock code (list 'ack m))) (goto 4-0))
(4-0 (if (= m 0) 4-1 4-2))
(4-1 (return (o code '(return (+ n 1)))))
(4-2 (code := (call 1-1 m code))

(code := (call 1-2 m code))
(return (o code (list 'if '(= n 0) (list 'ack0 m) (list 'ack1 m)))))

(1-1 (if (done? (list 'ack0 m) code) 2-0 3-1)) ; block generator ack0
(3-1 (code := (newblock code (list 'ack0 m))) (goto 4-3))
(4-3 (n := 1)

(m := (- m 1))
(n := (call 5-0 m n))
(return (o code (list 'return (lift n)))))

(1-2 (if (done? (list 'ack1 m) code) 2-0 3-2)) ; block generator ack1
(3-2 (code := (newblock code (list 'ack1 m))) (goto 4-4))
(4-4 (code := (o code '(n := (- n 1))))

(code := (call 1-0 m code))
(code := (o code (list 'n ':= (list 'call (list 'ack m) 'n))))
(m := (- m 1))
(code := (call 1-0 m code))
(code := (o code (list 'n ':= (list 'call (list 'ack m) 'n))))
(return (o code '(return n))))

(5-0 (if (= m 0) 5-1 5-2)) ; precomputation of A(m,n)
(5-1 (return (+ n 1)))
(5-2 (if (= n 0) 5-3 5-4))
(5-3 (n := 1) (goto 5-5))
(5-4 (n := (- n 1)) (n := (call 5-0 m n)) (goto 5-5))
(5-5 (m := (- m 1)) (n := (call 5-0 m n)) (return n)) ))

Fig. 2. Generating extension of the Ackermann program in Fig. 1 produced by cogdcb

((n) (ack-2)
((ack-2 (if (= n 0) ack0-2 ack1-2))
(ack0-2 (return 3)) ; A(1, 1) = 3
(ack1-2 (n := (- n 1))

(n := (call ack-2 n))
(n := (call ack-1 n))
(return n))

(ack-1 (if (= n 0) ack0-1 ack1-1))
(ack0-1 (return 2)) ; A(0, 1) = 2
(ack1-1 (n := (- n 1))

(n := (call ack-1 n))
(n := (call ack-0 n))
(return n))

(ack-0 (return (+ n 1))) ))

Fig. 3. Residual program produced by the generating extension in Fig. 2 (m= 2)

3 An Online Compiler Generator for Recursive Flowchart

Flowchart is a simple imperative language [13]. A program consists of a sequence of labeled basic blocks with
assignments and jumps. As is customary, the sets of values and labels contain integers, symbols and lists.
Programs are written in a list representation. As an example of a program, consider the Ackermann function
implemented in Flowchart (Fig. 1). The program is defined recursively, takes non-negative integers m and n as
input, and starts execution at block ack.

The operational semantics of the language is identical to the one formalized and published by Hatcliff [14],
except that we added a simple command for calling blocks [10]. We refer to the extended language as Flowchart.
The call command, x := call l, executes the block l in a copy of the current store and assigns the returned
value to x in the original store. For the sake of readability, we annotate each call with the variables that are live
at the called block. In (call ack m n) the m and n are thus not parameters, but the variables live at block ack.
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An Ackermann Generating Extension The complete generating extension produced by our compiler gener-
ator from the Ackermann program is shown in Fig. 2 (m static, n dynamic). No post-optimization was performed.
Only labels were replaced by shorter ones and blocks were reordered for readability. Given a value for m, it pro-
duces a residual program such as the one for m = 2 in Fig. 3. It is interesting to note that it produces the same
residual programs as the manual specialization method by Ershov [6].

The generating extension contains three block generators, 1-0, 1-1 and 1-2, an implementation of the Acker-
mann function at 5-0 (used to precompute constants for the residual version of block ack0), and a main block 0-0

that initializes the residual program with the program header. The generating extension performs polyvariant
block specialization [2], which means that several specialized version of a subject block may be added to the
residual program (cf. Fig. 3). To avoid generating the same block twice, a block generator produces a block
only if it does not yet exist in the residual program. The general scheme of a polyvariant block generator for a
subject block l (in pseudocode):

procedure polygen-l :: x1 × ... × xn × code → code
if no residual block labeled (l, x1, ..., xn) exists in code

then code := code ∪ generate residual block for l using x1, ..., xn;
return code

A residual block labeled (l, x1, ..., xn) is the code generated for the commands in block l using the values of the
static variables x1, ..., xn. A block generator may call block generators recursively. Commands of the subject
program that depend only on static variables are executed when the generating extension runs, while commands
are placed into the residual program in all other cases. For example, the static conditional (if (= m 0) ...) is
executed in block 4-0 of the generating extension (the test depends only on static variable m). A residual
conditional is generated for the dynamic conditional (if (= n 0) ...) in block 4-2 (the test depends on dynamic
variable n) and the two block generators 1-1 and 1-2 are called to generate the necessary then- and else-blocks.

Operator done? checks whether a residual block (l, x1, ..., xn) exists in code. A new empty block is added to
code by operator newblock and residual commands are added by operator o.1 A value is turned into a constant
by (lift v) = 'v. The residual program code is single-threaded through the block generator calls.

The Ackermann generating extension already reveals the principles of turning a program into a generating
extension: commands of the subject program that depend only on static variables are copied into the generating
extension; all other commands are replaced by code generating commands.

The Initial Compiler Generator The compiler generator for Flowchart, which we call cogdcb, is formalized
as a big-step operational semantics (Fig. 4), which reflects the recursive structure of the actual implementation.
Given a subject program p and a division δ of its input parameters into static and dynamic, p is converted into
a generating extension, such as the one in Fig. 3. The main task of the compiler generator is to determine which
of p’s computations are static and which are dynamic, and to build an efficient generating extension.

The propagation of the division is performed by the compiler generator during the generation of the gener-
ating extension. There is no separate binding-time analysis and no program annotation. The division δ is a set
that contains the names of the static variables. The staging decisions are then based on a simple membership
test: x ∈ δ implies x is static and x ̸∈ δ implies x is dynamic.

An assignment x := e is static if all variables that occur in e are static, i.e. vars(e) ⊆ δ; otherwise, dynamic.
Similarly for x := call l except that the variables live at block l determine whether the call is static, i.e.
live(l) ⊆ δ. The more accurate the information about the live variables, the more static calls can be discovered.
A conditional if e l1 l2 is static if e is static; otherwise, dynamic. A goto is unfolded and a return is treated
as dynamic.

A static assignment is copied from the program into the generating extension. In case of a static call,
x := call l, all blocks reachable from l are copied, but relabeled to avoid name clashes (5·l, etc.). A return

reachable from a static call is therefore copied into the generating extension. A static conditional is equipped
with two new jumps to blocks 4·l1·δ and 4·l2·δ which will generate code for the corresponding branch (function
· maps its arguments into a block label).

Dynamic commands are converted into command-generating commands, i.e. commands that add new com-
mands to the residual program in code.2 Underlined constructs are replaced by the corresponding expression in
Fig. 5. A dynamic expression is converted into an expression-generating expression by e↑δ in Fig. 5. Similarly,
a label l is replaced by an expression l↑δ that creates a residual label (simply a list containing l and the values

1 Part of code is used as a stack: new blocks are pushed and new commands are appended to the topmost block; a
finished block is popped and added to the res. prog.

2 If the name code already occurs in the subject program, another name is used.
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Assignments
vars(e) ⊆ δ

⊢asg ⟨x := e; a∗, δ, k⟩ ⇒ ⟨a∗, δ ∪ {x}, k ◦ [x := e]⟩

vars(e) ̸⊆ δ e′ = e↑δ
⊢asg ⟨x := e; a∗, δ, k⟩ ⇒ ⟨a∗, δ \ {x}, k ◦ [code := (o code x := e′)]⟩

live(l) ⊆ δ k ⊢copyblocks l⇒ k′

⊢asg ⟨x := call l; a∗, δ, k⟩ ⇒ ⟨a∗, δ ∪ {x}, k′ ◦ [x := call 5·l]⟩

live(l) ̸⊆ δ k ⊢poly [l, δ]⇒ k′ l′ = l↑δ

⊢asg ⟨x := call l; a∗, δ, k⟩ ⇒ ⟨a∗, δ \ {x}, k′ ◦
[
code := call 1·l·δ
code := (o code x := call l′)

]
⟩

Jumps

vars(e) ⊆ δ k ⊢block [l1, δ]⇒ k′ k′ ⊢block [l2, δ]⇒ k′′

k ⊢jmp [if e l1 l2, δ]⇒ k′′ ◦ [if e 4·l1·δ 4·l2·δ]

vars(e) ̸⊆ δ k ⊢poly [l1, δ]⇒ k′

k′ ⊢poly [l2, δ]⇒ k′′
l′1 = l1↑δ
l′2 = l2↑δ

e′ = e↑δ

k ⊢jmp [if e l1 l2, δ]⇒ k′′ ◦

code := call 1·l1·δ
code := call 1·l2·δ
return (o code if e′ l′1 l

′
2)


e′ = e↑δ

k ⊢jmp [return e, δ]⇒ k ◦ [return (o code return e′)]

k ⊢aj [Γ (l), δ]⇒ k′

k ⊢jmp [goto l, δ]⇒ k′

Blocks
⊢asg ⟨a∗, δ, k⟩ ⇒∗ ⟨·, δ′, k′⟩ k′ ⊢jmp [j, δ′]⇒ k′′

k ⊢aj [a∗ j, δ]⇒ k′′

4·l·δ ̸∈ k k ◦ [4·l·δ : ] ⊢aj [Γ (l), δ]⇒ k′

k ⊢block [l, δ]⇒ k′
4·l·δ ∈ k

k ⊢block [l, δ]⇒ k

1·l·δ ∈ k
k ⊢poly [l, δ]⇒ k

1·l·δ ̸∈ k k ⊢block [l, δ]⇒ k′ l′ = l↑δ

k ⊢poly [l, δ]⇒ k′ ◦
[
1·l·δ : if (done? l′ code) 2 3·l·δ
3·l·δ : code := (newblock code l′); goto 4·l·δ

]
Fig. 4. Compiler generator cogdcb for Flowchart

of the static variables). A block l reached with δ from a dynamic conditional or a dynamic call is turned into a
polyvariant block generator labeled 1·l·δ in the generating extension.3

Definition 1. Let p be a well-formed Flowchart program with initial label l, division δ = {s1, ..., sm} be the
static parameters and {d1, ..., dn} be the dynamic parameters. Let the new initial label be l′ = 0·l·δ. Define the
compiler generator by

[[p]]cogdcb
δ = k ◦

[
l′ : code := (header '(d1 ... dn) l↑δ); goto 1·l·δ
2 : return code

]
where ((s1 ... sm)(l′)) ⊢poly [l, δ]⇒ k.

The conversion of a program p into a generating extension always terminates because the number of labels
and divisions is finite. No interpretive overhead is introduced in a generating extension (e.g. static assignments
are executed natively in a generating extension). This makes the compiler generator well-suited for incremental
generation of higher-level generating extensions, i.e. staging a generating extension produced by cogdcb once

3 Block specialization is performed with respect to the static variables live at the entry of a block to reduce the risk of
duplicating blocks in the residual program [13]. This technique is used in the implementation, but omitted from Fig. 4
for readability. In slight abuse of notation, we write l ∈ k to denote that residual block l exists in k.
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x := e = (list 'x ':= e)
x := call l = (list 'x ':= (list 'call l))
if e l1 l2 = (list 'if e l1 l2)
return e = (list 'return e)

v↑δ = 'v

x↑δ =

{
(list 'quote x) if x ∈ δ
'x if x ̸∈ δ

(o e1 ... en)↑δ = (list 'o e1↑δ ... en↑δ)
l↑{x1, ..., xn} = (list 'l x1 ... xn)

Fig. 5. Command-generating expressions; lifting expressions and labels

more with cogdcb. The generating extensions are as powerful as online partial evaluators for Flowchart [10,
14], but faster. Note the relative simplicity of a compiler generator that produces good results.

In order to analyze cause and effect, we characterize our compiler generator as follows. We imagine that
its generating extensions are identical to those of a hypothetical specializer sb specialized by a hypothetical
specializer sc, that is gcb = [[sc ]](sb, p), and that the compiler generator itself is the product of a hypothetical
specializer sd. This explains the index of cogdcb (cf. Sect. 2).

4 Experimental Assessment

Table 1. Full bootstrap of the Gomard-Jones mix-compiler generator [13]
by the compiler generators cogdcb and cog000

Run Time Ratio

cog111 = [[mix]](mix, mix) 171.3
= [[[[[[cogdcb ]] mix]] mix]] mix 82.5 2.1

1. cogcb1 = [[cogdcb ]] mix 29.4
2. cogb11 = [[cogcb1 ]] mix 19.3
3. cog111 = [[cogb11 ]] mix 33.8 5.1
4. = [[cog111 ]] mix 33.8 5.1

Run Time Ratio

cog111 = [[mix]](mix, mix) 171.3
= [[[[[[cog000 ]] mix]] mix]] mix 94.1 1.8

1. cog001 = [[cog000 ]] mix 35.9
2. cog011 = [[cog001 ]] mix 24.4
3. cog111 = [[cog011 ]] mix 33.8 5.1
4. = [[cog111 ]] mix 33.8 5.1

Table 2. Full bootstrap of the onmix-compiler generator [10] by the
compiler generator cogdcb

Run Time Ratio

cog000 = [[onmix]](onmix, onmix) 406.2
= [[[[[[cogdcb ]] onmix]] onmix]] onmix 161.2 2.5

1. cogcb0 = [[cogdcb ]] onmix 48.4
2. cogb00 = [[cogcb0 ]] onmix 50.2
3. cog000 = [[cogb00 ]] onmix 62.6 6.5
4. = [[cog000 ]] onmix 62.6 6.5

Full Bootstrapping The purpose of the first series of experiments is to compare the bootstrapping technique
directly with the third Futamura projection and to verify experimentally that it does produce the exact same
results. We performed three full bootstraps, two of which use as the initial compiler generator cogdcb and one
cog000, a bootstrapped compiler generator.4 Two representative specializers are used, an offline and an online
partial evaluator for Flowchart [10,13,14].

1. For an independent comparison, we use the classic offline partial evaluator mix by Gomard and Jones [13].
The bootstrapping starting with cogdcb as initial compiler generator reproduced the mix-compiler generator

4 All running times (Time) are the CPU time incl. GC in ms using Petite Chez Scheme version 7.4d (nonthreaded) on
an Apple MacBook Pro (2.2 GHz Intel Core 2 Duo). The program size is given as the number of commands.
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Table 3. Sizes of the partial evaluators and compiler generators

Pgm CmdRatio

cogdcb 136

Pgm CmdRatio

onmix 108
cogcb0 186 1.72
cogb00 216 2
cog000 216 2

Pgm CmdRatio

mix 67
cogcb1 100 1.49
cogb11 129 1.93
cog111 129 1.93

Pgm CmdRatio

mix 67
cogb01 120 1.79
cog001 120 1.79
cog011 129 1.93

cog111 and was about twice as fast (Tab. 1). The total time consumed by the full bootstrap was 82.5 ms
vs. 171.3 ms consumed by the third Futamura projection (in the same computing environment). This is
remarkable because mix was clearly not designed for bootstrapping, but for self-application. The initial
cogdcb was entirely factored out during the process as predicted.

2. Likewise, bootstrapping the onmix-compiler generator of the online partial evaluator onmix [10] reproduced
the same compiler generator cog000 as the third Futamura projection, but 2.5 times faster (161 vs. 406 ms)
(Tab. 2).

3. The third experiment used the onmix-compiler generator cog000 to bootstrap the mix-compiler generator
cog111 (Tab. 4). The full bootstrap starting with cog000 as initial compiler generator instead of cogdcb was
slightly slower (94.1 vs. 82.5 ms), but still nearly twice as fast as the third Futamura projection.

All full bootstraps were faster than the third Futamura projection. Starting from a hand-written compiler
generator was fastest (cogdcb), but our results also demonstrate that even an automatically produced compiler
generator (cog000) can beat the third Futamura projection.5 Self-generation that is more than 3 times as fast
as the third Futamura projection indicates that a compiler generator is efficient and that full bootstrapping of
compiler generators may pay off. The self-generation ratio of cog000 was 6.5 (Tab. 2). Considering that the self-
generation ratios of offline compiler generators reported in the literature range between 1.6 [16] and 17.8 [21],
we expect that many of them can be used for rapid three-step bootstrapping. Clearly, the actual run times
depend on many factors including the optimizations performed by the compiler generators, the efficiency of the
generating extensions and the underlying language implementation.

Two-Step Compiler Generators An important property discussed in Sect. 2 is that the compiler generators
produced by the second and third bootstrapping step are functionally equivalent. We now examine whether
two-step bootstrapping can produce compiler generators that are “good enough” for practical use.

1. Consider the two-step bootstrap to cogb00 (Tab. 2). We find that cogb00 and cog000 not only have the
same number of commands (Tab. 3), but are textually identical modulo renaming (i.e. disregarding block
order and renaming of labels). The reason is that onmix and cogdcb’s generating extensions have the same
transformation strength. This special case shows that two-step bootstrapping can produce the same compiler
generator as the third Futamura projection, but about 4 times faster (about 99 ms vs. 406 ms).

2. Now consider the two-step bootstraps to cogb11 and to cog011 (Tab. 1). The two compiler generators
cog011 and cogb11 are again textually identical (modulo renaming) for the same reason just discussed (same
transformation strength). However, if a constant in mix is not dynamized to prevent the one-time unrolling
of its main loop, then their size grows to 250 instead of 129 commands. Because that size is still relatively
modest and does not affect their efficiency, the two-step compiler generators may be considered as “good
enough”. The two-step bootstraps are about 2.9 and 3.5 times faster than the third Futamura projection
(about 60 ms resp. 49 ms vs. 171 ms).

We conclude that two-step compiler generators can be useful in terms of program size and generation time.
Unlike the three-step compiler generators, their implementation still depends on the strength of the initial
compiler generator which produces the one-step compiler generator that generates them.

One-Step Compiler Generators Tables 1 and 2 show that the two compiler generators, cogcb0 and cogcb1,
that we obtain after one step of bootstrapping are already quite efficient and one may wonder whether one even
needs two or three bootstrapping steps. A main advantage of one-step bootstrapping is that the specializers to
which the initial compiler generator is applied, here cogdcb, need not be self-applicable. This can be useful when
we deal with specializers for domain-specific languages.

5 The Gomard-Jones mix-compiler generator cog111 accepts only non-recursive programs as input [13] and can therefore
not be applied to the recursive program onmix.
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We know that the generating extensions that cogcb0 and cogcb1 produce are functionally equivalent to the
ones produced by cog000 and cog111, respectively (Sect. 2). The efficiency of the two compiler generators can
be seen from the times they take to stage programs: cogcb0 is faster than cog000 when applied to onmix and
cogcb1 is faster than any of the other six compiler generators when applied to mix. Classic benchmarks, such as
converting interpreters into compilers [15], confirm their efficiency. Also note that they are the smallest compiler
generators that we generated from onmix and mix, respectively (Tab. 3).

For the sake of completeness, we generated all nine compiler generators possible in our setting (illustrated
by the diagram). Nodes labeled with the compiler generator index; arrows with the
specializer index (0=onmix, 1=mix). All sizes in Tab. 3; generation times in Tabs. 1, 2

and b00
1→ 001 (35.9 ms), cb0

1→ b01 (30.3 ms) and b01
1→ 011 (24.4 ms).
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5 Related Work

The first hand-written compiler generator based on partial evaluation principles was, in all probability, Red-
Compile for Lisp [1]. Few compiler generators based on online partial evaluation have been developed since
then (an exception [22]) and it appears none without binding-time analysis such as cogdcb in this paper. It
was noticed that a compiler generator produced by the third Futamura projection contains a straightforward
function for converting binding-annotated programs into generating extensions [20]. The present work is also
part of our investigation into the foundations of metacomputation including [3, 8–12].

6 Conclusion

We conclude that bootstrapping compiler generators by compiler generators is a viable alternative to the third
Futamura projection. Up to now the third Futamura projection has been the only technique used to turn
partial evaluators into compiler generators. Much attention in the area of partial evaluation was consumed by
the problem of self-application to make use of Futamura’s technique.

The compiler generator presented in this paper is original and produces generating extensions with recursive
polyvariant specialization that are as powerful as online partial evaluators for flowchart languages [14]. Further-
more, it is well suited for the incremental generation of multi-level generating extensions [12]. This allows to go
beyond Ershov’s traditional two-level generating extensions. Exploring this property is a topic for future work.

Bootstrapping is no magic technique. Providing the same specializer three times yields after three boot-
strapping steps the exact same compiler generator as the third Futamura projection. But bootstrapping can be
faster and produce compiler generators of practical value already in one or two steps. The third Futamura pro-
jection is an “all-or-nothing” approach: unless double self-application is successful, we obtain no useful compiler
generator. Our results suggest that bootstrapping be investigated further with compiler generators for other
languages and with other specializers. Bootstrapping has a number of practical applications, among others, for
producing cross-compiler generators and compiler generators for domain-specific languages [8, 9].

Viewing old problems from a new angle may also provide fresh insights into the generation and construction
principles of generating extensions, both of the two- and higher-level variety, and lead to stronger generating
extensions than know so far from partial evaluation.
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Abstract. This paper shows that a bisimulation approach can be used to prove the correctness of un-
fold/fold program transformation algorithms. As an illustration, we show how our approach can be use
to prove the correctness of positive supercompilation (due to Sørensen et al). Traditional program equiva-
lence proofs show the original and transformed programs are contextually equivalent, i.e., have the same
termination behaviour in all closed contexts. Contextual equivalence can, however, be difficult to establish
directly.

Gordon and Howe use an alternative approach: to represent a program’s behaviour by a labelled transition
system whose bisimilarity relation is a congruence that coincides with contextual equivalence. Labelled
transition systems are well-suited to represent global program behaviour.

On the other hand, unfold/fold program transformations use generalization and folding, and neither is easy
to describe contextually, due to use of non-local information. We show that weak bisimulation on labelled
transition systems gives an elegant framework to prove contextual equivalence of original and transformed
programs. One reason is that folds can be seen in the context of corresponding unfolds.

1 Introduction

Unfold/fold program transformation techniques were first presented by Burstall and Darlington [3], and are used
in many program transformation systems such as partial evaluation [9], deforestation [18] and supercompilation
[17, 16]. Each of these program transformations apply (in some order) a sequence of meaning preserving rules,
so the problem of proving that the transformations produce equivalent programs would appear to be trivial, but
this is greatly complicated by the presence of folding. As a simple example: if function f is defined by f “ e,
then occurrences of the expression e can be replaced by calls to the function f in a folding step. However, if the
occurrence of the expression e in this definition itself is folded, we obtain the non-terminating definition f “ f .
Thus unsupervised application of folding in any context may produce a program that is not equivalent to the
original.

To avoid this problem we express transformation by semantics-preserving manipulation of labelled transition
systems. Within our framework, folding is only done with respect to proper ancestors in the transition system,
thus avoiding the problem of folding f “ e into f “ f . We eliminate intermediate data or function calls by
removing silent transitions (

τ
ÝÑ) from the labelled transition system. We therefore use weak bisimulation for

correctness proofs, based on a theorem that weak bisimulation is equivalent to contextual equivalence. This
approach makes it easier to prove the correctness of unfold/fold transformations, as folds are seen in the context
of corresponding unfolds. Further, correctness is decoupled from efficiency concerns, in contrast to Sands’ theory
of local improvement [14].

Plan: In Section 2 we define our higher-order functional language, and define a reduction semantics and con-
textual equivalence. In Section 3 we define labelled transition systems in general; a particular one for semantic
analysis; and show that its weak bisimulation relation is equivalent to contextual equivalence. In Section 4 we
use this framework to describe the positive supercompilation algorithm and show that it satisfies the correctness
property. This requires an extended form of labelled transition system, one also equipped with fold transitions
that rename program variables. In Section 5 we discuss related work and conclude. Appendices A, B and C
define our own particular instances of homeomorphic embedding, expression generalization, and residualization
which are used to define positive supercompilation within our framework.
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2 Language

Definition 1 (Language Syntax). The simple higher-order functional language as shown in Fig. 1 is used
throughout this paper.

e ::= x Variable
| c e1 . . . ek Constructor Application
| f Function Call
| λx .e λ-Abstraction
| e0 e1 Application
| case e0 of p1 ñ e1 | ¨ ¨ ¨ | pk ñ ek Case Expression
| e0 where f1 “ e1 . . . fn “ en Local Function Definition

p ::= c x1 . . . xk Pattern

Fig. 1. Language Grammar

A program in the language is an expression, which can be a variable, constructor application, function call, λ-
abstraction, case, or where. Local functions are defined using where; it is assumed that these local definitions
cannot contain any free variables. λ-abstracted variables and case expression pattern variables are bound; all
other variables are free. We use fvpeq and bvpeq to denote the free and bound variables respectively of expression
e. We write e1 ” e2 if e1 and e2 differ only in the names of bound variables. We also write e1 ” e2 (MVR) if e1
and e2 are equivalent modulo variable renaming.

Each constructor has a fixed arity; for example Nil has arity 0 and Cons has arity 2. In an expression
c e1 . . . ek , k must equal the arity of c. Within the expression case e0 of p1 ñ e1 | ¨ ¨ ¨ | pk ñ ek , e0 is called
the selector, and e1 . . . ek are called the branches. The patterns in case expressions may not be nested. No
variable may appear more than once within a pattern. We assume that the patterns in a case expression are
non-overlapping and exhaustive.

Function environment ∆. Without loss of generality, we can assume that a program contains only one where
clause, at the outermost level. For notational convenience we sometimes assume these have been collected into
a function environment, denoted by ∆ “ tf1 “ e1, . . . , fn “ enu.

Example 1. An example program to calculate the sum of the squares of a list of numbers xs is shown in Fig.
2. We employ the usual notation rs for Nil and x : xs for Cons x xs. The functions plus and square in this
program are assumed to be defined in an initial program environment.

sum psquares xsq
where

sum “ λxs .sum 1 xs Zero

sum 1 “ λxs .λa.case xs of

rs ñ a

| x 1 : xs 1 ñ sum xs 1 pplus a x 1q
squares “ λxs .case xs of

rs ñ rs
| x 1 : xs 1 ñ psquare x 1q : psquares xs 1q

Fig. 2. Example Program: Sum of Squares

The operational semantics of the language is normal order reduction. Erroneous terms such as pc e1 . . . ek q e
and case pλx.eq of p1 ñ e1 | ¨ ¨ ¨ | pk ñ ek are assumed not to occur.
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Definition 2 (Substitution). We use the notation tx1 :“ e1, . . . , xn :“ enu to denote a substitution. If e is an
expression, then etx1 :“ e1, . . . , xn :“ enu is the result of simultaneously substituting the expressions e1, . . . , en
for the corresponding variables x1, . . . , xn, respectively, in the expression e while ensuring that bound variables
are renamed appropriately to avoid name capture.

Definition 3 (Context). A context C is an expression with a “hole” [] in the place of one sub-expression
(though not within a where clause). Cres is the expression obtained by replacing the hole in context C with
the expression e. The free variables within e may become bound within Cres; if Cres is closed then we call it a
closing context for e.

The call-by-name operational semantics of our language is standard: define an evaluation relation ó between
closed expressions and values, where values are expressions in weak head normal form (i.e. constructor applica-

tions or λ-abstractions). We define a one-step reduction relation
r
; inductively as shown in Fig. 3, where the

reduction r can be β (β-substitution), “f (unfolding of function f) or κ (constructor elimination). We assume
that the function definitions which are currently in scope are held in the environment ∆.

ppλx.e0q e1q
β
; pe0tx :“ e1uq

pf “ eq P ∆

f
“f
; e plet x “ e0 in e1 q

β
; pe0tx :“ e1uq

e0
r
; e1

0

pe0 e1q
r
; pe1

0 e1q

pi “ c x1 . . . xn

pcase pc e1 . . . enq of p1 : e1

1| . . . |pk : e1

kq
κ
; peitx1 :“ e1, . . . , xn :“ enuq

e0
r
; e1

0

pcase e0 of p1 : e1| . . . pk : ekq
r
; pcase e1

0 of p1 : e1| . . . pk : ekq

Fig. 3. One-Step Reduction Relation

We use the notation e
r
; if the expression e reduces, e ò if e diverges, e ó if e converges and e ó v if e

evaluates to the value v. These are defined as follows, where
r
;

˚
denotes the reflexive transitive closure of

r
;:

e
r
;, iff De1.e

r
; e1 e ó, iff Dv.e ó v

e ó v, iff e
r
;

˚
v ^ pv

r
;q e ò, iff @e1.e

r
;

˚
e1 ñ e1 r

;

Definition 4 (Contextual Equivalence). Contextual equivalence, denoted by », equates two expressions if
and only if they exhibit the same termination behaviour in all closing contexts i.e. e1 » e2 iff @C . Cre1s ó iff
Cre2s ó .

3 Bisimulation

We first give standard definitions of labelled transition system and weak bisimulation, and then show how they
can be used to describe runtime states of a functional program.

Definition 5 (Labelled Transition System). A labelled transition system (LTS for short) is a tuple Σ “
pS, sinit, δ, Actq where:

– S is the set of states.
– sinit P S is the start state.
– the set of actions α P Act include the silent transition τ .
– transition relation δ Ď S ˆActˆ S relates pairs of states by actions.
– Notation: as usual, write s

α
ÝÑ s1 in place of ps, α, s1q P δ. We denote the set of all non-silent transitions

from state s by s Ñ pα1, s1q . . . pαn, snq (a simpler notation than the multilevel ts
α1ÝÑ s1, . . . , s

αnÝÝÑ snu or
highly-parenthesized tps, α1, s1q, . . . , ps, αn, snqqu.)
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We write sñ s1 iff there is a (possibly empty) sequence of silent transitions leading from s to s1. For each action

α, we write s1
α
ùñ s2 iff there are s1

1
and s1

2
such that s1 ñ s1

1

α
ÝÑ s1

2
ñ s2.

Definition 6 (Rooted Weak Simulation). A binary relation R Ď S1 ˆ S2 is a rooted weak simulation of
labelled transition system Σ1 “ pS1, sinit1, δ1, Act1q by Σ2 “ pS2, sinit2, δ2, Act2q if psinit1, sinit2q P R, and for
every pair ps1, s2q P R:

@α P Act1, s
1
1
P S1 . if ps1

α
ÝÑ s1

1
q P δ1 then Ds1

2
. ps2

α
ùñ s1

2
q P δ2 ^ ps

1
1
, s1

2
q P R

Definition 7 (Rooted Weak Bisimulation). A rooted weak bisimulation is a binary relation R, where both
R and its inverse R´1 are rooted weak simulations.

Lemma 1 (Rooted Weak Bisimilarity). If there exists any rooted weak bisimulation R between labelled
transition systems Σ1 and Σ2, then there exists a unique maximal one, henceforth denoted by „. A notation:
we also write s1 „ s2 in place of ps1, s2q P „.

In the spirit of Gordon [5] we now define a particular labelled transition system that characterises the
immediate observations that can be made on expressions to determine their observational equivalence. We
extend [5] by allowing free variables in expressions and thus also in actions. Observational equivalence will
therefore require that the free variables in actions match up (bound variables must also match up, but this can
be done by renaming).

Definition 8 (Driven LTS). Fig. 4 defines Drress “ pS, e,Ñ, Acteq to be the driven LTS associated with
program e. Here,

– Acte is a set of actions with possible forms: v, c, @, λv, #i, case, p and τ .

An action may be: v, a variable; c, a constructor; @, a function application; #i, the ith argument in
an application; λv, an abstraction over variable v; case, a case selector; or p, a case branch pattern.
Bound variables may have been renamed to avoid name clashes.

– S Ď pExpYt0uq and Ñ Ď ExpˆActe ˆ pExpY t0uq are the smallest sets such that e0 P S and Ñ satisfies
Fig. 4. (Note that e

α
ÝÑ e1 means pe, α, e1q P Ñ. When convenient we use the compact transition notation of

Definition 5.)

0 corresponds to a state from which there are no transitions; transitions labelled with a variable or a
constructor will lead into this state.

Note on rules 2, 3c, 4b: function unfolding, β-reduction and constructor elimination are not relevant to the
observational equivalence of original and transformed programs. Thus they are represented by the silent tran-
sition τ , and weak bisimulation is appropriate for comparing program behaviour. All function applications are
removed by driving, so no @ actions will appear in the driven LTS; these actions are only introduced as a result
of generalization, described later.

Example 2. A portion of the driven LTS Drress constructed for the program in Fig. 2 is shown in Fig. 5. Functions
plus and square are treated as free variables.

A central property: the weak bisimilarity relation „ between Drress and Drre1ss is a congruence, and coincides
with contextual equivalence.

Theorem 1 (Congruence). @C . e „ e1 ñ Cres „ Cre1s

Proof. Similar to that of Howe [8]; not given here due to space constraints.

Theorem 2 (Operational Extensionality). » “ „

Proof. The proof that „ Ď » follows from the congruence of „. The reverse inclusion follows by co-induction
after showing that » is a bisimulation on Drress.
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1. Root and branch growth: e0 P S . If e P S and e
α

ÝÑ e1 then e1 P S .

2. Functions: If f P S and pf “ eq P ∆ then f
τ

ÝÑ e

3. Applications:

(a) If e “ x e1 . . . en P S then e Ñ px,0qp#1, e1q . . . p#n, enq
(b) If e “ c e1 . . . en P S then e Ñ pc,0qp#1, e1q . . . p#n, enq

(c) If e “ pλx.e0q e1 P S then e
τ

ÝÑ e0tx :“ e1u

(d) If e “ e0 e1 P S and e0 Ñ pcase, e1

0qpp1

1, e
1

1q . . . pp1

n, e
1

nq then
e Ñ pcase, e1

0qpp1

1, e
1

1 e1q . . . pp1

n, e
1

n e1q

(e) Otherwise, if e “ e0 e1 P S and e0
τ

ÝÑ e1

0 then e0 e1
τ

ÝÑ e1

0 e1

4. case: If S Q e “ pcase e0 of p1 ñ e 1

1 | ¨ ¨ ¨ | pk ñ e 1

k q then

(a) If e0 “ x e1 . . . en and e1

i “ e2

i tx1 :“ e0u then
e Ñ pcase, e0qpp1, e

2

1tx1 :“ p1uq . . . ppk, e
2

ktx1 :“ pkuq

(b) If e0 “ c e1 . . . en and pi “ c x1 . . . xn then e
τ

ÝÑ eitx1 :“ e1, . . . , xn :“ enu

(c) If e0 Ñ pcase, e1

0qpp1

1, e
1

1q . . . pp1

n, e
1

nq then
e Ñ pcase, e1

0qpp1

1, case e1

1 of p1 ñ e1| . . . |pk ñ ekq
. . . pp1

n, case e1

n of p1 ñ e1| . . . |pk ñ ekq

(d) Otherwise, if e0
τ

ÝÑ e1

0 then e
τ

ÝÑ pcase e 1

0 of p1 ñ e 1

1 | ¨ ¨ ¨ | pk ñ e 1

k q

5. λ-abstraction: If λx.e P S then λx.e
λx

ÝÝÑ e

Fig. 4. The Driven Labelled Transition System Drress

4 Positive Supercompilation

The positive supercompilation algorithm computes T rress “ FrrGrrDrressssss. We show correctness of the more
powerful distillation algorithm [6] in a future paper.

PGM LTS
D

LTS‚F

G

C

Given a program e P PGM, the driving rules D of Fig. 4 are applied, beginning with the root e, to construct the
labelled transition system Drress. Although Drress can be infinite in general, our unfold/fold program transformer
will traverse only finite portions by working lazily from the root. If a danger of infinite unfolding is detected
(“the whistle is blown”), then generalization rules G are applied to transform the current labelled transition
system into a new version without local danger of infinite unfolding. Overall, the effect is to transform Drress
into an LTS GrrDrressss that has only a finite number of different expressions on any path from its root (MVR,
i.e., modulo variable renaming).

Finally, folding rules F are applied to this generalized LTS to produce a folded labelled transition system (a
so-called LTS‚) that contains only a finite number of states. A residual program can be constructed from this
finite folded labelled transition system using the C rules defined in Section C. Its syntax and efficiency may be
substantially different from those of the original program.
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sum psquares xsq

pλxs.sum1 xs Zeroq psquares xsq

τ

: sum1 psquares xsq Zero

τ

pλxs.λa.case xs of . . .q psquares xsq Zero

τ

pλa.case psquares xsq of . . .q Zero

τ

case psquares xsq of . . .

τ

case ppλxs.case xs of . . .q xsq of . . .

τ

case pcase xs of . . .q of . . .

τ

xs

case

case rs of . . .

rs

Zero

τ

0

Zero

case ppsquare x1q : psquares xs1qq of . . .

x1 : xs1

; sum1 psquares xs1q pplus Zero psquare x1qq

τ

τ

. . .

Fig. 5. Portion of the infinite LTS Drress resulting from Driving sum psquares xsq

4.1 Generalization

A suitable homeomorphic embedding relation À is defined in Appendix A, analogous to Sørensen’s [16] but
adapted to our language. Its essential property:

Lemma 2. There exists a computable partial order À on Exp such that in any infinite sequence of expressions
e0, e1, . . . there exists some i ă j where ei À ej.

By Lemma 2, if the set of paths from the root of Drress is infinite, an instance of homeomorphic embedding will
occur, and can be computably detected while constructing Drress. Generalization is performed while traversing
Drress from its root. If “the whistle blows,” a state that is a homeomorphic embedding of one of its ancestors
will be generalized.

The first transformation step is to build from Drress a computationally equivalent new LTS with generaliza-
tions added by the insertion of @ transitions, representing the application of a generalized expression to the
sub-terms which have been extracted from it. This generalization is sufficient to ensure that the only homeomor-
phic embeddings that remain are also renamings. Generalization by the insertion of @ transitions is performed
by the abstract operation, defined in Appendix B. Adequacy is expressed by the following result:
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Lemma 3 (Abstraction Lemma). If e1 À e and e1 ı e (MVR), then there exists an expression e2 “

abstractpe, e1q “ pλx1 . . . xn.e0q e1 . . . en such that e2 β˚

; e and, for i “ 0, 1, . . . , n, e Â ei.

This is equivalent to replacing e by let x1 “ e1 , . . . , xn “ en in e0 (an idea from Turchin [17]). The node e

in the LTS is therefore replaced by the following:

e2 Ñ p@, λx1 . . . xn.e0qp#1, e1q . . . p#n, enq

Such generalized expressions are not further reduced by driving; driving is applied only to their sub-expressions
ei. Replacements (such as e by e2) are repeated until the LTS converges to a version in which the only homeo-
morphic embeddings along any path from the root of Drre1ss are also renamings. This process terminates since
each ei is smaller than e. By König’s Lemma, once it does terminate, the resulting LTS will have a finite set of
nodes.

We will prove Lemma 2 and Lemma 3 in Appendices A and B, so these transformations are correct within
the bisimulation framework.

Example 3. We generalize the labelled transition system in Fig. 5. Consider

e: “ sum1 psquares xsq Zero

(the expression at node :). Now e: is homeomorphically embedded in expression

e; “ sum1 psquares xs1q pplus Zero psquare x1qq

at node ;, i.e., e: À e;. Thus we generalize e; with respect to e: to give:

e2 “ pλv.sum1 psquares xs1q vq pplus Zero psquare x1qq

Edges e2 Ñ p@, λv.sum1 psquares xs1q vqp#1, plus Zero psquare x1qq are added; and these subexpression
are then further driven and generalized. The portion of the resulting LTS rooted at e2 is shown in Fig. 6.

Definition 9 (Generalization Algorithm). Here e, s range over expressions.

Grress “ G1rresstu

If e
τ
Ñ e1 then

G1rress ρ “

$

’

’

’

’

’

’

’

’

&

’

’

’

’

’

’

’

’

%

e
τ
Ñ e1, if De2 P ρ . e2 ” e (MVR)

pe0 e1 . . . enq Ñ p@, e1
0
qp#1, e1

1
q . . . p#n, e1

nq, if De
2 P ρ . e2 À e

where e0 e1 . . . en “ abstractpe, e2q
@i P t0 . . . nu . e1

i “ G1rrDrreissss ρ

e
τ
Ñ G1rre1ss pρY teuq, otherwise

If eÑ pα1, e1q . . . pαn, enq then
G1rress ρ “ eÑ pα1,G

1rre1ss ρq . . . pαn,G
1rrenss ρq

Style explanation in Definition 9:

– G,G1 each transform a rooted input LTS into a rooted output LTS.
– The algorithm constructs the transitions in the output LTS.
– Starting at the root e of the input LTS, G1 inspects the transitions from e.
– When G1 calls itself recursively, the output LTS includes the union of the output LTS’s resulting from the

recursive calls.

Content explanation in Definition 9:

– Transformation of the labelled transition system Drress begins at the root e.
– The set ρ is always a “history”: the set of expressions from which silent transitions have been taken since

traversing the root.
– To start, Grress calls G1rress with an empty history.
– For any expression e from which a silent transition issues:

‚ G terminates if the source expression has already been seen (MVR)
‚ if some ancestor e1 is embedded in e then generalization is done; and the resulting expression components
are driven and generalized further

– otherwise, G recursively processes all the children of expression e
– It suffices to do the embedding check only at silent transitions, since any infinite transition sequence would

contain infinitely many silent transitions.
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pλv.sum1 psquares xs1q vq pplus Zero psquare x1qq

plus Zero psquare x1q

#1

0

plus

Zero

#1

0

Zero

square x1

#2

0

square

x1

#1

0

x1

λv.sum1 psquares xs1q v

@

:: sum1 psquares xs1q v

λv

pλxs.λa.case xs of . . .q psquares xs1q v

τ

pλa.case psquares xs1q of . . .q v

τ

case psquares xs1q of . . .

τ

case ppλxs.case xs of . . .q xs1q of . . .

τ

case pcase xs1 of . . .q of . . .

τ

xs1

case

case rs of . . .

rs

v

τ

0

v

case ppsquare x2q : psquares xs2qq of . . .

x2 : xs2

pλv1.sum1 psquares xs2q v1q pplus v psquare x2qq

τ

plus v psquare x2q

#1

λv1.sum1 psquares xs2q v1

@

;; sum1 psquares xs2q v1

λv1

Fig. 6. Portion of LTS GrrDrressss resulting from Generalizing Drress

4.2 Folding

Let Σ “ GrrDrressss be the labelled transition system resulting from driving and generalization. The next step
is to construct a bisimilar LTS Σ‚ that has only a finite number of states in all. (Relatively easy to do, after
generalization has done the hard work!) We adapt the classical folding technique to labelled transition systems.

First, extend the definition of LTS by allowing fold transitions of the form e
θ
Ñ e1. Here e is an expression, e1 is

one of its ancestors in Σ, and θ is a renaming such that e ” e1 θ.

Definition 10 (Folded LTS). A folded LTS has form Σ‚ “ pS, einit,Ñ
‚, Act‚q where

Act‚ “ Acte Y t θ | θ is a renaming u

A folded transition e
θ
Ñ e1 will generate a call to a residual function in the program output that supercompilation

produces, see Appendix C.
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4.3 The Folding Transformation

Definition 11 (Folding Algorithm). This takes Σ into Σ‚. The structure is similar to G (but simpler). We
write Ñ for both input and output transitions.

Frress “ F 1rresstu

If e
τ
Ñ e1 then

F 1rress ρ “

#

e
θ
Ñ e2, if De2 P ρ . e2 ” e (MVR) ^ e2 ” eθ

e
τ
Ñ F 1rre1ss pρY teuq, otherwise

If eÑ pα1, e1q . . . pαn, enq then
F 1rress ρ “ eÑ pα1,F

1rre1ss ρq . . . pαn,F
1rrenss ρq

Within these rules, ρ is the set of previously encountered expressions. If an expression is encountered that is
a renaming of one of them, then folding is performed. Since any infinite transition sequence has infinitely many
silent transitions, the renaming check is only done at silent transitions.

The result of the above steps will be a labelled transition system Σ‚ with folding. We need to show that the
LTS for the original program is equivalent to the labelled transformation system with folding resulting from its
transformation. First, a couple of definitions are needed.

Definition 12 (Folded Weak Simulation). Binary relation R Ď Expˆ Exp is a folded weak simulation of
folded LTS Σ1 “ pExp, einit1, δ1, Act

‚q by folded LTS Σ2 “ pExp, einit2, δ2, Act
‚q if peinit1, einit2q P R, and for

every pe1, e2q P R:

paq @e1
1
P Exp @α P Acte . If pe1

α
ÝÑ e1

1
q P δ1 then Dpe2

α
ùñ e1

2
q P δ2 . pe1

1
, e1

2
q P R

pbq @e1
1
P Exp @θ . If pe1

θ
ÝÑ e1

1
q P δ1 then pe1

1
, e2θq P R

Definition 13 (Folded Weak Bisimulation). A folded weak bisimulation is a binary relation R, where both
R and its inverse R´1 are folded weak simulations.

Theorem 3 (Correctness of Folding). There is a folded weak bisimulation R between Σ and FrrΣss.

Proof. Proof is by induction on length of paths from the roots of Σ and FrrΣss.

Example 4. Applying the folding pass to the labelled transition system in Fig. 6, the expression e;; at node ;;
is a renaming of expression at node e::. Expression

e;; “ sum1 psquares xs2q v1

is therefore folded into node e::, with the renaming txs1 :“ xs2, v :“ v1u.

The program of Fig. 7 is constructed from this labelled transition system with folding, using the rules shown
in Appendix C.

case xs of

rs ñ Zero

| x 1 : xs 1 ñ f xs 1 pplus Zero psquare x 1qq
where

f “ λxs 1.λv .case xs 1 of

rs ñ v

| x2 : xs2 ñ f xs2 pplus v psquare x2qq

Fig. 7. Supercompiled Example Program: Sum of Squares
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5 Conclusion and Related Work

In this paper, we have described a new approach to proving the correctness of unfold/fold transformations.
We have defined a labelled transition system semantics for programs to represent their behaviour and a weak
bisimulation relation between these LTSs to show their observational equivalence. We then proved that this
weak bisimulation implies contextual equivalence. We argue that this approach makes it easier to prove the
correctness of unfold/fold transformations as folds can be seen in the context of corresponding unfolds, and
correctness is also decoupled from efficiency concerns.

The seminal work in the area of proving the correctness of unfold/fold program transformations is Sands’
theory of local improvement [14]. Using this approach, the correctness of program transformations is linked
to showing the improvement in efficiency of local transformations. However, this is complicated by the use of
folding, which causes a loss of efficiency locally, but not globally if it is always done in conjunction with a
corresponding unfold. Also, tying the correctness of transformations to an improvement in efficiency restricts
this approach to particular program semantics and transformation techniques.

Bisimilarity has been applied to functional programming languages before, notably by Abramsky in his
study of applicative bisimulation and the lazy λ-calculus [1], and by Howe who developed a powerful method
for showing that bisimilarity is a congruence [8]. Both showed that their definitions of bisimilarity are equal
to contextual equivalence (operational extensionality). A labelled transition system semantics was first defined
directly for a functional language by Gordon [5]. This simplified the definition of bisimulation and allowed
a lot of the techniques used for process algebras to be applied to functional languages. We have extended
Gordon’s LTS semantics to incorporate additional language constructs and also to allow terms that contain
free variables. Bisimulation has previously been used to prove the correctness of program transformations for
imperative languages, which lend themselves more naturally to a labelled transition system semantics [11]. The
focus of all the previous work on applying bisimulation techniques to functional programs was not on proving
the correctness of program transformations. In this paper, we show how a slight modification to the definition
of bisimulation allows it to be applied to the results of unfold/fold program transformations, thus giving us a
straightforward technique for proving their correctness.
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A Homeomorphic Embedding for Supercompilation

Generalization is performed when an expression is encountered that is an embedding of a previously encountered
one. This is done by homeomorphic embedding, which we denote using À. The homeomorphic embedding relation
was derived from results by Higman [7] and Kruskal [10] and was defined within term rewriting systems [4] for
detecting the possible divergence of the term rewriting process. Variants of this relation have been used to
ensure termination within positive supercompilation [15], partial evaluation [13] and partial deduction [2, 12].

Definition 14 (Well-Quasi Order). A well-quasi order on a set S is a reflexive, transitive relation ďS such
that for any infinite sequence s1, s2, . . . of elements from S there are numbers i, j with i ă j and si ďS sj .

This ensures that in any infinite sequence of expressions e0, e1, . . . there definitely exists some i ă j where
ei À ej , so an embedding must eventually be encountered and transformation will not continue indefinitely.

Definition 15 (Embedding of Expressions). To define our homeomorphic embedding relation on expres-
sions À, we first define a relation Ĳ that requires that all of the free variables within the two expressions match
up as follows:

e1 ’ e2
e1 Ĳ e2

e1 Ÿ e2
e1 Ĳ e2

v ’ v f ’ f

@i P t1 . . . nu.ei Ĳ e1
i

pc e1 . . . enq ’ pc e1
1
. . . e1

nq

Di P t1 . . . nu.e Ĳ ei

e Ÿ pc e1 . . . enq

e Ĳ pe1tx1 :“ xuq

λx.e ’ λx1.e1

e Ĳ e1

e Ÿ λx.e1

e0 ’ e1
0

e1 Ĳ e1
1

pe0 e1q ’ pe1
0
e1
1
q

Di P t0, 1u.e Ĳ ei

e Ÿ pe0 e1
1
q

e0 Ĳ e1
0
@i P t1 . . . nu.Dθi.pi ” pp

1
i θiq ^ ei Ĳ pe

1
i θiq

pcase e0 of p1 : e1| . . . |pn : enq ’ pcase e1
0
of p1

1
: e1

1
| . . . |p1

n : e1
nq

Di P t0 . . . nu.e Ĳ ei

e Ÿ pcase e0 of p1 : e1| . . . |pn : enq

An expression is embedded within another by this relation if either diving (denoted by Ÿ) or coupling (denoted by
’) can be performed. Diving occurs when an expression is embedded in a sub-expression of another expression,
and coupling occurs when two expressions have the same top-level construct and all the corresponding sub-
expressions of the two constructs are embedded. Our version of this embedding relation extends previous versions
to handle λ-abstractions and case expressions that contain bound variables. (In these instances, the bound
variables within the two expressions must also match up.) The homeomorphic embedding relation À can now
be defined as follows:

e1 À e2 iff De.e1 ” epMVRq ^ e ’ e2 ^ pe1
r
;q ô pe2

r
;q

A technical point: within this relation, the two expressions must be coupled, but there is no longer a requirement
that all of the free variables within the two expressions match up. Also, if one of the expressions can be reduced,
then the other expression can also be reduced by the same reduction rule. Generalizing only when two expressions
are coupled ensures that the result is not a variable, and there is no need for a split operation as used in [15].
It can be shown that the homeomorphic embedding relation is a well-quasi-order.

Lemma 2.
Proof. This is very similar to the proof of [4].
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B Generalization Algorithm for Supercompilation

Definition 16 (Generalization of Expressions). The generalization of two expressions e1 and e2 is a triple
peg, θ1, θ2q where θ1 and θ2 are substitutions such that egθ1 ” e1 and egθ2 ” e2. This generalization is defined
as follows:

px e1 . . . enq [ px e1
1
. . . e1

nq “ px e
g
1
. . . egn,

Ťn

i“1
θi,

Ťn

i“1
θ1
iq

where
@i P t1 . . . nu.pegi , θi, θ

1
iq “ ei [ e1

i

pc e1 . . . enq [ pc e1
1
. . . e1

nq “ pc e
g
1
. . . egn,

Ťn
i“1

θi,
Ťn

i“1
θ1
iq

where
@i P t1 . . . nu.pegi , θi, θ

1
iq “ ei [ e1

i

pf e1 . . . enq [ pf e1
1
. . . e1

nq “ pf e
g
1
. . . egn,

Ťn
i“1

θi,
Ťn

i“1
θ1
iq

where
@i P t1 . . . nu.pegi , θi, θ

1
iq “ ei [ e1

i

ppλx.e0q e1 . . . enq [ ppλx
1.e1

0
q e1

1
. . . e1

nq “ ppλx.eg
0
q eg

1
. . . egn,

Ťn

i“0
θi,

Ťn

i“0
θ1
iq

where
peg

0
, θ0, θ

1
0
q “ e0 [ pe

1
0
tx1 :“ xuq

@i P t1 . . . nu.pegi , θi, θ
1
iq “ ei [ e1

i

ppcase e0 of p1 : e1| . . . |pk : ekq ek`1 . . . enq [ ppcase e1
0
of p1

1
: e1

1
| . . . |p1

k : e1
kq e

1
k`1

. . . e1
nq

“ ppcase e
g
0
of p1 : eg

1
| . . . |pk : egkq e

g
k`1

. . . egn,
Ťn

i“0
θi,

Ťn
i“0

θ1
iq

where
@i P t0, k ` 1 . . . nu.pegi , θi, θ

1
iq “ ei [ e1

i

@i P t1 . . . ku.Dθi.pi ” pp
1
i θiq ^ pe

g
i , θi, θ

1
iq “ ei [ pe

1
i θiq

e[ e1 “ px, tx :“ eu, tx :“ e1uq in all other cases.

Within these rules, all forms of expression are represented as applications to a set of arguments (possibly
the empty set). If both expressions have the same top-level construct, this is made the top-level construct
of the resulting generalized expression, and the corresponding sub-expressions within the construct are then
generalized. Otherwise, both expressions are replaced by the same fresh variable. It is assumed that the new
variables introduced are all different and distinct from the original program variables. The following rewrite
rule:

pe, θ Y tx :“ e1, x1 :“ e1u, θ1 Y tx :“ e2, x1 :“ e2uq
ó

petx :“ x1u, θ Y tx1 :“ e1u, θ Y tx1 :“ e2uq

is exhaustively applied to the triple resulting from generalization to minimize the substitutions by identifying
common substitutions that were previously given different names.

We define an abstraction operation on expressions that extracts the sub-terms resulting from generalization.

Definition 17 (Abstraction Operation).

abstractpe, e1q “ pλx1 . . . xn.e0q e1 . . . en
where e[ e1 “ pe0, tx1 :“ e1, . . . , xn :“ enu, θq

The correctness of this transformation can be proved locally at each point where generalization takes place by
proving the following.

Theorem 4 (Correctness of Generalization).

@e, e1.abstractpe, e1q
β˚

; e.

Proof. Trivial. Proof of the “abstraction Lemma 3” is immediate from this.

C Residualization

Definition 18 (Residual Program Construction). A residual program can be constructed from a labelled
transition system with folding using the rules C as shown in Figure 8. Here ε is a “function environment”,
containing the definitions of the functions that appear in the residual program.

Within these rules, the parameter ε contains the set of new function calls which have been created, and
associates them with the expressions they replace. On encountering a renaming of one of these associated
expressions, it is also replaced by an appropriate call of the corresponding function.
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Crress “ C
1rress tu

If e Ñ px , 0qp#1 , e1 q . . . p#n, enq then
C

1rress ε = x pC1rre1 ss εq . . . pC1rren ss εq
If e Ñ pc, 0qp#1 , e1 q . . . p#n, enq then

C
1rress ε = c pC1rre1 ss εq . . . pC1rren ss εq

If e Ñ pλx, e1q then
C

1rress ε = λx .pC1rre 1ss εq
If e Ñ pcase, e0 qpp1 , e1 q . . . ppn , enq then

C
1rress ε “ case pC1rre0 ss εq of p1 ñ pC1rre1 ss εq | ¨ ¨ ¨ | pn ñ pC1rren ss εq

If e Ñ p@, λx1 . . . xn .e0 qp#1 , e1 q . . . p#n, en q then
C

1rress ε “ pC1rre0 ss εqtx1 :“ pC1rre1 ss εq, . . . , xn :“ pC1rren ss εqu

If e
θ

Ñ e1 then
C

1rress ε = pf x1 . . . xn q θ, if pf x1 . . . xn “ e1q P ε

If e
τ

Ñ e1 then

C
1rress ε “

$

&

%

f x1. . . xn where f “ λx1 . . . xn.pC
1rre1ss pε Y tf x1 . . . xn “ euqq ,

if De2.e2 θ
Ñ e ^ tx1 . . . xnu “ fvpeq

C
1rre 1ss ε, otherwise

Fig. 8. Rules For Constructing Residual Programs
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Abstract. The paper presents a twofold verification system that aimes to be an open platform for exper-
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1 Introduction

Static source code analysis is a means of checking if certain properties hold for a program by analyzing a formal
representation of the program without executing it. Its primary benefits are omission of test data and test
environment, which are to be specifically developed for testing, and capability of exploring all possible program
paths, including those rare and badly reproducible when the program is tested dynamically.

However, application of static source code analysis has a number of limitations in practice. The primary
limitation is its runtime. Modern programs are quite large and complicated, which leads to implausibility
of a complete static analysis of industrially-large applications in any sensible timeframe, exhaustive dynamic
testing still being implausible as well though. In practice, this forces static analysis tools to deploy various
simplifications and heuristics of the program models analyzed, thus decreasing the quality of the analysis. The
key characteristics of the quality are frequencies of false positives and of false negatives. Based on anticipated
runtime and degree of simplification, we can separate “lightweight” and “heavyweight” approaches to static
verification.

Lightweight approaches aim at getting the result fast, with runtime comparable to that of compilation of
the application being analyzed. Such speed is achieved by applying various heuristics to dataflow analyses. It
eventually leads to reducing quality of the analysis by increasing both rate of false positives, and number of the
errors overlooked. The increased rate of false positives is the primary drawback, since the experience of practical
application of static analysis tools demonstrates that a high rate of false positive makes such tools dramatically
less effective. Nevertheless, lightweight approaches are well-developed nowadays, and are employed by a lot of
tools, which are involved in software development throughout the industry. The most successful commercial
tools include Coverity [1] and Klocwork Insight [2], academic ones include Svace [3], Saturn [4], FindBugs [5],
Splint [6] et. al.

Heavyweight approaches do not make runtime its primary objective, while they should keep it reasonably
small. This allows to utilize less heuristics during program interpretation, which leads to decreasing rate of false
positives, and to increasing the number of actual errors found. However, heavyweight approaches are barely used
today in analysis of non-academic applications. A lot of projects propose various implementations of different
heavyweight approaches, namely SLAM [7], BLAST [8], CPAchecker [9], CBMC [10], ARMC [11] et al. Still,
only one project, Microsoft SDV [12], has made its way to industrial use. SDV provides a comprehensive toolset
for heavyweight analysis of source code of device drivers of Microsoft Windows OS. These tools are used in
the process of device driver certification, and have been included in Microsoft Windows Driver Developer Kit
since 2006. Microsoft SDV proves heavyweight approaches capable of being employed in industrial projects.
However, Microsoft SDV is specifically tailored for analysis of device drivers of Microsoft Windows. Moreover,
it is a proprietary software, which prohibits its application to other domains or to experiments with different
static analysis algorithms outside Microsoft.

The other heavyweight static analysis tools are just used spottily, in very specific domains. No wonder that
there is no uniform domain for comparison of performance of various verification tools, let alone a domain based
on actively-developed industrial code base. The Linux Driver Verification (LDV) project [13–15] attempts to
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build such a platform for the verification tools – primarily, heavyweight – that can verify C programs; the
source code to analyze being based on real Linux device drivers. This article analyzes the requirements for the
architecture of such a platform, which should also serve as a verification system of industrial quality.

The article is organized like this. Section 2 devises the requirements for an open verification framework for
Linux device drivers, and is followed by comparison of existing heavyweight static analysis tools for Windows
and Linux OS in section 3. Section 4 contains an elaboration of the architecture proposed of LDV framework
and its components. Section 5 discusses a perspective to build an open benchmarking framework on top of the
LDV.

2 Requirements for an Open Verification Framework

One of the main goals of the LDV project is creating an open platform for experimenting with applications of
various methods (primarily, heavyweight) of static source code analysis to actively used programs. To achieve
this goal, the verification framework should provide convenient ways for integrating new tools and for comparison
of their efficiency under various settings. Target sources to verify are currently Linux device drivers; however,
the architecture should be capable to expand beyond this domain.

Linux device drivers is a promising target for heavyweight static analysis because:

– there is a lot of Linux device drivers, and the pace of development of the new ones only grows;

– most drivers are published as a source code, which is necessary for the majority of static analysis tools;

– the errors in drivers are critical, because the drivers run with the same privileges as the rest of the Linux
kernel;

– almost no use of floating point arithmetcs;

– rare use of recursive functions;

– source code of each particular driver is quite small.

At the same time, some of the facts about Linux kernel should be taken into account during the development
of the verification framework. First, Linux kernel is one of the most fast-paced software projects. Beginning with
kernel 2.6.30, which was released in the middle of 2009, about 9000 lines are added, 4500 lines are removed,
and 2000 lines are modified on average every day [16]. Up to 70% of Linux kernel source code belong to device
drivers, and more than 85% errors, which lead to hangs and crashes of the whole operating system (OS), are also
in the drivers’ sources [17, 18]. Nowadays it is not easy to maintain the safety of all the drivers manually, despite
quite a number of active developers (more than a thousand of people today [16]). The reason is that a lot of
source code lines (more than 13 million [16]) should satisfy a large set of correctness rules, which include generic
rules for C programs, and domain-specific rules that describe the correct way of interaction between the drivers
and the kernel interfaces. An important difference between Linux and the other OS is an explicitly declared
instability of interface between drivers and the kernel core, which is constantly improved and expanded. Thus,
new correctness rules appear, and the old are modified. As a result, Linux device drivers verification framework,
and particularly, its correction rules, should be capable to improve with the pace that fits that of the kernel
development.

The second goal of the LDV project is to develop a verification framework, which is ready for industrial use,
i.e. provides convenient interface, and requires a minimal involvement of users into the verification process. To
minimize the involvement the tools should automatically extract information on the structure of the drivers to
verify and on its compilation options out of the typical shipment of a driver’s source code. The tools should also
balance the number of dependencies of a driver and the amount of the source code to analyze, as it should not
be very high.

Another issue of decreasing human involvement is the absence of a conventional entry point (i.e. of a “main”
function) in device driver sources. Most heavyweight approaches require an entry point, as their task is to
explore all paths that start at it. So driver verification requires generation of an artificial entry point. We name
it “driver environment”, as it contains invocations of handlers (driver initialization, reading from a device file
handler, etc.), which are defined in the sources of drivers, and calls them the same way they are called during
interaction of the driver with its environment: the kernel core and devices.

By convenient interface we understand the convenience both of launching verification and analysis of its
results; the latter being even more important, as the analysis whether the errors found are real ones may require
considerable time of an experienced developer.
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3 Related Work

The most comprehensive tool is implemented in the aforementioned Microsoft SDV toolset [12]. The properties
of this framework include:

– For driver environment to be generated user is to annotate each handler function in the source code of the
driver with its role.

– The correctness rules to verify are formalized with SLIC [19], which defines the binding with the source code
with aid of aspect-oriented clauses that intercept kernel core function calls. As of today, about 200 rules are
formalized, and the research version of the toolset even supports adding new rules. Windows kernel, unlike
Linux, has a more stable interface, so the problem of ever-changing core interface is not of current concern.

– Two static source code verifiers are known to be supported by Microsoft SDV in research activities: SLAM
and Yogi [20]. There is no infrastructure to plug third-party verifiers in.

– Statistical data and thorough error traces are generated after verification results.

As for the Linux, there are several existing toolsets that use heavyweight static approach for Linux device
drivers verification: Avinux [21] and DDVerify [22].

The Avinux toolset’s features are:

– Driver’s sources are extracted by patching kernel’s build process. However, Avinux supports only work with
a single preprocessed source, and those drivers that consist of several files may only be verified after they
are assembled manually.

– To create driver environment, manual creation of a main function simulating the operating system’s use
of the driver and selection of relevant source code files are required. Based on this, however, the code to
initialize input parameters is generated automatically.

– Correctness rules are defined by aspect-oriented clauses similar to those of SLIC.

– An only static verifier, CBMC [10], is integrated into Avinux.

The DDVerify toolset’s features are as follows:

– The tool ignores kernel’s native makefiles, and uses its own instead. Therefore, it can not take into account
all the nuances of how kernel sources are built.

– Only three (out of several dozens) of environment patterns are implemented for automatic environment
generation.

– There is no infrastructure to separate definition of correctness rules and the implementation of the kernel
core infrastructure. Therefore the rules are imposed by severe modifications of kernel headers.

– Only two static verifiers are supported: CBMC [10] and SATABS [23].

This demonstrates that no toolset among those we have overviewed above fulfills all the goals we formu-
lated. Microsoft SDV is a proprietary tool that is applicable to Windows drivers verification; and it does not
support third-party verifiers. Avinux and DDVerify do not meet the requirements of large-scale industrial use:
Avinux requires manual annotation and manual merge of several .c files, and DDVerify requires severe manual
modifications to kernel’s build process, headers and model of the kernel core for each new kernel version. Figure
1 summarizes the comparison of compliance of the tools with the requirements we formulated.

4 LDV Architecture

The architecture of LDV was developed to meet the goals described above: provide a highly-automated in-
frastructure for verification of Linux device drivers, with capability of plugging in various heavyweight static
verification tools.

You can see the sketch of the architecture on the figure 2. The components of the LDV toolset are shown
in the middle. The arrows describe the data flow. On the left there are data supplied by user; they may also
supply additional verification engines by writing proper wrappers to them. The developers of LDV framework
ship a dozen of rule models and wrappers for two static verification tools. On the right the process of generation
of the final report is depicted.
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Requirement Microsoft SDV Avinux DDVerify

External rules + + ±
External verifiers – – –

Environment genera-
tion

By annotations Manual For 3 types of
drivers only

Native build process
support

+ Single-file drivers –

Tolerance to changes
of the kernel

Inapplicable + –

Automation of error
trace analysis

+ – –

Automation of com-
parative results anal-
ysis

– – –

Fig. 1. Compliance of the tools with the requirements to the open architecture

Linux Kernel

Driver

Rule Model

Build Cmd Extractor

Driver Environment Generator

Domain Specific C Verifier

Rule Instrumentor

Reachability C Verifier

LDV Core

Wrapper

BLAST

Wrapper

CPAchecker

Report

Kernel Manager

Verification engines

Verdict

Fig. 2. Components of the LDV architecture, input data and data flow
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4.1 Key Components

Verification process begins with launching LDV Core; at first it calls Kernel Manager that creates an instance
of a kernel supplied by user as an archive or as a git repository, and patches its build process. The kernels may
both be a source of driver sources themselves, or be used for external drivers to be compiled against.

Then drivers are compiled and Build Cmd Extractor reads the stream of compile and link commands, sources
and dependencies between source files yielded by the modified build process, and to select those relevant to the
drivers to verify. After extraction of the full command stream it is divided into several small parts, each being
relevant to one kernel module only. This is particularly important for analysis of drivers shipped with kernel,
as the kernel’s build subsystem does not separate them on its own.

Linux device driver usually consists of one or several kernel modules. They are not executed as usual pro-
grams, but rather they register in kernel core a set of event handlers and the kernel core calls them when
appropriate userspace or hardware requests occur. The purpose of Driver Environment Generator is to generate
one or more models for driver’s environment for each type of driver encountered: how the module’s loaded and
unloaded, and how the kernel core invokes its handlers. The model generated is printed as C’s main function,
which allocates the proper structures and calls the driver’s handlers.

Currently Driver Environment Generator can generate the following models:

1. A fixed sequence of handlers invocations.
2. A limited sequence of invocations of handlers in an arbitrary order.
3. Potentially infinite sequence of invocations of handlers in an arbitrary order.

Each model may include initialization of handler parameters and checking of preconditions and return values
of handler calls. Initialization of out-of-scope pointers and data structures in the environment is not supported
now, but may be done with external tools like DEC[24].

The Domain Specific C Verifier component provides an interface for verification of a C program against a
set of rules, which does not depend on how rules are formulated. Input of Domain Specific C Verifier is a set of
build commands with entry points of interest specified, and a set of rule model identifiers to verify against.

Rule Instrumentor is a component that weaves the formalized models of correctness rules into the source
code of a program, the resultant program being then verified by a static verification tool. Aside from build
commands and sources, Rule Instrumentor takes rule model identifier as an input. The interpretation of each
of these identifiers is stored in the rule database, which, basically, contains aspect files to apply to the source
code for certain models, and additional information for verification engines to interpret. The language of aspect
files resembles an aspect-oriented extension of C.

For example, consider the rule about using mutex-type objects in Linux kernel. These objects provide
exclusive access to sections of executable code. Thus retrying to acquire the current mutex will inevitably lead
to a deadlock-situation. Deadlocks should be avoided, hence the rule says that the mutex should not be locked
twice by the same process. To formalize it, in Aspect 1 we introduce the mutex state variable islocked and
the model function model mutex lock. The function checks the mutex state and if it is already locked then the
ERROR label indicates that the rule is violated. Otherwise, the function updates the mutex state. We omit
definition of model mutex unlock, which is similar to model mutex lock.

Aspect 1 – the model state and functions:
int islocked = UNLOCKED; // Initialization of model state
void model mutex lock() { // Definition of model function
if (islocked == LOCKED) // Checking the rule
ERROR: abort(); // Error state

islocked = LOCKED; // Modeling the behaviour
}
The second aspect defines points where we want to insert calls to model functions defined in Aspect 1.
Aspect 2 – connection of Aspect 1 with a source code:
before: call($ mutex lock(..)) { // Before each call to mutex lock
model mutex lock(); // Insert a call to the model function

}
The source code (drivers/pcmcia/cs.c):
...

// The call to extern void mutex lock(struct mutex *)

mutex lock(&socket mutex);

...
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As the result of instrumentation for the above original source code we get the source code where calls to
model functions are inserted before calls to original ones.

The instrumented source code:
...

// Calling auxiliary function

ldv mutex lock(&socket mutex);

...

// The definition of auxiliary function

void ldv mutex lock(struct mutex *arg) {
model mutex lock(); // Calling the model function

mutex lock(arg); // Calling original mutex lock

}
Note, that information that is specific to Linux device drivers verification is hidden inside model descriptions

in aspect files, while Domain Specific C Verifier component only operates with abstract identifiers of these
descriptions. Therefore, it is applicable to domains other than Linux drivers. For example, currently the rule
database contains a model suitable for usual C programs: no assertion should be failed. So Domain Specific C
Verifier may be run directly, without any wrapping LDV Core functionality, to verify a program against that
rule.

Reachability C Verifier component transforms the concrete verification task from internal LDV framework
format to the format specific to each verification tool. The component receives instrumented sources with entry
points specified and correctness rules instrumented, and invokes a user-defined wrapper around a verifier, which
should contain the following:

1. Invocation of the verifier itself (command line).
2. Invocation of preprocessors that simplify, or link input files together, or make another user-defined trans-

formations.
3. Interpretation of information about entry points and error labels for the verifier to understand.
4. Interpretation of hints from the model database, and of user-defined options.
5. Translation of analysis results (error trace, verdict) to a common notation.

Currently we implemented wrappers for BLAST and CPAchecker, which serve the aim of feature demon-
stration and testing.

Reachability C Verifier component receives C source code which can be compiled by GCC compiler, but a
wrapper may intentionally simplify the input source code for the verifier. For example, CPAchecker requires
that the input source code should be transformed with a special tool CIL[25].

A verifier reports one of the three verdicts: safe, unsafe or unknown. The verdict is safe if the verifier is
convinced that the rule is not violated. The verdict unsafe means that the rule is violated and in this case the
verifier provides the error trace which shows a path to an error label. The verdict unknown means that for some
reasons the verifier cannot decide whether the rule is violated.

The verdict reported by verifier is processed by all the components in the reverse order, each component
adding information about its own work to the report, finally forming the report about the whole verification
task originally launched.

Components communicate with a special command stream structure. In the beginning it is just a repre-
sentation of build commands (currently in XML notation), but as the work progresses it is modified by the
components. They can alter preprocessor options, add meta-information to commands, and even create modi-
fied copies of sources and substitute paths in the XML. All components have an established interface, and may
be substituted or reimplemented independently.

The inherent separation of major tasks, such as “verify all drivers for this kernel” into independent subtasks
(“verify one driver”) renders the parallelization of the work quite natural. The tools already support concurrent
work on a single machine, which is useful to occupy all the resources of a multi-core CPU, and the parallelization
in a cloud is currently being implemented.

4.2 User Interface

The user interacts with the LDV framework via the high-level command-line interface, which allows launching
verification of a set of drivers (either internal or external) against a set of kernels and rules. Unless an abnormal
exception occurred, it produces an archive that contains verification results, some information about the work
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of underlying components, error traces, and the source code required to demonstrate the errors found, if any.
After that, the archive can be uploaded to a database and used for further analysis.

Statistics Server is a component that implements a web interface on top of the database that facilitates
analysis of verification results. It provides statistics on:

– verification verdicts for all drivers verified;
– time spent for verification by each component;
– internal errors occured in verification tools and clusterized using a configurable knowledge base.

Another important feature of the Statistics Server is a comparison report for different verification tasks.
In particular, it is very useful as a convenient way for comparison of different verification tools and/or their
configurations. For instance, when we run an experiment with CPAchecker [9] to compare Single-Block Encoding
and Large-Block Encoding [26], Statistics Server allows us to immediately see all the differencies in details. On
the screenshot (figure 3) we may see that LBE configuration, otherwise superior (see improvements in the two
rightmost columns), demonstrated regressions on certain inputs (see circled regression for rule model nr. 68 1).

Fig. 3. Comparison of CPAchecker configurations with LDV analytical tools

Statistics Server is integrated with Error Trace Visualizer component that automates analysis of unsafe
verdicts helping either to find real errors in drivers or to identify a source of false positives. Error Trace Visualizer
gets error trace in common notation from a wrapper of a verification tool and presents it in convenient web
interface.

Error Trace Visualizer tries to bind the error trace description to the source code created by drivers devel-
opers and to Linux kernel core sources. So the component also displays source code files traversed in an error
trace, and establishes links from trace to them. To simplify the view Error Trace Visualizer removes auxiliary
constructions from error trace, hides most of the part of error trace that is not interesting for error analysis. For
visual purposes Error Trace Visualizer also uses different styles and colors for error trace constructions, source
code syntax highlighting. Almost all elements in error trace can be hidden and shown, either individually or as
a group.

The visualization components do not assume that the input programs are drivers and may be used for the
other domains as well.

4.3 Summary

In this section we presented an open framework which supports plugging in external verifiers by providing wrap-
pers. New verification rules may be added with the help of aspect-oriented language. Environment generation
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is fully automatic, so we can easily verify any number of drivers. To track changes in the kernel interface we
have a test suite which detects the changes, but the aspects which connect model functions with a source code
should be changed manually. The framework is integrated with kernel build process, so all necessary information
is extracted during the build. Special components are developed for error trace analysis and comparison of the
results.

5 Verification Tools Benchmarking

Seeking to build an open platform for experimentation with various verification techniques, LDV framework
provides a solid platform for benchmarking C verifiers as well.

– LDV defines an explicit and simple interface to plug in new verification tools.
– LDV provides convenient ways for comparison of different verification tools and/or their configurations.
– LDV enables verification of massive volume of uniform real-life industrial software code base.
– LDV contains a set of safety rules for Linux device drivers that are automatically transformed in conventional

reachability problem.
– LDV provides a tool to define and automatically apply new reachability and nonreachability rules to source

code of C programs.

At the same time, benchmarking assumes a permanent and representative set of data to be used for com-
parison of various C verification tools. At the moment, we do not have such set of data and careful selection of
the data is a topic for future work.

To demonstrate typical characteristics of C programs prepared by LDV framework for C verification tools,
let us consider an example of application a rule specifying correctness of locking and unlocking of mutexes to all
device drivers shipped as a module within the kernel of version 2.6.31.6. There are 2158 such drivers, but only
712 of them use mutexes. Below we consider nondegenerate drivers only in the driver environment: potentially
infinite sequence of invocations of handlers in an arbitrary order.

The drivers sources were analyzed with static verifier BLAST [8]. The tool tracked how many abstraction
refinements it performed, and how many predicates it devised from analyses of these traces with an interpolating
prover (analysis of one trace may contribute several predicates to the abstraction). We turned off all the heuristics
that could omit the refinement procedures that would otherwise be traversed during a cannonical CEGAR [27]
analysis. Each BLAST run was forcibly terminated after 10 minutes, and the results obtained are thus only a
lower-bound assessment of the actual driver attributes.

LOC bounds N CFG edges Trace length Refinements Predicates

from – to average avg max avg max avg max

0 – 1999 340 1356 853 6102 19 224 14 123

2000 – 3999 129 3073 1750 10997 36 372 26 215

4000 – 5999 57 4855 1993 7326 18 226 15 95

6000 – 7999 61 7396 5873 30531 16 95 17 143

8000 – 9999 29 8349 4708 13518 29 99 16 67

10000– 11999 35 14038 4161 8082 10 93 10 62

12000– 13999 11 10588 8365 12103 10 58 6 23

14000– 25208 50 18054 9396 18949 6 47 6 75

Fig. 4. Characteristics of C programs prepared by LDV framework for C verification tools (bucketed by Lines of Code)

You may see the attributes on figure 4. The drivers were separated into buckets, based on Lines of Code
in their .c files. For all drivers of each bucket, the following characteristics is obtained: total amount of verifier
launches (N); size of Control-Flow Graph (particularly, a number of edges in it); average and maximum of
maximal error trace size for each driver, the “size” being the number of minterms in the path formula; the
number of abstraction refinements (each refinement follows an error trace analysis); and the number of predicates
discovered before the verifier finished its work or was terminated.

The data above demonstrates that even a simple correctness rule requires a considerable amount of refinement
passes and supplies CEGAR with noticeable payload. However, the more careful selection of a smaller set of
the more complex drivers is yet to be made.
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There are other approaches for preparing benchmarks, for example, there are collections of small programs
addressing some verification challenges (like aliasing, side effects, control transfer etc.)[28]. LDV framework
is ready to verify programs which are not drivers, so the programs especially constructed to expose some
problematic features may also be included into the resulting benchmark. The purpose of using using drivers as
benchmark programs is to check whether a C verification tool is applicable for real-life industrial software code
base.

6 Conclusion

The paper presents an architecture of an open verification framework for Linux device drivers. The framework
is already useful for quality assurance of in-kernel device drivers. It has helped us find 25 unsafes in latest Linux
kernels, which were recognized as errors by kernel developers [29]. Besides being capable of finding errors the
framework could be used as a ground for experiments with application of various methods of static analysis to
actively developed industrial codebase. For that purpose the third-party verifiers may be plugged in and the
framework supply the users with analytical interfaces that ease the comparison of different verifiers and their
different configurations.

Primarily for benchmarking C verifiers we use drivers shipped within Linux kernel that allows to run verifiers
on millions lines of code in total. Thus the framework is useful to investigate characteristics of C verifiers on
the industrial workload. Also it can be used as a basis for creation targeted benchmarks covering selected sets
of C programs.
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Abstract. We attempt to put supercompilation in the context of works on counter systems, well-structured
transition systems, Petri nets, etc. Two classic versions of the supercompilation algorithm are formulated
for counter systems, using notions and notation adopted from the literature on transition systems.
A procedure to solve the coverability problem for a counter system by iterative application of a supercom-
piler to the system along with initial and target sets of states, is presented. Its correctness for monotonic
counter systems provided the target set is upward-closed and the initial set has a certain form, is proved.
The fact that a supercompiler can solve the coverability problem for a lot of practically interesting counter
systems has been discovered by A. Nemytykh and A. Lisitsa when they performed experiments on verifica-
tion of cache-coherence protocols and other models by means of the Refal supercompiler SCP4, and since
then theoretical explanation why this was so successful has been an open problem. Here the solution for
the monotonic counter systems is given.

Keywords: supercompilation, verification, reachability, coverability, well-structured transition systems,
counter systems.

1 Introduction

In this paper we formally explain why supercompilers (program transformers based on supercompilation by
Valentin Turchin [28] and its further development) are capable of solving the reachability and coverability
problems for monotonic counter systems where a set of target states is upward-closed and a set of initial states
has a certain form.

The idea of verification by supercompilation stems from the pioneering work by V. Turchin [27]. In case of
solving the reachability problem it sounds as follows. Let a program S encode a transition system S under study
in the source language of a supercompiler: in Refal for the Refal Supercompiler SCP4 [25] and in Java for the
Java Supercompiler JScp [11, 13]. To simulate a non-deterministic system the program S takes an additional
argument a, ‘actions’, a sequence (array) of integers used to select non-deterministic choices: each time a choice
is encountered the next integer i from a is used to select the i-th alternative. Given an initial state s, program
S(s, a) returns the final state s′ reachable by the transition system S with the use of ‘actions’ a. We want to
decide whether a set of target states U is reachable or not from a set of initial states I:

∃s ∈ I, a ∈ N∗ : S(s, a) ∈ U.

Let the sets of initial and target states I and U be given by programs I and U respectively, returning true
or false. Define a program P that tells whether the set U is unreachable1 from a state s belonging to the initial
set I with the use of actions a:

P (s, a) = if I(s) then ¬U(S(s, a)) else true.

A supercompiler Scp given a program P transforms it to an equivalent program P ′ referred to as a residual
one.

1. If P ′ has the form where the result false is found on one of the if branches from the top, e.g.,

P (s, a) = if C1(s, a) then if C2(s, a) then false else . . . else . . .

then we conclude U is reachable from I (provided the conditionals Ci are simple enough to evaluate whether
their conjunctions are inhibited or not). A counter-example, the values of s and a, can be found by analyzing
the sequence of tests Ci leading to false, e.g., C1(s, a) ∧ C2(s, a) in this example.

⋆ Supported by Russian Foundation for Basic Research project No. 09-01-00834-a.
1 By tradition of applications a target set U is considered as ‘bad’, ‘unsafe’ and the answer ‘Unreachable’ as positive.
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2. Alternatively, the code of the residual program P ′ contains no word false, only words true occur in the
places were the result is returned. Then we conclude that P (s, a) always returns true (when it terminates),
i.e., U is unreachable from I by the transition system.

3. In the general case, the code of P ′ contains both constants true and false, and we conclude nothing by its
inspection.

We have applied this approach to a specific class of programs that encode counter transition systems. To
explain the results, in this paper two classic versions of supercompilation algorithms are formulated directly for
counter systems, using notions and notation adopted from the literature on transition systems.

We have proved that for monotonic counter systems the case 3 can be avoided by the following iterative
procedure. Let Scpl be a supercompiler with a parameter l that prohibits generalization of non-negative integers
i < l. Apply Scp0 to a program that encodes a transition system. If the residual program is of the third form,
apply Scp1, and so on for l = 2, 3, . . . , until the residual program has the first or second form. In the first case
we conclude the transition system is ‘unsafe’ w.r.t. the sets I and U , and ‘safe’ in the second case.

The fact that this procedure terminates in practice was discovered by A. Nemytykh and A. Lisitsa when
they performed experiments on verification of cache-coherence protocols and other models by means of the Refal
supercompiler SCP4 [20–23]. It was a non-trivial guess by A. Nemytykh and A. Lisitsa that such a restriction
on generalization should be tried. To reproduce the results with the Java supercompiler JScp, the integer option
l to restrict generalization of integers has been added to JScp [13]. For our experiments [12, 13] the values l = 0
(no restriction on generalization of integers) and l = 1 (values 0 is never generalized) were sufficient. However,
the theoretical study presented below shows that in general case an arbitrary l may be needed.

The paper is organized as follows. In Section 2 we recall some known notions from the theory of transition
systems as well as give specific notions from supercompilation theory used in the algorithm presented in Section
3. Section 4 contains an outline of a correctness proof. In Section 5 we discuss related work, and in Section 6
conclude.

2 Basic Notions

2.1 Transition Systems

We use the common notions of transition system, monotonic transition system, well-structured transition system,
counter system and related ones.

A transition system S is a tuple ⟨S,⇒⟩ such that S is a possibly infinite set of states,⇒⊆ S×S a transition
relation.

A transition function Post(S, s) is used to denote the set {s′ | s⇒ s′} of one-step successors of s.2

Post∗(S, s) denotes the set {s′ | s ∗⇒ s′} of successors of s.
Reach(S, I) denotes the set

∪
s∈I Post

∗(S, s) of states reachable from a set of states I.
We say a transition system ⟨S,⇒⟩ is (quasi-, partially) ordered if some (quasi-,3 partial4) order 4 is defined

on its set of states S.
For a quasi-ordered set X, ↓X denotes {y | ∃x ∈ X : x < y}, the downward closure of X. ↑X denotes

{y | ∃x ∈ X : x 4 y}, the upward closure of X.

Definition 1 (Covering set). The covering set of S w.r.t. an initial set I, noted Cover(S, I), is the set
↓Reach(S, I), the downward closure of the set of states reachable from I.

Definition 2 (Coverability problem). The coverability problem for a transition system S, an initial set of
states I and an upward-closed target set of states U asks a question whether U is reachable from I: ∃s ∈ I, s′ ∈
U : s

∗⇒ s′.5

A quasi-order 4 is a well-quasi-order iff for every infinite sequence {xi} there are two positions i < j such
that xi 4 xj .

A transition system ⟨S,⇒⟩ equipped with a quasi-order 4 ⊆ S × S is said to be monotonic if for every

s1, s2, s3 ∈ S such that s1 ⇒ s2 and s1 4 s3 there exists s4 ∈ S such that s3
∗⇒ s4 and s2 4 s4.

2 For effectiveness, we assume the set of one-step successors is finite.
3 A quasi-order (preorder) is a reflexive and transitive relation.
4 A partial order is an antisymmetric quasi-order.
5 In other words, the coverability problem asks a question whether such a state r is reachable from I that ↓{r}∩U ̸= ∅,
where there is no requirement that the target set U is upward-closed.
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A transition system is called well-structured (WSTS) if it is equipped with a well-quasi-order 4 ⊆ S × S
and is monotonic w.r.t. this order.

Definition 3 (Counter system). A k-dimensional counter system S is a transition system ⟨S,⇒⟩ with states
S = Nk, k-tuples of non-negative integers. It is equipped with the component-wise partial order 4 on k-tuples of
integers:

s1 4 s2 iff ∀i ∈ [1, k] : s1(i) ≤ s2(i),
s1 ≺ s2 iff s1 4 s2 ∧ s1 ̸= s2.

Proposition 1. The component-wise order 4 of k-tuples of non-negative integers is a well-quasi order. A
counter system equipped with this order 4 is a well-structured transitions system.

2.2 Configurations

In supercompilation the term configuration denotes a representation of a set of states, while in Petri net and
transition system theories the same term stands for a ground state. In this paper the supercompilation termi-
nology is used. Our term configuration is equivalent to ω-configuration and ω-marking in Petri net theory.

The general rule of construction of the notion of a configuration in a supercompiler from that of the program
state in an interpreter is as follows: add configuration variables to the data domain and allow these to occur
anywhere where a ground value can occur. A configuration represents the set of states that can be obtained
by replacing configuration variables with all possible values. Thus the notion of a configuration implies a set
represented by some constructive means rather than an arbitrary set.

A state of a counter system is a k-tuple of integers. According to the rule, a configuration should be a
tuple of integers and configuration variables. For the purpose of this paper we use the single symbol ω for all
occurrences of variables and consider each occurrence of ω a different configuration variable.

So, in supercompilation of k-dimension counter systems configurations are k-tuples over N ∪ {ω}, and we
have the set of all configurations C = (N ∪ {ω})k.

A configuration c ∈ C represents a set of states noted [[c]]:

[[c]] = {⟨x1, . . . , xk⟩ | xi ∈ N if c(i) = ω, xi = c(i) otherwise, 1 ≤ i ≤ k}.

This notation agrees with that used in the Petri net and counter systems theories. Notice that by using one
symbol ω we cannot capture information about equal unknown values represented by repeated occurrences of a
variable. However, when supercompiling counter systems, repeated variables do not occur in practice, and such
simplified representation satisfies our needs.

We also use an extension of [[·]] to sets of configurations to denote all states represented by the configurations
from a set C: [[C]] =

∪
c∈C [[c]].

Definition 4 (Coverability set). A coverability set is a finite set of configurations C that represents the
covering set in the following way: ↓[[C]] = Cover(S, I).

Notice that if we could find a coverability set, we could solve the coverability problem by checking its
intersection with the target set U .

2.3 Residual Graph, Tree and Set

Definition 5 (Residual graph and residual set). Given a transition system S = ⟨S,⇒⟩ along with an
initial set I ⊆ S and a set C of configurations, a residual graph is a tuple T = ⟨N,B, n0, C⟩, where N is a
set of nodes, B ⊆ N × N a set of edges, n0 ∈ N a root node, C : N → C a labeling function of the nodes by
configurations, and

1. [[I]] ⊆ [[C(n0)]], and for every state s ∈ S reachable from I there exists a node n ∈ N such that s ∈ [[C(n)]],
and

2. for every node n ∈ N and states s, s′ such that s ∈ [[C(n)]] and s⇒ s′ there exists an edge ⟨n, n′⟩ ∈ B such
that s′ ∈ [[C(n′)]].

We call the set {C(n) | n ∈ N} of all configurations in the graph a residual set.
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Notice that a residual set is a representation of an over-approximation of the set of reachable states: ↓[[{C(n) |
n ∈ N}]] ⊇ Reach(S, I).

The term residual is borrowed from the supercompilation terminology, where the output of a supercompiler
is referred to as a residual graph and a residual program. In the literature on transition systems, the term
coverability set is used for a specific case of a residual set, where it is a precise representation of the covering
set Cover(S, I) = ↓Reach(S, I).

The value of these notions for our purpose is as follows. To solve the coverability problem it is sufficient to
find a coverability set among the residual sets: then we check whether all configurations in the set are disjoint
with the target set or not. Unfortunately, computing a coverability set is undecidable for counter systems of our
interest. Fortunately, this is not necessary. It is sufficient to built a sequence of residual sets with the property
that it contains a coverability set. Notice that we don’t know which one among the residual sets is a coverability
set, just know it exists in the sequence. This is the main idea of our algorithm and the ‘Expand, Enlarge and
Check’ (ECC) algorithmic schema of [6].

Notice that such procedure of solving the coverability problem does not use the edges of the residual graph,
and we can keep in B only those edges that are needed for the work of our versions of supercompilation
algorithms. Hence the definition of a residual tree:

Definition 6 (Residual tree). A residual tree is a spanning tree of a residual graph. The root of the tree is
the root node n0 of the graph.

2.4 Operations on Configurations

To define a supercompiler we need the transition function Post on states to be extended to the corresponding
function CPost on configurations. It is referred to as (one-step) driving in supercompilation and must meet the
following properties (where s ∈ S, c ∈ C):

1. CPost(S, s) = Post(S, s) — a configuration with ground values represents a singleton and its successor
configurations are respective singletons;

2. [[CPost(S, c)]] ⊇
∪
{Post(S, s) | s ∈ [[c]]} — the configurations returned by CPost over-approximate the set

of one-step successors. This is the soundness property of driving. The over-approximation suits well for
applications to program optimization, but for verification the result of CPost must be more precise. Hence
the next property:

3. [[CPost(S, c)]] ⊆ ↓
∪
{Post(S, s) | s ∈ [[c]]} — for solving the coverability problem it is sufficient to require

that configurations returned by CPost are subsets of the downward closure of the set of the successors.

For the practical counter systems we experimented with, the transition function Post is defined in form of
a finite set of partial functions taking the coordinates vi of the current state to the coordinates v′i of the next
state:

v′i = if Gi(v1, . . . , vk) then Ei(v1, . . . , vk), i ∈ [1, k],

where the ‘guards’ Gi are conjunctions of elementary predicates vj ≥ a and vj = a, and the arithmetic ex-
pressions Ei consist of operations x + y, x + a and x − a, where x and y are variables or expressions, a ∈ N a
constant.

The same partial functions define the transition function CPost on configurations, the operations on ground
data being generalized to the extended domain N ∪ {ω}: ∀a ∈ N : a < ω and ω + a = ω − a = ω + ω = ω.

2.5 Restricted Ordering of Configurations of Counter Systems

To control termination of supercompilers we use a restricted partial order on integers 4l parameterized by l ∈ N.
For a, b ∈ N ∪ {ω}, we have:

a 4l b iff l ≤ a ≤ b < ω.

This partial order makes two integers incompatible when one of them is less than l.6 The order is a well-
quasi-order.

6 Alternatively, for supercompiler ScpL (Algorithm 1), the following partial order can be used, where two integers are
incompatible when both are less than l:

a 4l b iff a ≤ b ∧ l ≤ b < ω
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Then the partial order on states and configurations of counter systems is the respective component-wise
comparison: for c1, c2 ∈ C = (N ∪ {ω})k,

c1 4l c2 iff ∀i ∈ [1, k] : c1(i) 4l c2(i).

This order is also a well-quasi-order. It may be regarded as a specific case of the homeomorphic embedding
of terms used in supercompilation to force termination. As we will see in the supercompilation algorithms below,
when two configurations c1 and c2 are met on a path such that c1 ≺l c2, ‘a whistle blows’ and generalization of
c1 and c2 is performed. Increasing parameter l prohibits generalization of small non-negative integers and makes
‘whistle’ to ‘blow’ later. When l = 0, the order is the standard component-wise well-quasi-order on tuples of
integers. When l = 1, value 0 does not compare with other positive integers and generalization of 0 is prohibited.
And so on.

2.6 Generalization

When the set of states represented by a configuration c is a subset of the set represented by a configuration g,
[[c]] ⊆ [[g]], we say the configuration g is more general than the configuration c, or g is a generalization of c. Let
⊑ denote a generalization relation ⊑∈ C × C: c ⊑ g iff [[c]] ⊆ [[g]], c @ g iff [[c]] ( [[g]].

We use a function Generalize : C × C → C to find a configuration g that is more general than two given ones.
Usually Generalize(c1, c2) returns the least general configuration, however this is not formally required for the
soundness and termination of supercompilation, as well as for the results of this paper, although it is usually
desirable for obtaining ‘better’ residual programs.

A natural requirement of generalization is its soundness: A generalization function Generalize is sound iff 7

∀c1, c2 ∈ C : ci ⊑ Generalize(c1, c2), i = 1, 2.

For termination of supercompilation generalization must meet additional requirements, the most important
being the upwards well-foundness of the generalization relation.8

The next question is how the generalization relation and the well-quasi-order that is used to catch the moment
when to force generalization, relate to each other. For simplification of the code and the termination proof of the
supercompiler ScpL with lower-node generalization (Algorithm 1 below), we require that the relations ‘disagree’:

Definition 7 (Disagreement). We say two relations ≺ and @ disagree if

a ≺ b implies a ̸@ b.

Now let us define a specific generalization function for configurations of counter systems. Function
Generalize(c1, c2) sets to ω those coordinates where configurations c1 and c2 differ:

Generalize(c1, c2) = c s.t. ∀i ∈ [1, k] : c(i) = c1(i) if c1(i) = c2(i), ω otherwise.

It is easy to see that the so defined Generalize is sound, well-founded and disagree with the well-quasi-orders
4l on (N ∪ {ω})k.

Notice that the function Generalize has no parameter l. However in the supercompilation algorithms below
it is called in cases where c1 ≺l c2. Hence generalization is not performed when one of the integers is less than l.

3 Algorithms

In this section we define two supercompilation algorithms for well-structured transition systems (WSTS) and
an algorithm for deciding the coverability problem for counter systems, a particular case of WSTS.

7 Actually, the soundness may be relaxed: for Algorithm 1 the generalization function must be sound w.r.t. the second
argument, and for Algorithm 2 w.r.t. the first one.

8 A relation @ is upwards well-founded iff each increasing chain a @ b @ c @ . . . has a finite number of elements.
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Algorithm 1: ScpL: Supercompilation of a quasi-ordered transition system with lower-node generalization.

Data: S a transition system
Data: I an initial configuration
Data: ≺ a quasi-order on configurations, a ‘whistle’
Result: T a residual tree

ScpL(S, I,≺)
T ← ⟨N,B, n0, C⟩ where N = {n0}, B = ∅, C(n0) = I, n0 a new node
T ← {n0}
while T ̸= ∅ do

select some node n ∈ T
T ← T \ {n}
if ∃n̄ ∈ N : C(n̄) ⊒ C(n) then — terminate the current path (1)

do nothing
else if ∃n̄ : B+(n̄, n) ∧ C(n̄) ≺ C(n) then — generalize on whistle (2)

n̄← some node such that B+(n̄, n) ∧ C(n̄) ≺ C(n)
C(n)← Generalize(C(n̄), C(n))
mark n̄ as generalized
T ← T ∪ {n}

else — unfold (drive) otherwise (3)
foreach c ∈ CPost(S, C(n)) do

n′ ← a new node
C(n′)← c
N ← N ∪ {n′}
B ← B ∪ {⟨n, n′⟩}
T ← T ∪ {n′}

return T

3.1 Supercompilation of Well-Structured Transitions Systems

Supercompilation is usually understood as an equivalence transformation of programs, transition systems, etc.,
from a source one to a residual one. However, for the purpose of this paper the supercompilation algorithms
presented here returns a part of information sufficient to extract the residual set of configurations rather than
a full representation of a residual transition system.

Two algorithms, Algorithm 1 ScpL and Algorithm 2 ScpU, have very much in common. They take a transition
system S, a quasi-order ≺ of the set of configurations and an initial configurations I, and return a residual tree,
which represents an over-approximation of the set of states reachable from initial configuration I. The order ≺
is a parameter that controls the execution of the algorithms, their termination and influences resulting residual
trees. If the order is a well-quasi-order the algorithms terminates for sure. Otherwise, in general, the algorithms
sometimes terminate and sometimes do not.

The residual trees are gradually constructed from the root node n0.
The nodes are labeled with configurations by a labeling function C : N → C, initially C(n0) = I.
Untreated leaves are kept in a set T (‘to treat’) in Algorithm 1 and in a stack T in Algorithm 2. The

first algorithm is non-deterministic and takes leaves from set T in arbitrary order. The second algorithm is
deterministic and takes leaves from stack T in FIFO order.9 The algorithms terminate when T = ∅ and T = ϵ
(the empty sequence) respectively.

At each step, one of three branches is executed, marked in comments as (1), (2) and (3).
Branches (1): if a configuration more general than the current one exists in the already constructed tree, the

current path is terminated and nothing is done.
Branches (3): if the conditions on branches (1) and (2) do not hold, a driving step is performed: the successors

of the current configuration are evaluated by the function CPost; for each new configuration a new node is created;
edges from the current node to the new ones are added to the tree and the new nodes are added to set (or
stack) T of untreated nodes.

9 Algorithm 2 ScpU is made deterministic to simplify the proofs of its termination and soundness. The proofs for the
non-deterministic case, where nodes are put to and taken from set T in the same way as in Algorithm 1 ScpL, would
involve additional subtle properties of the driving function CPost.
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Algorithm 2: ScpU: Supercompilation of a quasi-ordered transition system with upper-node generaliza-
tion.
Data: S a transition system
Data: I an initial configuration
Data: ≺ a quasi-order on configurations, a ‘whistle’
Result: T a residual tree

ScpU(S, I,≺)
T ← ⟨N,B, n0, C⟩ where N = [n0], B = ∅, C(n0) = I, n0 a new node
T ← [n0]
while T ̸= ϵ do

n← Last(T )
T ← T \ {n}
if ∃n̄ ∈ N : C(n̄) ⊒ C(n) then — terminate the current path (1)

do nothing
else if ∃n̄ : B+(n̄, n) ∧ C(n̄) ≺ C(n) then — generalize on whistle (2)

n̄← the highest node such that B+(n̄, n) ∧ C(n̄) ≺ C(n)
C(n̄)← Generalize(C(n̄), C(n))
mark n̄ as generalized
T ← RemoveSubtreeExceptRoot(n̄, T )
T ← T \ {n | B+(n̄, n)} — drop nodes lower than n̄
T ← Append(T, n̄)

else — unfold (drive) otherwise (3)
foreach c ∈ CPost(S, C(n)) do

n′ ← a new node
C(n′)← c
N ← N ∪ {n′}
B ← B ∪ {⟨n, n′⟩}
T ← Append(T, n′)

return T

Branches (2) check whether on the path to the current node n (call it lower) there exists a node n̄ (call it
upper) with the configuration C(n̄) which is less than the current one C(n), generalize the two configurations
and assign the generalized configuration to the lower node in Algorithm 1 ScpL and to the upper node in
Algorithm 2 ScpU. In the latter case the nodes below n̄ are deleted from the residual tree and from stack T of
untreated nodes. The nodes where generalization has been performed are marked as ‘generalized’. These marks
are used in the Algorithm 3.

3.2 Deciding the Coverability Problem for Counter Systems

Algorithm 3 Reachable(S, I, U) takes a counter system S, an initial configuration I and a target upward-closed
set U and iteratively applies supercompiler ScpL or ScpU with the well-quasi-order ≺l of counter configurations
with integer parameter l = 0, 1, 2, . . .

At each step the residual set is extracted form the residual tree produced by Scp(S, I,≺l) and assigned
to a variable Over . It is used as a representation of an over-approximation of the covering set: ↓[[Over ]] ⊇
Cover(S, I). Its part Under comprised of the configurations developed from the initial configuration without
generalization (all nodes on the path are not marked as ‘generalized’) represents an under-approximation:
↓[[Under ]] ⊆ Cover(S, I).

The approximations are used to check for reachability of the downward-closed target set U . If the over-
approximation [[Over ]] is disjoint with U , it is unreachable. If the under-approximation [[Under ]] intersects with
U , it is reachable.

Below we prove that for monotonic counter systems one of the cases eventually happens.

4 Correctness

It this section we give an outline of a proof of the algorithm correctness with more detail on evaluation of an
upper estimate of parameter l.
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Algorithm 3: A supercompilation-based algorithm to decide the coverability problem for monotonic
counter systems.

Data: S a counter system with the component-wise partial order ≺l

Data: I an initial configuration
Data: U an upward-closed target set
Result: Is U reachable from I?

Reachable(S, I, U)
for l = 0, 1, 2, . . . do
⟨N,B, n0, C⟩ ← Scp(S, I,≺l) — Scp = ScpL or ScpU
Over ← {C(n) | n ∈ N}
Under ← {C(n) | n ∈ N ∧ ∀n̄ s.t. B∗(n̄, n) : n̄ is not marked as generalized}
if [[Under ]] ∩ U ̸= ∅ then

return ‘Reachable’
else if [[Over ]] ∩ U = ∅ then

return ‘Unreachable’

We omit the proofs of soundness and termination of Algorithms 1 ScpL and 2 ScpU as they follow the
traditional supercompilation algorithms that can be found in the literature [14, 26, 28, 29]. Let us just state the
result:

Theorem 1 (Termination of supercompilation). Algorithms 1 ScpL and 2 ScpU given a well-quasi-ordered
transition system ⟨S,≺⟩ and an initial configuration I ∈ C terminate provided the generalization relation is well-
founded and, for Algorithm 1, the well-quasi-order and the generalization relation disagree.

For the purpose of solving the coverability problem, the soundness of supercompilation algorithms means
the covering set is covered by the residual set Over and under-approximated by its subset Under (see Algorithm
3):

↓[[Under ]] ⊆ Cover(S, I) ⊆ ↓[[Over ]].

Termination of Algorithm Reachable(S, I, U) is to be proved for two cases.

Case 1 (Reachable). If a finite path from the initial set I to the target set U exists, it will be eventually unrolled
without generalization with some value of parameter l. Hence,

Theorem 2 (Deciding reachability). For every counter system S equipped with the component-wise partial
order 4, for every initial configuration I and target set of states U such that Reach(S, I) ∩ U ̸= ∅, there exists
l ∈ N such that Algorithm 3 Reachable terminates and returns ‘Reachable’.

Case 2 (Unreachable). The case U = ∅ is trivial. Hence, U ̸= ∅ is assumed below.
We are to prove there exists an integer l ∈ N such that the over-approximation Over produced by

Scp(S, I,≺l) represents a proper coverability set: ↓[[Over ]] = Cover(S, I).
An upper estimate of l is a function of the covering set, based on the following lemma about generalization

of counter configurations: given a downward-closed set D ⊆ Nk, a ‘cover’, if a configuration belongs to the
cover then its generalizations also belong to the cover provided coordinates less than some integer l are not
generalized. (l depends on D.)

Lemma 1 (Restricted generalization preserves a cover). Given a set S = Nk with the component-wise
partial order 4, for every downward-closed set D = ↓D ⊆ S, there exists l ∈ N such that for all c, g ∈ C =
(N ∪ {ω})k :

[[c]] ⊆ D and c ⊑l g implies [[g]] ⊆ D.

Proof. Consider the non-trivial case where c ̸= g, c @l g.
Let U = D, the complement of the downward-closed set D. Set U is upward-closed. As the order 4 is

a well-quasi-order, there exists a finite set min(U) of minimal elements of U (a generator of U) such that
↑min(U) = U .

Let m be the maximum of the coordinates of the elements of min(U):

m = max
s∈min(U)

max
i∈[1,k]

s(i).

It can be proved that each l ≥ m satisfies the condition of the Lemma. ⊓⊔
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Corollary 1 (Restricted generalization preserves the covering set). For every counter system S and
initial configuration I, there exists l ∈ N such that for all configurations c, g ∈ C = (N ∪ {ω})k :

[[c]] ⊆ Cover(S, I) and c ⊑l g implies [[g]] ⊆ Cover(S, I).

Proof. Follows from Lemma 1 as Cover(S, I) is downward-closed. ⊓⊔
Notice that the monotonicity of the counter system has not been used yet. The next step is to prove that all

states reachable from configurations covered by the set of reachable states are covered by Cover(S, I) as well.
This time the monotonicity comes into play.

Lemma 2 (The covering set is closed under coverability). For every monotonic transition system S and
initial configuration I, for every configuration c ∈ C = (N ∪ {ω})k :

[[c]] ⊆ Cover(S, I) implies Cover(S, c) ⊆ Cover(S, I).

Proof. A consequence of monotonicity. This proposition is known in the literature, e.g., Lemma 2.2 in [5, page
182]. ⊓⊔
Corollary 2 (Restricted generalization preserves coverability). For every monotonic counter system S
and initial configuration I, there exists l ∈ N such that for all configurations c, g ∈ C :

[[c]] ⊆ Cover(S, I) and c ⊑l g implies Cover(S, g) ⊆ Cover(S, I).

Proof. Follows from Corollary 1 and Lemma 2. ⊓⊔
Lemma 3 (Eventually supercompiler produces a coverability set). For every monotonic counter system
S and initial configuration I, there exists l ∈ N such that the residual set Over produced by Scp(S, I,≺l) is a
coverability set, i.e.,

↓[[Over ]] = Cover(S, I).
Proof. Consider the value of l satisfying the condition of Lemma 1 and hence that of Corollaries 1 and 2. In
Algorithms 1 ScpL and 2 ScpU, each generalization restricted with this l extends the downward closure of the
set of the states reachable form the configurations collected so far, up to not more than the covering set. Hence,
the residual set obtained with this l is (representation of) a proper coverability set. ⊓⊔
Theorem 3 (Deciding unreachability). For every monotonic counter system S equipped with the
component-wise partial order 4, for every initial configuration I and upward-closed target set of states U such
that Reach(S, I) ∩ U = ∅, there exists l ∈ N such that Algorithm 3 Reachable terminates and returns ‘Unreach-
able’.

By conjunction of Theorems 2 and 3 we obtain the correctness of Algorithm 3 Reachable that solves the
coverability problem.

Remark that we don’t know in advance the value of the generalization parameter l where the supercompiler
solves the coverability problem. Even we cannot compute its upper estimate m, because the problem of finding a
coverability set for a monotonic counter system is undecidable (this follows from the results of [3]). Nevertheless,
we know that such l exists for any monotonic counter system with non-empty set of unreachable states. Only
when we are given an unreachable upward-closed set U , we can compute l, a lower estimate of m. That is why
the decidability of the coverability problem [1] does not contradict to the uncomputability of a coverability set.

5 Related Work

Supercompilation. This research originated from the experimental work by A. Nemytykh and A. Lisitsa on
verification of cache-coherence protocols and other models by means of the Refal supercompiler SCP4 [20–23]. It
came as a surprise that all of the considered correct models had been successfully verified rather than some of the
models had been verified while others had not, as is a common situation with supercompiler applications. It was
also unclear whether the evaluation of the heuristic parameter to control generalization of integers discovered by
A. Nemytykh could be automated. Since then the theoretical explanation of these facts was an open problem.

In invited talk [19] A. Lisitsa and A. Nemytykh reported that supercompilation with upper-node general-
ization and without the restriction of generalization (i.e., with l = 0) was capable of solving the coverability
problem for ordinary Petri nets, based on the model of supercompilation presented in their paper [23].

In this paper the problem has been solved for a larger class, and the sense of the generalization parameter
has been uncovered. However the problem to formally characterize some class of non-monotonic counter systems
verifiable by supercompilation, which the other part of the successful examples belongs to, remains open.
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Partial Deduction. Similar work to establish a link between algorithms in Petri net theory and program
specialization has been done in [8, 17, 18]. Especially close is the work [18] where a simplified version of partial
deduction is put into one-to-one correspondence with the Karp&Miller algorithm [9] to compute a coverability
tree of a Petri net. Here a Petri net is implemented as a (non-deterministic) logic program and partial deduction
is applied to produce a specialized program from which a coverability set can be directly obtained.

(Online) partial deduction and supercompilation has many things in common. The method of [18] can be
transferred from partial deduction to supercompilation, and our work is a step forward in the same direction
after [18].

Petri Nets and Transition Systems. Transition systems and their subclasses—Petri nets and counter
systems—have been under intensive study during last decades: [1, 2, 4–7, 9, 16], just to name a few. Supercom-
pilation resembles forward analysis algorithms proposed in the literature.

A recent achievement is an algorithmic schema referred to as ‘Expand, Enlarge and Check’ (ECC). In paper
[6] and in the PhD thesis by G. Geeraerts [5] a proof is given that any algorithm that fits ECC terminates on a
well-structured transition systems (WSTS) and an upper-closed target set and solves the coverability problem.

The presented algorithms fit the ECC schema, and could be proved correct by reduction to ECC. Never-
theless, the direct proof is much simpler and makes it easier to reveal particular conditions and dependencies
that are violated when one applies such an algorithm beyond its domain of correctness, e.g., for non-monotonic
counter systems.

Algorithm 1 ScpL can be seen as a further development of the classic Karp&Miller algorithm [9] to compute
a coverability set of a Petri net, and Algorithm 2 ScpU resembles the minimal coverability tree (MCT) algorithm
by A. Finkel [4] (in which an error has been found [7]) and later attempts to fix it [7, 24].10

6 Conclusion

Two supercompilation-based algorithms to solve the coverability problem for monotonic counter systems are
presented and proved correct.

Although the algorithms are rather short they present in a rudimentary form the main notions of supercom-
pilation: driving and configuration analysis of two kinds—with lower-node and upper-node generalization. The
algorithms may be regarded as semi-supercompilers: they build a set of residual configurations while a residual
code is not produced as not needed.

The correctness proof has refuted the hypothesis (expressed, e.g., in [13]) that the use of the ‘whistle’ (a rule
when to stop driving and generalize) based on homeomorphic embedding and propagation of restrictions on
integer variables of form x ≥ a were essential for solving the coverability problem. In fact, this problem can be
solved by a supercompiler with a weaker whistle: ‘generalize non-negative integers greater than a given value’.

Based on this observation, the algorithms can be further simplified. We elaborate on this in another paper
[10].

The presented method may be considered as an instance of multi-result supercompilation, the idea suggested
by I. Klyuchnikov and S. Romanenko in [15]. They have shown the usefulness of multi-result supercompilation
for proving the equivalence of expressions and in two-level supercompilation, while here a problem unsolvable
by plain supercompilation, but solvable by enumerating a potentially infinite set of supercompilation results
parameterized by an integer parameter of generalization, has been demonstrated.
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Multi-Result Supercompilation
as Branching Growth of the Penultimate Level

in Metasystem Transitions⋆

Ilya Klyuchnikov and Sergei Romanenko

Keldysh Institute of Applied Mathematics
Russian Academy of Sciences

Abstract. The paper deals with some aspects of metasystem transitions in the context of supercompila-
tion. We consider the manifestations of the law of branching growth of the penultimate level in the case of
higher-level supercompilation and argue that this law provides some useful hints regarding the ways of con-
structing metasystems by combining supercompilers. In particular we show the usefulness of multi-result
supercompilation for proving the equivalence of expressions and in two-level supercompilation.

1 Introduction

A supercompiler is a source-to-source program transformer 𝑆𝐶 based on supercompilation techniques [27,28,30],
which, given an input program 𝑝, generates a residual program 𝑝′ = 𝑆𝐶[[𝑝]]. Supercompilation is often seen as
a method of program optimization but also may be used for program analysis. Since our area of research is
program analysis by supercompilation, we assume all the supercompilers we deal with to strictly preserve the
semantics of programs.

The general concept of metasystem transition was put forward by V.F. Turchin in 1970-s [26, Chapter 3,
Section “The Metasystem Transition”]:

We shall call the system made up of control subsystem 𝑋 and the many homogeneous subsystems 𝐴1,
𝐴2, 𝐴3 . . . controlled by it a metasystem in relation to systems 𝐴1, 𝐴2, 𝐴3 . . . Therefore we shall call
the transition from one stage to the next the metasystem transition.

In particular, by treating supercompilation as an elementary operation, we can use supercompilers as building
blocks for constructing more complex systems [29,30], which may be considered as an instance of metasystem
transition.

There is no generally accepted term for systems built from supercompilers by metasystem transitions. Thus,
for lack of something better, we use the term “higher-level supercompilation”1.

Higher-level supercompilation is a new area of research whose potential is not fully realized, some aspects
being still poorly understood. The law of branching growth of the penultimate level is one of such aspects. Of
course, laws are called “laws”, because they manifest itself regardless of whether we are aware of them or not.
However, if a law is well understood, its intentional use often enables us to find more elegant and (conceptually)
simple solutions, as compared to those obtained by blind trial and error.

In the subsequent sections we consider how the law of branching growth of the penultimate level manifests
itself in higher-level supercompilation and how it can be used when constructing metasystems composed of a
number of supercompilers.

2 Diversity of Higher-Level Supercompilation

In the following, higher-level supercompilation is assumed to mean the construction of systems that use 𝑆𝐶,
the operation of supercompilation, as a primitive. Here are some examples of higher-level supercompilation:

– Self-application of a supercompiler [21], or, more generally, an application of supercompilers to supercom-
pilers [3] (also known as Futamura projections [2]). In this case an instance of a supercompiler, essentially,
controls the execution of another instance of the same supercompiler.

⋆ Supported by Russian Foundation for Basic Research project No. 09-01-00834-a.
1 A possible alternative could be “meta-supercompilation” or “metacomputation” (suggested by V.F. Turchin [30]).
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– Proving the equivalence of expressions by supercompilation [18,16]. In this case supercompilation is used as
a means of normalizing programs for further check for syntactic isomorphism.

– Two-level supercompilation [17], in which the “upper” supercompiler uses improvement lemmas proved by
the “lower” supercompiler.

– Distillation [4,6,5], which involves comparing recursive (supercompiled) representations of configurations,
instead of configurations (although the separation of the ground level and the metalevel is not as clear as
in the case of two-level supercompilation).

This list, which is certainly incomplete, shows that constructing metasystems by combining supercompilers
may be done in a variety of ways. However, until recently, the idea of self-application (in the form of Futamura
projections) has enjoyed the most popularity. The point is that this form is not the only possible form of
higher-level supercompilation2.

3 Branching Growth of the Penultimate Level in Metasystem Transitions

What is the concrete mechanics of a metasystem transition? Some light on this is shed in “The phenomenon of
science” by V.F. Turchin [26, Chapter 3, Section “The Metasystem Transition”]:

In general we must note that the integration of subsystems is by no means the end of their evolutionary
development. We must not imagine that systems 𝐴1, 𝐴2, 𝐴3, . . . are reproduced in large numbers after
which the control device 𝑋 suddenly arises “above them”. On the contrary, the rudiments of the control
system form when the number of subsystems 𝐴𝑖 is still quite small. As we saw above, this is the only way
the trial and error method can operate. But after control subsystem 𝑋 has formed, there is a massive
replication of subsystems 𝐴𝑖 and during this process both 𝐴𝑖 and 𝑋 are refined. The appearance of
the structure for control of subsystems 𝐴𝑖 does not conclude rapid growth in the number of subsystems
𝐴𝑖; rather, it precedes and causes this growth because it makes multiplication of 𝐴𝑖 useful to the
organism. The carrier of a definite level of organization branches out only after the new, higher level
begins to form. This characteristic can be called the law of branching growth of the penultimate level.
In the phenomenological functional description, therefore, the metasystem transition does not appear
immediately after the establishment of a new level; it appears somewhat later, after the penultimate
level has branched out.

This can be summed up by the “formula”:
Control + Branching Growth =⇒ Metasystem Transition (1)
In some cases of higher-level supercompilation, such as self-application [2,21] and the simplest two-level

supercompilation [16,17], there is a single (and fixed) supercompiler under control. However, this straightforward
approach is unable to take advantage of the real potential of metasystem transition, because any real control
implies the possibility of choice, which does not exist without some variety and/or multiplicity at the lower
level.

A multiplicity of choice may exist in time (if there is a single unit at the lower level, whose state may
be controlled or modified) or in space (if there is a number of controllable units). In general, there may be a
combination of multiplicity in time and in space. However, in computer science, the division into space and time
may be rather arbitrary. For example, we may run a program several times with different options, in which case
the variants will be separated “in time”. But, given a supercomputer, we may run the program with different
options on multiple nodes, in which case the variants will be separated “in space”.

The emergence of multiplicity of choice brings about the need for improvements and refinements in the
control system, and often leads to a metasystem transition, which was formulated by V.F. Turchin as the law
of branching growth of the penultimate level.

The next section considers some forms of branching growth in the context of supercompilation.

4 Multi-Result Supercompilation and Program Analysis

At a high level of abstraction, supercompilation can be seen as a transformation relation 𝑆𝐶 [8,11], such that,
given two programs 𝑝 and 𝑝′, 𝑝 𝑆𝐶 𝑝′ means that 𝑝′ is a residual program with respect to the source program 𝑝.

2 Note, that the emergence of various forms of higher-level supercompilation can also be seen as the growth of the
penultimate level leading to a metasystem transition.
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From this viewpoint, there may exist several residual programs for a given input program, and we may
construct a supercompiler producing a set of residual programs, rather than a single program. In such cases we
will speak about multi-result supercompilation, to distinguish it from traditional (single-result) supercompilation.

Until recently, multi-result supercompilation was not paid sufficient attention. This situation was probably
because supercompilation was primarily considered as a tool for program optimization. And, when seen as an
optimizer, a supercompiler is usually expected to produce a single program 𝑝′ = 𝑆𝐶[[𝑝]].

Indeed, the word “optimization” implies that we are interested in obtaining the best result3. Hence, an
optimizing supercompiler is expected to return a single result, “the best” one, even if it could produce several
residual programs. The suboptimal results are not exposed explicitly – there is some logic under the hood that
chooses “the best” variant 4.

Optimizing supercompilers usually are implemented in the form of deterministic algorithms. If a deterministic
supercompiler faces a choice, it only considers a single variant, which it believes to result into “the best” residual
program.

In the case of optimization, the concepts of “better” and “worse” are relatively easy to formalize. A program
𝑝′ is usually assumed to be better than 𝑝 if it is faster and/or smaller. The execution speed and code size are
measurable and can be expressed numerically. So the criteria used by optimizing supercompiler in order to
choose “the best” (or at least not the worst) variant, when non-determinism appears during supercompilation,
are formalizable.

But, if supercompilation is used for program analysis by transformation, things get more complicated. In
this case a residual program 𝑝′ is better than 𝑝′′ if 𝑝′ is easier to analyze than 𝑝′′. This criteria is less formalizable
than the notions of execution speed and code size. Besides, some choices that appeared to be obvious or natural
in the case of an optimizing supercompiler may not be good if residual programs are meant for subsequent
analysis, rather than execution. Moreover, the influence of the choices made during supercompilation on the
“analyzability” of residual programs are rather difficult to foresee.

On the other hand, the results of transformation are much easier to estimate post factum. So multi-result
supercompilation seems to be a natural solution for program analysis, since the results of choices made during
supercompilation can be evaluated by examining the final results.

It is interesting that some choices which look unnatural during supercompilation may lead to interesting
and useful final results (see Section 5.4).

5 The Synergy of Two-Level and Multi-Result Supercompilation

In the context of supercompilation the formula from Section 3

Control + Branching Growth ⇒ Metasystem Transition

can be instantiated in the following way:

Two-Level Supercompilation + Multi-Result Supercompilation ⇒
Metasystem Transition

In other words: combining two-level supercompilation (control) with multi-result supercompilation (growth of
the penultimate level) leads to a metasystem transition, thereby increasing the power of two-level supercompi-
lation.

The evolution history of HOSC [9] – a supercompiler for a subset of Haskell – seems to be a good illustration
for the quotation in Section 3. The initial goal of the project was to study the applicability of supercompilation to
program analysis by transformation, the previous studies in the field of optimizing supercompilation serving as
the starting point. The stages the project HOSC has passed through are considered in the following subsections.

5.1 Stage 0. Proving the Equivalence of Expressions: Rudiments of Control

The development of HOSC started with the simple motto: transformed programs are to be analyzed, rather
than executed. So we made a few minor modifications, which could be unacceptable in the context of program
optimization, but are quite natural in the case of program analysis:

1. A supercompiler is allowed to duplicate code.

3 In Latin “optimus” means “the best”.
4 Note that multiplicity is internally used by some optimizers [25]
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data Peano = Z | S Peano;

type Church x = (x → x) → (x → x);

foldn :: (t → t) → t → Peano → t;

foldn = 𝜆s z n → case n of { Z → z; S n1 → s (foldn s z n1); };

add :: Peano → Peano → Peano;

add = 𝜆x y → foldn S y x;

mult :: Peano → Peano → Peano;

mult = 𝜆x y → foldn (add y) Z x;

mult’ :: Church x → Church x → Church x;

mult’ = 𝜆m n f → m (n f);

peano2church :: Peano → Church x;

peano2church = 𝜆p → foldn (𝜆m f x → f (m f x)) (𝜆f x → x) p;

church2peano :: Church Peano → Peano;

church2peano = 𝜆n → n S Z;

Fig. 1. Fragments of Peano and Church arithmetics: definitions in Haskell

∀x y. mult x y ∼= church2peano (mult’ (peano2church x) (peano2church y))

Fig. 2. A conjecture about the equivalence of expressions

letrec f = 𝜆m n → case m of {

Z → Z;

S p → letrec g = 𝜆z → case z of { S v → S (g v); Z → f p n; } in g n;

} in f x y

Fig. 3. Proof by supercompilation: both parts of the conjecture are transformed to the same residual expression (shown
in the Figure)

2. A supercompiler is allowed to generate a non-modular flat program.

These modifications enabled the internals of the supercompiler to be considerably simplified. In addition, it
was found that these simplifications enhanced the ability of the supercompiler to transform equivalent programs
to the same syntactic form. That is, the supercompiler HOSC proved to be more powerful at “normalizing”
programs, than optimizing compilers.

The mechanism of program normalization can be metaphorically explained in this way: it is easier to trans-
form two programs to the same bad form, than to the same good form (where “goodness” is measured in terms
of size and execution speed).

The details of this approach are described in [16]. HOSC turned out to be quite good at normalizing modular
programs with heavy use of higher-order functions (especially, various forms of combinators).

Let us consider a quite spectacular example. A Haskell program defining fragments of Peano and Church
arithmetics is shown in Fig. 1. A conjecture in Fig. 2 states the operational equivalence of two expressions with
universally quantified variables. HOSC transforms both expressions to the same residual expression depicted in
Fig. 3 and thus deduces that the conjecture holds.

Certainly, launching two instances of the same supercompiler, followed by comparing the results, can be
regarded as a form of control, but as a very primitive one.

5.2 Stage 1. Two-Level Supercompilation: Shaping of Control

Simply put, supercompilation is based on the following simple operations on configurations (expressions with
free variables):
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data Bool = True | False;

data Peano = Z | S Peano;

even = 𝜆x → case x of { Z → True; S x1 → odd x1; };

odd = 𝜆x → case x of { Z → False; S x1 → even x1; };

or = 𝜆x y → case x of { True → True; False → y; };

Fig. 4. Numeric operations

letrec f = 𝜆w →
case w of { Z → True; S x → case x of { Z → True; S z → f z; };}

in f m

Fig. 5. or (even m) (odd m): the result of two-level supercompilation

1. Driving: rewriting a configuration into an equivalent one, in order to simplify it.
2. Case analysis: splitting a configuration into a finite number of subconfigurations.
3. Folding: comparing two configurations for syntactic isomorphism, in order to reduce the current configuration

to a previously encountered one.
4. Generalization: replacing a configuration with a more general one, in order to guarantee termination.

Generalization often leads to redundancy in residual programs, so that supercompilers should try to avoid it.
The main idea of two-level supercompilation [17,12] consists in avoiding generalization as much as possible.

When a two-level supercompiler encounters a configuration 𝐴 that has to be generalized according to the rules
of ordinary supercompilation, it tries to replace 𝐴 with an equivalent configuration 𝐵 that does not have to be
generalized. The equivalence of 𝐴 and 𝐵 is proven by invoking two instances of a lower-level supercompiler.

For example, let us consider the expression or (even m) (odd m) in the context of the program shown in
Fig. 4. The single-level HOSC is unable to transform this expression into a program that is certain not to return
False. During supercompilation the following expressions are checked for syntactic isomorphism:

1. case (even m) of { True → True; False → odd m; }
2. case (even n) of { True → True; False → odd (S (S n)); }

Since these expressions are not syntactically isomorphic, the single-level HOSC has to perform a generalization.
However, the two-level HOSC is able to prove (by calling the single-level HOSC twice) that the following
configuration (3)

3. case (even n) of { True → True; False → odd n; }

is equivalent to the configuration (2). Now the configuration (3) is syntactically isomorphic to the configuration
(1). Hence, we can fold (3) to (1), thereby avoiding generalization. The corresponding residual program is shown
in Fig. 5. This program is certain not to return False (just because False does not appear in the program).

5.3 Stage 2. Multi-Result Supercompilation: Branching Growth of the Penultimate Level

The two-level supercompiler described in [17] calls an instance of itself 5. Moreover, there exists a “recipe”
of turning some classical single-level supercompilers into two-level ones. This procedure can be schematically
represented by the following formula (which may seem a bit obscure for now, but it will be explained in Section 6
in detail):

𝐿2(𝑆𝑐) = 𝑆𝑐𝑚𝑜𝑑(𝑆𝑐)

where 𝑆𝑐𝑚𝑜𝑑 is a modification of a classical supercompiler 𝑆𝑐. Thus a modified instance of a classical super-
compiler uses an unmodified instance of the same supercompiler.

In the paper [12] this formula is generalized as follows:

𝐿2′(𝑆𝑐′, 𝑆𝑐′′) = 𝑆𝑐′𝑚𝑜𝑑(𝑆𝑐′′)

5 So, it can be regarded as a special case of self-application.
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data List a = Nil | Cons a (List a);

app = 𝜆xs ys →
case xs of { Nil → ys; Cons z zs → Cons z (app zs ys); };

rev = 𝜆xs →
case xs of { Nil → Nil; Cons y ys → app (rev ys) (Cons y Nil); };

Fig. 6. Naive list reversal

letrec f = 𝜆x y → case x of { Nil → y; Cons v w → f w (Cons v y); }

in f xs Nil

Fig. 7. rev xs: a result of multi-result two-level supercompilation

The point is that a two-level supercompiler can be produced from two different supercompilers6. And 𝐿2(𝑆𝑐) =
𝐿2′(𝑆𝑐, 𝑆𝑐) is just a special case, where 𝑆𝑐′ = 𝑆𝑐′′.

The fruitfulness of this generalization is illustrated in [12] by the following example. Let us express two
BNF-grammars by means of combinators:

doubleA1 = 𝜖 | A doubleA1 A

doubleA2 = 𝜖 | A A doubleA2

Although these grammars are equivalent, the corresponding parsers are different, the complexity of the first
parser being 𝑂(𝑛2), while the complexity of the second one being 𝑂(𝑛). The paper [12] shows that there is
no two-level supercompiler 𝐿2(𝑆𝑐𝑖) produced from supercompilers 𝑆𝑐𝑖 from [10] that can transform the first
grammar into the second one. The problem is that each time when the upper supercompiler makes a conjecture
(about the equivalence of expressions), the lower supercompiler is unable to prove this conjecture.

However, we can combine supercompilers described in [10] by means of the formula 𝐿2′(𝑆𝑐𝑖, 𝑆𝑐𝑗), in which
case it is possible to find two supercompilers 𝑆𝑐𝑖 and 𝑆𝑐𝑗 , such that 𝐿2′(𝑆𝑐𝑖, 𝑆𝑐𝑗) transforms the first parser
into the second one7.

In a sense, 𝐿2 and 𝐿2′ can be regarded as devices for breeding and multiplying supercompilers, 𝐿2′ being
more “productive”. Indeed, for 8 different single-level supercompilers described in [10], the formula 𝐿2 may
produce only 8 different two-level supercompilers, while 𝐿2′ may produce 64 different supercompilers.

Now suppose that 𝑆𝑐′′ in 𝐿2′ is a multi-result supercompiler. Again, we get one single-result two-level
supercompiler. Applying 𝐿2′ to 8 different single-level supercompilers from [10], we get 8 different single-result
two-level supercompilers.

And finally, combining these two-level supercompilers we can get one multi-result two-level supercompiler.

As was shown in [12,14] the construction of a two-level supercompiler by combining two single-result super-
compilers is unable to reveal many opportunities for two-level supercompilation. However, using multi-result
supercompiler as the lower supercompiler produces new results.

So using a multi-result supercompiler as the lower supercompiler in a two-level supercompiler increases the
potential of two-level supercompilation and may be regarded as branching growth of the penultimate level
according to V.F. Turchin.

5.4 Stage 3. Multi-Generalization: Refinement of Control

Supercompilation can be described as a non-deterministic algorithm [11], which has a set of choices at almost
every step. But a deterministic implementation of supercompilation has to choose a single variant at each step.

The previous section shows how to build a multi-result supercompiler by combining several single-result
supercompilers (treated as black-boxes). Multi-result supercompilers thus produced will be said to be of the
first kind.

6 In the context of Futamura projections, the idea of combining different versions of a partial evaluator was considered
by R. Glück [3].

7 As was shown by Sørensen [24], a classical single-level supercompiler for a lazy functional language can not improve
the runtime complexity of a program.
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Is it possible to derive a multi-result supercompiler from a single-result one? Yes, by turning a deterministic
supercompiler into a non-deterministic one and then turning it into a multi-result one. The subtle point is that
a non-deterministic supercompiler, in principle, may produce an infinite number of residual programs or even
not terminate, while a multi-result supercompiler, for practical reasons, should always terminate and produce
a finite set of residual programs. Hence, we need some reasonable finite non-determinism.

Multi-generalization, presented in [14], is a technique that enables a single-result supercompiler to be turned
into a multi-result supercompiler that always terminates and produces a finite number of residual programs.

The main idea of multi-generalization is that when a supercompiler has to generalize a configuration, it
should consider all possible generalizations of the configuration, rather than a most specific generalization only.
If the set of possible generalizations is always finite (which is true of the HOSC supercompilation relation), the
set of possible residual programs is also finite. A multi-result supercompiler thus produced will be said to be of
the second kind.

If 𝑆𝑐′ is a multi-result single-level supercompiler of the second kind and 𝑆𝑐′′ a multi-result single-level
supercompiler of the first kind, 𝐿2′(𝑆𝑐′, 𝑆𝑐′′) turns out to be a powerful multi-result two-level supercompiler,
which is capable of finding non-trivial generalizations by means of multi-generalization, thereby coming to
non-trivial results.

Let us consider the configuration rev xs for the program in Fig. 6. During supercompilation the following
configuration:

case case v5 of {Cons p q → app (rev q) (Cons p Nil); Nil → Nil;} of {

Cons r s → Cons r (app s (Cons v4 Nil));

Nil → Cons v4 Nil;

}

is compared with a bit complicated configuration:

case

case (case v2 of {Cons p q → app (rev q) (Cons p Nil); Nil → Nil;}) of {

Cons t u → Cons t (app u (Cons v1 Nil));

Nil → Cons v1 Nil;

} of {

Cons r s → Cons r (app s (Cons v4 Nil));

Nil → Cons v4 Nil;

}

After this comparison a classic single-level deterministic supercompiler would perform the following gener-
alization of the first configuration:

let g = case v5 of {Cons p q → app (rev q) (Cons p Nil); Nil → Nil;}

in

case g of {

Cons r s → Cons r (app s (Cons v4 Nil));

Nil → Cons v4 Nil;

}

which would not produce non-trivial results. However, by using multi-generalization, it is possible to find the
following generalization:

let g = Cons v4 Nil in

case case v5 of {Cons p q → app (rev q) (Cons p Nil); Nil → Nil;} of {

Cons r v21 → Cons r (app s g);

Nil → g;

}

This allows the upper supercompiler to make a conjecture that is provable by the lower supercompiler, which
gives the residual program shown in Fig. 7.

A yet another interesting point is that, in the case of two-level supercompilation, given an input program,
we can introduce a “measure of non-triviality” on the set of corresponding residual programs. Namely, the
“non-triviality” can be defined as the number of lemmas used during supercompilation. Note that in the case
of single-level supercompilation there seems to be no simple measure of “non-triviality”.

So, we see that multi-result supercompilation provides numerous opportunities for refining control.
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data DriveStep e = DriveStep e

type Driver e = e → DriveStep e

type Whistle e = [e] → e → Maybe e

type Rebuilder e = e → e → e

type MRebuilder e = e → e → [e]

data SC e = SC {drive :: Driver e, whistle :: Whistle e,

rebuild :: Rebuilder e}

data MSC e = MSC {mdrive :: Driver e, mwhistle :: Whistle e,

mrebuild :: MRebuilder e}

data SCGraph e = SCGraph e

runSC :: SC e → e → e

runMSC :: MSC e → e → [e]

Fig. 8. MRSC: base abstractions

6 MRSC: a Multi-Result Supercompilation Framework

For the first time, the described examples were obtained and tested when working with an experimental version
of the supercompiler HOSC8 for the language Haskell. Later we created an experimental version of the super-
compiler SPSC9 dealing with a first-order functional language, and were able to reproduce similar examples in
the first-order setting. These results led us to the idea of the framework MRSC.

Before going into the details of MRSC, let us classify the ways of implementing a supercompiler. Basically,
there are two main approaches. The first one is based on constructing a graph of configurations and, after
the graph is completed, transforming it into a residual program [28,23,15,9]. (Let us call it “the graph-based
approach”.) Obviously, this graph of configurations is an intermediate data structure that has to be constructed
and deconstructed, which slows down the supercompiler. For this reason, in order to be fast, some optimizing
supercompilers [1,20,7], avoid the construction of graphs of configurations. (Let us call it “the direct approach”.)

We have found that multi-result supercompilers are easier to implement using the graph-based approach
rather than the direct approach. Also, when a supercompiler is used as a prover, a graph of configurations can
be used to extract a proof readable by humans. Moreover, some additional transformations, which cannot be
easily performed in a direct-style supercompiler, can be applied to a completed graph. For example, some parts
of the graph can be re-arranged in order to simplify it. (However, for the lack of space, we will not discuss such
transformations here.)

MRSC10 is a multi-result supercompilation framework that is agnostic to the object language it deals with.
The base abstractions MRSC is based upon are sketched (in pseudo-Haskell) in Fig. 8. At the heart of MRSC
is a mini-framework for manipulating graphs of configurations, the core concept being SCGraph e, representing
a supercompilation graph, parameterized by e, the type of expressions used as configurations. The logic of a
supercompiler SC e is represented in MRSC as a set of functions for driving, identifying dangerous configurations
(that might cause nontermination), and rebuilding of configurations.

drive evaluates an expression with free variables, whistle checks an expression in the history for being
dangerous (i.e. a possible cause of non-termination of the transformation), and rebuild e1 e2 rebuilds a current
expression11 e2 with respect to a dangerous expression e112. If we encode a classical positive supercompiler
[24,23] in terms of MRSC, then the whistle will be implemented as the homeomorphic embedding relation, and
the rebuilder of configurations as a most specific generalization.

However, in MRSC a supercompiler SC e does not perform transformations: it just represents the logic of
a supercompiler. All dirty work of constructing supercompilation graphs and transforming them into residual
programs is done by runSC, “applying” a supercompiler to an expression.

8 http://code.google.com/p/hosc/, [9].
9 http://code.google.com/p/spsc/, [15].

10 http://github.com/ilya-klyuchnikov/mrsc, [14].
11 Historically, the are two approaches to rebuilding: rebuilding of the current expression and rebuilding of the dangerous

expression. In the latter case we need to prune a subtree with a root labeled by a dangerous expression. Here we
consider the rebuilding of the current expression only (for the sake of brevity and simplicity).

12 In order to ensure the correctness of transformations, we require e1 to be an improvement of e2 [22].

http://code.google.com/p/hosc/
http://code.google.com/p/spsc/
http://github.com/ilya-klyuchnikov/mrsc
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type Subst e = e → e

(//) :: e → Subst e → e

test :: e → e → Maybe (Subst e)

-- makes a two-level single-result supercompiler

-- from a single-result supercompiler

l2 :: SC e → SC e

l2 sc@(SC d w rb) = SC d w rb’ where

rb’ e1 e2 =

maybe (rb e1 e2) (e1 //) (test (runSC sc e1) (runSC sc e2))

-- makes a two-level single-result supercompiler by combining

-- two different single-result supercompilers

l2’ :: SC e → SC e → SC e

l2’ (SC d w rb) sc = SC d w rb’ where

rb’ e1 e2 =

maybe (rb e1 e2) (e1 //) (test (runSC sc e1) (runSC sc e2))

-- makes a two-level single-result supercompiler by combining

-- a single-result supercompiler and multi-result supercompiler

l2’’ :: SC e → MSC e → SC e

l2’’ (SC d w rb) msc = SC d w rb’ where

rb’ e1 e2 = maybe (rb e1 e2) (e1 //) res where

res = msum [test x y | x <- es1, y <- es2]

(es1, es2) = (runMSC msc e1, runMSC msc e1)

Fig. 9. MRSC: recipes for constructing single-result two-level supercompilers

The logic of a multi-result supercompiler MSC e differs from that of a single-result supercompiler in a single
detail: it may rebuild a current expression in several different ways. As in the case of SC e, MSC e does not
perform transformations: all transformations are done by runMSC. The peculiarity of runMSC is that when
multiple rebuildings are encountered, runMSC applies all of them “in parallel” by multiplying the current graph
of configuration and applying each rebuilding to the corresponding copy13.

The main feature of MRSC is that, by design, runMSC always produces a finite set of residual expressions
[14].

6.1 Constructing Two-Level Supercompilers

A supercompiler written in functional style usually is represented as a composition of functions [1,20,13]. The
subtle problem with such representation is that it is almost impossible to extract the ingredients of this composi-
tion in order to modify and rearrange them in a new way. This is why a supercompiler in MRSC is represented as
a decomposable structure: we can disassemble a supercompiler, modify some of its ingredients, and re-assemble
the modified parts back.

Now let us consider some ways of constructing new supercompilers from existing ones by means of MRSC.
A few recipes described in previous sections are, more formally, presented in Fig. 9.

First, we have to define what is a substitution Subst e for expressions of type e and to implement the
operation //, applying a substitution to an expression, and the function test, discovering whether there is
a correspondence via substitution between two expressions. Then we can use three constructors of two-level
supercompilers provided by MRSC: l2, l2’ and l2’’.

l2 replaces the rebuilder rb of the given supercompiler sc with a new rebuilder rb’: when there is a request
to rebuild an expression e2 with respect to a dangerous expression e1, the new rebuilder rb’ tries to find
a substitution between the supercompiled (by the unmodified supercompiler sc) expressions, and if there is
any, it applies this substitution to the dangerous expression and returns the result. Otherwise, it delegates the
rebuilding to the original rb. l2’ is defined in a similar way, but tries to find a substitution by means of the
second supercompiler sc.

The constructor l2’’ checks all combinations of the residual expressions produced by a lower multi-result
supercompiler msc. In the next section we will see how to construct a multi-result supercompiler from a single-
result one.

13 No real copying is performed here: the pieces of the “old” graph are just shared by new graphs.
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type MGeneralizer e = e → [e]

-- makes a multi-result one-level supercompiler by combining

-- a single-result supercompiler and multi-generalization

multi :: SC e → MGeneralizer e → MSC e

multi (SC d w _) g = MSC d w rb where

rb _ e2 = g e2

-- makes a multi-result two-level supercompiler by combining

-- an upper multi-result supercompiler and

-- a lower single-result supercompiler

multi’ :: MSC e → SC e → MSC e

multi’ (MSC d w rb) sc = (MSC d w rb’) where

rb’ e1 e2 = ex ++ (rb e1 e2) where

ex = map (e1 //) $ maybeToList (test (runSC sc e1) (runSC sc e2))

-- makes a multi-result two-level supercompiler by combining

-- two multi-result supercompiler

multi’’ :: MSC e → MSC e → MSC e

multi’’ (MSC d w rb) msc = (MSC d w rb’) where

rb’ e1 e2 = extra ++ (rb e1 e2) where

extra = map (e1 //) $ catMaybes $ [test x y | x <- es1, y <- es2]

(es1, es2) = (runMSC msc e1, runMSC msc e1)

Fig. 10. MRSC: recipes for constructing multi-result supercompilers

6.2 Working with Multi-Result Supercompilers

Although the framework MRSC allows multi-result supercompilers to be implemented “by bare hands”, it also
provides a few ready-to-use constructors for turning ordinary supercompilers into multi-result ones.

The constructor multi, shown in Fig. 10, is the simplest one. It just replaces the ordinary rebuilding of a
current expression with respect to a dangerous expression by a multi-generalization of the current expression.
A surprising fact is that multi builds a supercompiler that always produces a finite set of residual programs,
regardless of how runMSC is implemented.

The constructor multi’ combines a multi-result supercompiler with a single-result one to produce a new
multi-result supercompiler. The main trick here is that the new rebuilder rb’ does not throw away the old
rebuildings, but merges them with the single rebuilding (if any) returned by the lower supercompiler sc. This
trick is further strengthened in the constructor multi’’, where the set of old rebuildings is merged with the set
of new rebuildings.

6.3 The Current State and Directions of Future Work

MRSC is a work in progress and is under active development now. So far we have finalized and tuned the core
part of the framework operating, in a generic way, with graphs of configurations. Also we have reimplemented
SPSC, a classical supercompiler for a simple first-order functional language SLL [24,23,15], by means of MRSC,
and then automatically transformed SPSC into its multi-result and two-level versions (producing the same
results as the corresponding hand-crafted versions).

We have carried out only “proof-of-concept” experiments with MRSC so far. Our plans are the following:

– To continue experiments with MRSC in the context of program analysis.

– To compare how various whistles affect the size and properties of the sets of residual programs generated by
multi-result supercompilation. Until now, we have tried only whistles based on the homeomorphic embedding
relation. However, in the context of optimizing supercompilation, there have appeared new approaches to
constructing whistles, such as based on tag-bags [19,1].

– To compare how in the context of multi-result supercompilation rebuilding of the dangerous expression
differs from rebuilding of the current expression.

– To reimplement HOSC, a higher-order supercompiler, in terms of MRSC.
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7 Conclusion

When supercompilation is used for the purposes of program optimization, the usual practice is to consider only
deterministic algorithms (involving some heuristics), which, given an input program, produce a single residual
program.

However, if we reformulate supercompilation in more abstract terms, in form of a transformation relation
[8,11], we naturally come to the idea of multi-result supercompilation. Namely, given an input program 𝑝, a multi-
result supercompiler may produce several output programs 𝑝′, such that 𝑝 𝑆𝐶 𝑝′, where 𝑆𝐶 is a supercompilation
relation.

Note that we differentiate the terms non-deterministic supercompilation and multi-result supercompilation.
A non-deterministic supercompiler, in principle, may produce an infinite number of residual programs, or even
not terminate, while a multi-result supercompiler, for practical reasons, should always terminate and produce
a finite set of residual programs.

We have demonstrated that, when used for program analysis, multi-result supercompilation produces more
nontrivial and stable results, as compared to single-result supercompilation.

The fact that multi-result supercompilation naturally arises in the context of two-level supercompilation, can
be regarded as a manifestation of the general law of branching growth of the penultimate level in a metasystem
transition [26]. It would be interesting to consider other manifestations of this law in the field of computer
science.
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Symbolic Loop Bound Computation for WCET Analysis
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Abstract. We present an automatic method for computing tight upper bounds on the iteration number of special classes
of program loops. These upper bounds are further used in the WCET analysis of programs. To do so, we refine program
flows using SMT reasoning and rewrite multi-path loops into single-path ones. Single-path loops are further translated
into a set of recurrence relations over program variables. Recurrence relations are solved and iteration bounds of pro-
gram loops are derived from the computed closed forms. For solving recurrences we deploy a pattern-based recurrence
solving algorithm and compute closed forms only for a restricted class of recurrence equations. However, in practice,
these recurrences describe the behavior of a large set of program loops. Our technique is implemented in the r-TuBound
tool and was successfully tried out on a number of challenging WCET benchmarks.

1 Introduction
The worst case execution time (WCET) analysis of programs aims at deriving an accurate time limit, called the WCET
of the program, ensuring that all possible program executions terminate within the computed time limit. One of the main
difficulties in WCET analysis comes with the presence of loops and/or recursive procedures, as the WCET crucially
depends on the number of loop iterations and/or recursion depth.

To overcome this limitation, state-of-the-art WCET analysis tools, see e.g. [8, 20, 12], rely on user-given program
assertions describing loop and/or recursion bounds.

Manual annotations are however a source for imprecision and errors. The effectiveness of WCET analysis thus cru-
cially depends on whether bounds on loop iterations and/or recursion depth can be deduced automatically.

In this paper we address the problem of automatically inferring iteration bounds of imperative program loops. For
doing so, we identified special classes of loops with assignments and conditionals, where updates over program variables
are linear expressions (Sections 5.1-5.3). For such loops, we deploy recurrence solving and theorem proving techniques
and automatically derive tight iteration bounds, as follows.

(i) A loop with multiple paths arising from conditionals is first transformed into a loop with only one path (Section 5.3).
We call a loop with multiple paths, respectively with a single path, a multi-path loop, respectively a simple loop. To this
end, the control flow of the multi-path loop is analyzed and refined using satisfiability modulo theory (SMT) reasoning
over arithmetical expressions [13, 4]. The resulting simple loop soundly over-approximates the multi-path loop. Iteration
bounds of the simple loop are thus safe iteration bounds of the multi-path loop.

(ii) A simple loop is next rewritten into a set of recurrence equations over those scalar variables that are changed
at each loop iteration (Section 5.1). To this end, a new variable denoting the loop counter is introduced and used as the
summation variable. The recurrence equation of the loop iteration variable captures thus the dependency between various
iterations of the loop.

(iii) Recurrence equations of loop variables are next solved and the values of loop variables at arbitrary loop iterations
are computed as functions of the loop counter and the initial values of loop variables (Section 5.1). In other words, the
closed forms of loop variables are derived. Our framework overcomes the limitations of missing initial values by a simple
over-approximation of non-deterministic assignments (Section 5.2).

We note that solving arbitrary recurrence equations is undecidable. However, in our approach we only consider loops
with linear updates. Such loops yield linear recurrences with constant coefficients, called C-finite recurrences [5]. As
C-finite recurrences can always be solved, our method succeeds in computing the closed forms of loop variables.

For solving C-finite recurrences we deploy a pattern-based recurrence solving algorithm. In other words, we instan-
tiate unknowns in the closed form pattern of C-finite recurrences by the symbolic constant coefficients of the recurrence
to be solved. Unlike powerful algorithmic combinatorics techniques that can solve complex recurrences, our framework
hence only solves a particular class of recurrence equations. However, it turned out that in WCET analysis the recur-
rences describing the iteration behavior of program loops are not arbitrarily complex and can be solved by our approach
(Section 6).

(iv) Closed forms of loop variables together with the loop condition are used to express the value of the loop counter
as a function of loop variables (Section 5.1). The upper bound on the number of loop iterations is finally derived by

? This research is supported by the CeTAT project of TU Vienna. The second author is supported by an FWF Hertha Firnberg Research
grant (T425-N23). This research was partly supported by Dassault Aviation and by the FWF National Research Network RiSE
(S11410-N23).
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computing the smallest value of the loop counter such that the loop is terminated. To this end, we deploy SMT reasoning
over arithmetical formulas. The inferred iteration bound is further used to infer an accurate WCET of the program loop.

Experiments. Our approach is implemented as an extension to the TuBound tool [20], denoted r-TuBound, and suc-
cessfully evaluated on WCET benchmarks (Section 6). Our experimental results give practical evidence for the applica-
bility of our method for the WCET analysis of programs.

Contributions. In this paper, we make the following contributions:

– we introduce a pattern-based recurrence solving approach for WCET analysis of imperative program loops;
– we describe a flow refinement approach for translating multi-path loops into simple loops, by proving arithmetical

properties using SMT technology;
– we present the summary of an experimental evaluation of our approach on challenging WCET benchmarks.

Our work advances the state-of-the-art in WCET analysis by a conceptually new and fully automated approach to loop
bound computation. Moreover, our approach extends the application of program analysis methods by integrating WCET
techniques with recurrence solving and SMT reasoning.

2 Related Work

Our work is closely related to the WCET analysis of software and invariant generation of program loops.
WCET Analysis. WCET analysis is usually two-tiered. A low-level analysis estimates the execution times of program
instructions on the underlying hardware and computes a concrete time value of the WCET. On the other hand, a high-
level analysis is, in general, platform-independent and is concerned, for example, with loop bound computation. In [14]
a framework for parametric WCET analysis is introduced, and symbolic expressions as iteration bounds are derived.
Instantiating the symbolic expressions with specific inputs yields then the WCET of programs. The approach presented
in [15] automatically identifies induction variables and recurrence relations of loops using abstract interpretation [2].
Recurrence relations are further solved using precomputed closed form templates, and iteration bounds are hence derived.
In [20] iteration bounds are obtained using data flow analysis and interval based abstract interpretation. However, state-
of-the-art WCET analysis tools, including [8, 15, 20], compute loop bounds automatically only for loops with relatively
simple flow and arithmetic [10]. For more complex loops iteration bounds are supplied manually in the form of auxiliary
program annotations. Unlike the aforementioned approaches, we require no user guidance but automatically infer iteration
bounds for special classes of loops with non-trivial arithmetic and flow.
Invariant Generation and Cost Analysis. Loop invariants describe loop properties that are valid at any, and thus also at
the last loop iteration. Invariant generation techniques therefore can be used to infer bounds on program resources, such
as time and memory – see e.g. [6, 7, 1, 3, 9].

The work described in [6] instruments loops with various counters at different program locations. Then an abstract
interpretation based linear invariant generation method is used to derive linear bounds over each counter variable. Bounds
on counters are composed using a proof-rule-based algorithm, and non-linear disjunctive bounds of multi-path loops are
finally inferred. The approach is further extended in [7] to derive more complex loop bounds. For doing so, disjunctive
invariants are inferred using abstract interpretation and flow refinement. Next, proof-rules using max, sum, and product
operations on bound patterns are deployed in conjunction with SMT reasoning in the theory of linear arithmetic and
arrays. As a result, non-linear symbolic bounds of multi-path loops are obtained. Abstract interpretation based invariant
generation is also used in [1] in conjunction with so-called cost relations. Cost relations extend recurrence relations and can
express recurrence relations with non-deterministic behavior which arise from multi-path loops. Iteration bounds of loops
are inferred by constructing evaluation trees of cost relations and computing bounds on the height of the trees. For doing
so, linear invariants and ranking functions for each tree node are inferred. Unlike the aforementioned techniques, we do
not use abstract interpretation but deploy a recurrence solving approach to generate bounds on simple loops. Contrarily to
[6, 7, 1], our method is limited to multi-path loops that can be translated into simple loops by SMT queries over arithmetic.

Recurrence solving is also used in [3, 9]. The work presented in [9] derives loop bounds by solving arbitrary C-finite
recurrences and deploying quantifier elimination over integers and real closed fields. To this end, [9] uses some algebraic
algorithms as black-boxes built upon the computer algebra system Mathematica [23]. Contrarily to [9], we only solve
C-finite recurrences of order 1, but, unlike [9], we do not rely on computer algebra systems and handle more complex
multi-path loops. Symbolic loop bounds in [3] are inferred over arbitrarily nested loops with polynomial dependencies
among loop iteration variables. To this end, C-finite and hypergeometric recurrence solving is used. Unlike [3], we only
handle C-finite recurrences of order 1. Contrarily to [3], we however design flow refinement techniques to make our
approach scalable to the WCET analysis of programs.
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3 Motivating Example
Consider the C program in Figure 1. Between lines 5-21, the method func iterates over a two-dimensional array a

row-by-row1, and updates the elements of a, as follows: In each visited row k, the array elements in columns 1, 4, 13, and
53 are set to 1 according to the C-finite update of the simple loop from lines 6-9. Note that the number of visited rows in
a is conditionalized by the non-deterministic assignment from line 2. Depending on the updates made between lines 6-9,
the multi-path loop from lines 10-14 conditionally updates the elements of a by -1. Finally, the abrupt termination of the
multi-path loop from lines 15-18 depends on the updates made throughout lines 6-14.

Computing an accurate WCET of the func method requires thus tight 1 void func() {
2 int i = nondet();
3 int j, k = 0;
4 int a[32][100];
5 for (; i > 0; i = i� 1) {
6 for (j = 1; j < 100; j = j ∗ 3 + 1) {
7 a[k][j] = 1;
8 ]pragma wcet loopbound(4)
9 }
10 for (j = 0; j < 100; j++) {
11 if (a[k][j] == 1) j++;
12 else a[k][j] = -1;
13 ]pragma wcet loopbound(100)
14 }
15 for (j = 0; j < 100; j++) {
16 if (a[k][j] != -1 && a[k][j] != 1) break;
17 ]pragma wcet loopbound(100)
18 }
19 k++;
20 ]pragma wcet loopbound(32)
21 }
22 }

Fig. 1. C program annotated with the result
of loop bound computation

iteration bounds of the four loops between lines 5-21. The difficulty in com-
puting the number of loop iterations comes with the presence of the non-
deterministic initialization and shift updates of the loop from lines 5-21; the
use of C-finite updates in the simple loop from lines 6-9; the conditional
updates of the multi-path loop from lines 10-14; and the presence of abrupt
termination in the multi-path loop from lines 15-18.

We overcome these difficulties as follows.
– We design a pattern-based recurrence solving algorithm (Sec-

tion 5.1). Using this algorithm, the iteration bound of the loop
from lines 6-9 is inferred to be precisely 4.

– We deploy SMT reasoning to translate multi-path loops into
simple ones (Section 5.3). Using our flow refinement approach,
the iteration bounds of the loops from lines 10-14, respectively
lines 15-18, are both over-approximated to 100.

– We over-approximate non-deterministic initializations (Sec-
tion 5.2). As a result, the upper bound of the loop from lines
5-21 is derived to be 31.

The iteration bounds inferred automatically by our approach are listed
in Figure 1, using the program annotations ]pragma wcet loopbound(...).

The rest of the paper discusses in detail how we automatically compute iteration bounds for simple and multi-path
loops.
4 Theoretical Considerations
This section contains a brief overview of algebraic techniques and WCET analysis as required for the development of this
paper. For more details, we refer to [5, 17].
Algebraic Considerations. Throughout this paper, N and R denote the set of natural and real numbers, respectively.

Let K be a field of characteristic zero (e.g. R) and f : N→ K a univariate sequence in K. Consider a rational function
R : Kr+1 → K. A recurrence equation for the sequence f(n) is of the form f(n+ r) = R(f(n), f(n+1), ..., f(n+ r−
1), n), where r ∈ N is the order of the recurrence.

Given a recurrence equation of f(n), one is interested to compute the value of f(n) as a function depending only
on the summation variable n and some given initial vales f(0), . . . , f(n − 1). In other words, a closed form solution of
f(n) is sought. Although solving arbitrary recurrence equations is an undecidable problem, special classes of recurrence
equations can be effectively decided using algorithmic combinatorics techniques.

We are interested in solving one particular class of recurrence equations, called C-finite recurrences. An inhomoge-
neous C-finite recurrence equation is of the form f(n + r) = a0f(n) + a1f(n + 1) + ... + ar−1f(n + r − 1) + h(n),
where a0, . . . , ar−1 ∈ K, a0 6= 0, and h(n) is a linear combination over K of exponential sequences in n with polynomial
coefficients in n. The C-finite recurrence is homogeneous if h(n) = 0. C-finite recurrences fall in the class of decidable
recurrences. In other words, closed forms of C-finite recurrences can always be computed [5].

Example 1. Consider the C-finite recurrence f(n + 1) = 3f(n) + 1 with initial values f(0) = 1. By solving f(n), we
obtain the closed form f(n) = 3

2 ∗ 3
n − 1

2 .

WCET Analysis. Efficient and precise WCET analysis relies on program analysis and optimization techniques. We
overview below four methods on which our WCET analysis framework crucially depends on. Throughout this paper, we
call a loop simple if it has a single path (i.e. the loop body is a sequence of assignment statements). A loop is called
multi-path if it has multiple paths (i.e. the loop body contains conditionals and/or loops). We also assume that integers are
represented using 32-bits.
(1) Interval and points-to analysis implements a forward directed data flow interval analysis, yielding variable values and
aliasing information for all program locations.

1 We denote by a[k][j] the array element from the kth row and jth column of a.
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void
f unc ( void )
{

a ;
whi le ( b )
{

i f ( c )
d ;

e ;
}

f ;
}

Fig. 2. Abstracted C program, where b and c
are boolean expressions and a, d, e, and f
denote program statements

x2

x4

x5

x6

x7

x1

x3

a

c

b

e

d

f

Fig. 3. Graph representation of pro-
gram flow. The execution frequen-
cies are listed on edges

x1 = 1 (4.1)

x2 = x1 ∗ L (4.2)

x3 = x2− x5 (4.3)

x4 = x3 (4.4)

x5 = x2− x3 (4.5)

x6 = x5 + x4 (4.6)

x7 = 1 (4.7)

Fig. 4. Execution frequencies of program ex-
pressions. Equations (4.1) and (4.7) state
that the program is entered and exited once.
Equation (4.2) states that the loop body is ex-
ecuted L times, where L denotes the number
of loop iterations

(2) Counter-based loop analysis derives bounds for simple loops with incremented/decremented updates, by constructing
symbolic equations that are solved using pattern matching and term rewriting. If no values are available for variables in
the loop initialization, condition, and increment expression, then the analysis fails in deriving loop bounds. Note that in
certain cases variables with unknown values can be discarded, and thus loop bounds can be derived.
(3) Constraint-based loop analysis models and enumerates the iteration space of nested loops. To this end, a system
of constraints is constructed that reflects dependencies between iteration variables and thus yields better results than
just multiplying the bounds of nested loops. The solution to the constraint system is computed by a constraint logic
programming solver over finite domains.
(4) Implicit path enumeration technique (IPET) first maps the program flow to a set of graph flow constraints describing
relationships between execution frequencies of program blocks. Execution times for expressions are evaluated by a low-
level WCET-analysis. The execution times are then summed up to get execution times for program blocks. Finally, the
longest execution path (exposing the WCET) of the program is found by maximizing the solution to the constraint system.
We illustrate the IPET in Example 2.

Example 2. Consider the program given in Figure 2. Its program flow is given in Figure 3. The dependency relations
between execution frequencies of program blocks are extracted from Figure 3 and are listed in Figure 4. For simplicity,
we assume that all expressions take one time unit to execute. Therefore, execution of one loop iteration takes at most 4
time units: 1 unit to check each boolean condition b and c, and 1 unit to execute each statement d and e. The longest path
through the loop is the node sequence b → c → d → e. We consider2 the loop bound L to be 10. The WCET for func
is further derived by maximizing the sum of block costs in the process of satisfying the dependency relations of Figure 4.
As a result, the WCET of func is computed to be 42 time units.

The accuracy of a WCET limit crucially depends on the precision of the available loop bounds. The difficulty of
inferring precise upper bounds on loop iterations comes from the presence of complex loop arithmetic and control flow.
In what follows, we describe an approach for inferring precise upper bounds on the number of loop iterations by using
recurrence solving and SMT reasoning in a unified framework. For simplicity, we sometimes say loop upper bounds or
loop bound to mean upper bounds on the number of loop iterations.

5 Symbolic WCET Analysis

In our approach to derive tight loop bounds, we identify special classes of loops and infer upper bounds on loop iterations,
as follows. We apply a pattern-based recurrence solving algorithm to get bounds for simple loops with linear arithmetic
updates (Section 5.1) and over-approximate non-deterministic initializations (Section 5.2). We translate multi-path loops
with abrupt termination and monotonic conditional updates into simple loops (Section 5.3). The computed loop bounds
are further used to obtain accurate WCET of programs.

2 L can be either inferred by a loop analysis step or given as a manual annotation.
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for (j=1; j<100; j = j*3+1);

Fig. 5. Loop with C-finite update

for (i=nondet(); i>0; i�=1);

Fig. 6. Loop with non-deterministic initialization

5.1 Recurrence Solving in Simple Loops

We identified a special class of loops with linear updates and conditions, as below.

for (i = a; i < b; i = c ∗ i+ d) ;

where a, b, c, d ∈ K do not depend on i, and c 6= 0.
(5.1)

Hence, in loops matching (5.1), loop iteration variables (i.e. i) are bounded by symbolic constants and updated by linear
expressions over iteration variables.

For a loop like (5.1), we derive an exact upper bound on the number of loop iterations. In more detail, we proceed as
follows.
(i) We first model the loop iteration update as a recurrence equation over a new variable n ∈ N denoting the loop
counter. To do so, we write i(n) to denote the value of variable i at the nth loop iteration. The recurrence equation of i
corresponding to (5.1) is given below.

i(n+ 1) = c ∗ i(n) + d with the initial value i(0) = a. (5.2)

Note that (5.2) is a C-finite recurrence of order 1 as variable updates of (5.1) are linear.
(ii) Next, recurrence (5.2) is solved (cf. Section 4) and the closed form of i as a function over n is derived. More precisely,
depending on the value of c, the closed form of i(n) is given below.

i(n) = α ∗ cn + β, if c 6= 1

where{
α+ β = a
α ∗ c+ β = a ∗ c+ d

and

i(n) = α+ β ∗ n, if c = 1

where{
α = a
α+ β = a+ d

(5.3)

(iii) The closed form of i(n) is further used to derive a tight upper integer bound on the number of loop iterations of (5.1).
To this end, we are interested in finding the value of n such that the loop condition holds at the nth iteration and is violated
at the n + 1th iteration. We are thus left with computing the (smallest) positive integer value of n such that the below
formula is satisfied:

n ∈ N ∧ i(n) < b ∧ i(n+ 1) ≥ b. (5.4)

The smallest n derived yields a tight upper bound on the number of loop iterations. This upper bound is further used in
the WCET analysis of programs containing a loop matching (5.1).

Example 3. Consider Figure 5. Updates over j describe a C-finite recurrence, whereas the loop condition is expressed as
a linear inequality over j. Let n ∈ N denote the loop counter. Based on (5.3), the value of j at arbitrary loop iteration n
is j(n) = 3

2 ∗ 3
n − 1

2 . Using (5.4), the upper bound on loop iterations is further derived to be 4 – we consider 0 to be the
starting iteration of a loop.

Solving the recurrence equation (5.2) can be done using powerful symbolic computation packages, such as [16, 11].
These packages are implemented on top of the computer algebra system (CAS) Mathematica [23]. Integrating a CAS with
program analysis tools is however problematic due to the complexity and closed-source nature of CAS. Moreover, the full
computational power of CAS algorithms is hardly needed in applications of program analysis and verification. Therefore,
for automatically inferring exact loop bounds for (5.1) we designed a pattern-based recurrence solving algorithm which
is not based on CAS. Our method relies on the crucial observation that in our approach to WCET analysis we do not
handle arbitrary C-finite recurrences. We only consider loops matching the pattern of (5.1), where updates describe C-
finite recurrences of order 1. Closed forms of such recurrences are given in (5.3). Therefore, to compute upper bounds on
the number of loop iterations of (5.1) we do not deploy the general C-finite recurrence solving algorithm given in [5], but
instantiate the closed form pattern (5.3). In other words, whenever we encounter a loop of the form (5.1), the closed form
of the iteration variable is derived by instantiating the symbolic constants a, b, c, d, α, β of (5.3) with the concrete values
of the loop under study. Hence, we do not make use of general purpose C-finite recurrence solving algorithms, but handle
loops (5.1) by pattern-matching C-finite recurrences of order 1. However, our approach can be further extended to handle
loops with more complex linear updates than those in (5.1).

Finally let us make the observation that while reasoning about (5.1), we consider the iteration variable i and the
symbolic constants a, b, c, d, α, β to have values in K. That is, when solving recurrences of (5.1) the integer variables
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and constants of (5.1) are safely approximated over K. However, when deriving upper bounds of (5.1), we restrict the
satisfiability problem (5.4) over integers. If formulas in (5.4) are linear, we obtain a tight loop bound satisfying (5.4) by
using SMT reasoning over linear arithmetic. Otherwise, a loop bound satisfying (5.4) is computed using SMT reasoning
over non-linear arithmetic (with bounded integers).

5.2 Non-deterministic Analysis in Shift-Loops

We call a loop a shift-loop if updates over the loop iteration variables are made using the bit-shift operators� (left shift)
or � (right shift). Let us recall that the operation i � m (respectively, i � m) shifts the value of i left (respectively,
right) by m bits.

Consider a shift-loop with iteration variable i, where i is shifted by m bits. Hence, updates over i describe a C-finite
recurrence of order 1. Upper bounds on the number of loop iterations can thus be derived as described in Section 5.1,
whenever the initial value of i is specified as a symbolic constant. However, the initial value of i might not always be
given or derived by interval analysis. A possible source of such a limitation can, for example, be that the initialization of
i uses non-deterministic assignments, as given in (5.5)(a) and (b).

for (i = nondet(); i > d; i�= m) ; for (i = nondet(); i < d; i�= m) ;

(a) (b)

where d ∈ K does not depend on i and m ∈ N.

(5.5)

For shift-loops matching pattern (5.5), the method presented in Section 5.1 would thus fail in deriving loop upper
bounds. To overcome this limitation, we proceed as below.
(i) We soundly approximate the non-deterministic initial assignment to i by setting the initial value of i to be the integer
value that allows the maximum number of shift operations within the loop (i.e. the maximum number of loop iterations).
To this end, we distinguish between left and right shifts as follows.

If i is updated using a right-shift operation (i.e. (5.5)(a)), the initial value of i is set to be the maximal integer
value, yielding a maximum number of shifts within the loop. The initial value of i is hence assumed to have the value
2147483647, that is 010 . . . 0 in a 32-bit binary representation (the most significant, non-sign, bit of i is set).

If i is updated using a left-shift operation (i.e. (5.5)(b)), we assume the initial value of i to be the integer value
resulting in the maximum number of shift operations possible: i is set to have the value 1, that is 0 . . . 01 in a 32-bit
binary representation (the least significant bit of i is set).
(ii) The upper bound on the number of loop iterations is then obtained by first computing the difference between the
positions of the highest bits set in the initial value of i and d, and then dividing this difference bym. If no value information
is available for m, we assume m to be 1.

Example 4. Consider the shift-loop of Figure 6 with right shift updates. The initial value of i is set to INT MAX. The
upper bound on the number of loop iteration is then derived to be 31.

Let us note that the treatment of non-deterministic initial assignments as described above is not only restricted to shift-
loops, but can be also extended to (5.1). For doing so, one would however need to investigate the monotonic behavior of
C-finite recurrences in order to soundly approximate the initial value of loop iteration variables. We leave this study for
future research.

5.3 Flow Analysis on Multi-path Loops

Paths of multi-path loops can interleave in a non-trivial manner. Deriving tight loop upper bounds, and thus accurate
WCET, for programs containing multi-path loops is therefore a challenging task.

In our approach to WCET analysis, we identified special classes of multi-path loops with only conditionals which can
be translated into simple loops by refining the control flow of the multi-path loops. Loop bounds for the obtained simple
loops are further derived as described in Sections 5.1 and 5.2, yielding thus loop bounds of the original multi-path loops.
In what follows, we describe in more detail what type of multi-path loops our approach can automatically handle and
overview the flow analysis techniques deployed in our work. For simplicity reasons, in the rest of the paper we consider
multi-path loops (arising from conditionals) with only 2 paths.
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for (j = 0; j < 100; j++)
if (nondet()) break ;

Fig. 7. Loop with abrupt termination

for (j = 0; j < 100; j++)
if (nondet()) j++;

Fig. 8. Loop with monotonic conditional update

Loops with abrupt termination. One class of multi-path loops that can automatically be analyzed by our framework is
the class of linearly iterating loops with abrupt termination arising from non-deterministic conditionals, as given in (5.6)
(a)–(c).

int i = a;
for (; i < b; i = c ∗ i+ d)
if (nondet()) break;

int i = nondet();
for (; i > e; i�= m)
if (nondet()) break;

int i = nondet();
for (; i < e; i�= m)
if (nondet()) break;

(a) (b) (c)

where a, b, c, d, e ∈ K do not depend on i, c 6= 0, and m ∈ N.

(5.6)

We are interested in computing the worst case execution time of a loop from (5.6). Therefore, we safely over-
approximate the number of loop iterations of (5.6) by assuming that the abruptly terminating loop path is not taken.
In other words, the non-deterministic conditional statement causing the abrupt termination of (5.6) is ignored, and we are
left with a simple loop as in (5.1) or (5.5). Upper bounds on the resulting loops are then computed as described in Sections
5.1 and 5.2, from which an over-approximation of the WCET of (5.6) is derived.

Example 5. Consider Figure 7. Assuming that the abruptly terminating loop path is not taken, we obtain a simple loop as
in (5.1). We thus get the loop bound 100.

Loops with monotonic conditional updates. By analyzing the effect of conditional statements on the number of loop
iterations, we identified the class of multi-path loops as listed in (5.7).

for (i = a; i < b; i = c ∗ i+ d)
if (B) i = f1(i);
else i = f2(i);

(5.7)

where a, b, c, d ∈ K do not depend on i, c 6= 0, B is a boolean condition over loop variables,

and:

{
f1, f2 : K→ K are monotonically increasing functions, if c > 0
f1, f2 : K→ K are monotonically decreasing functions, if c < 0

.

We refer to the assignment i = f1(i) as a conditional monotonic assignment (or update), as its execution depends on the
truth value of B.

Let g : K → K denote the function i 7→ c ∗ i + d describing the linear updates over i made at every iteration of a
loop matching (5.7). Note that the monotonic behavior of g depends on c and coincides with the monotonic properties
of f1 and f2. To infer loop upper bounds for (5.7), we aim at computing the worst case iteration time of (5.7). To do so,
we ignore B and transform (5.7) into a single-path loop by safely over-approximating the multi-path behavior of (5.7), as
given below. In what follows, let ∆ = |g(i+ 1)− g(i)|, ∆1 = |f1(i+ 1)− f1(i)|, and ∆2 = |f2(i+ 1)− f2(i)|, where
|x| denotes the absolute value of x ∈ K.
(i) If c is positive, let m = min{∆ +∆1, ∆ +∆2}. That is, m captures the minimal value by which i can be increased
during an arbitrary iteration of (5.7).
Alternatively, if c is negative, we take m = max{∆ +∆1, ∆ +∆2}. That is, m captures the maximal value by which i
can be decreased during an arbitrary iteration of (5.7).
(ii) Loop (5.7) is then over-approximated by the simple loop (5.8) capturing the worst case iteration time of (5.7).

for (i = a; i < b; {i = c ∗ i+ d; i = f1(i)}), if c > 0 and m = ∆+∆1

for (i = a; i < b; {i = c ∗ i+ d; i = f2(i)}), if c > 0 and m = ∆+∆2

for (i = a; i < b; {i = c ∗ i+ d; i = f1(i)}), if c < 0 and m = ∆+∆1

for (i = a; i < b; {i = c ∗ i+ d; i = f2(i)}), if c < 0 and m = ∆+∆2

(5.8)

Hence, the control flow refinement of (5.7) requires checking the arithmetical monotonicity constraints of f1 and f2. We
automatically decide this requirement using arithmetical SMT queries.
(iii) We are finally left with computing loop upper bounds of (5.8). To this end, we need to make additional constraints
on the monotonic functions f1 and f2 of (5.7) so that the approach of Section 5.1 can be applied. Namely, we restrict f1
(respectively, f2) to be a linear monotonic function i 7→ u∗ i+v, where u, v ∈ K do not depend on i and u 6= 0. As linear
monotonic functions are closed under composition, updates over the iteration variable i in (5.8) correspond to C-finite
recurrences of order 1. Upper bounds on loop iterations of (5.8) can thus be derived as presented in Section 5.1.
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for (i = x;
i < 65536;
i *= 2) ;

int s = x;
while (s)

s�= 1;

while (i > 0)
if (i >= c)
i = −c;

else
i− = 1;

M = 12;
for (i = 0; i < M; i++)

A[i] = malloc(N)
if (!A[i])

break;
(a) Loop with C-finite update. (b) Shift-loop. (c) Loop with conditional up- (d) Abruptly terminating loop.

Iteration bound is 12. Iteration bound is 31. dates. With no initial value in- Iteration bound is 12.

formation on i, the bound is

INT MAX.

Fig. 9. Examples from[10]

Note that the additional constraints imposed over f1 and f2 restrict our approach to the multi-path loops (5.9) with
linear conditional updates.

for (i = a; i < b; i = c ∗ i+ d)
{
if (B) i = u1 ∗ i+ v1;
else i = u2 ∗ i+ v2;
}

(5.9)

where a, b, c, d, u1, u2, v1, v2 ∈ K do not depend on i, and c, u1, u2 6= 0,

B is a boolean condition over loop variables, and

{
u1 > 0 and u2 > 0, if c > 0
u1 < 0 and u2 < 0, if c < 0

Loops (5.9) form a special case of (5.7). Let us however note, that extending the approach of Section 5.1 to handle general
(or not) C-finite recurrences with monotonic behavior would enable our framework to compute upper bounds for arbitrary
(5.7). We leave the study of such extensions for future work.

Example 6. Consider Figure 8. The conditional update over j is linear, and hence the multi-path loop is transformed into
the simple loop for (j = 0; j < 100; j++). The loop bound of Figure 8 is therefore derived to be 100.

6 Experimental Evaluation
We implemented our approach to loop bound computation in the TuBound tool [19]. TuBound is a static analysis tool with
focus on program optimization and WCET analysis of the optimized program. TuBound is based on the Static Analysis
Tool Integration Engine (SATIrE) framework and developed at VUT. Given a C program, the work flow of TuBound
consists of a forward-directed flow-sensitive interval analysis and a unification based flow-insensitive points-to analysis,
followed by a loop bound analysis. The analysis results are weaved back into the program source as compiler-pragmas
(i.e. annotations). A WCET-aware GNU C compiler translates then the source to annotated assembler code. Finally, a
WCET bound of the input C program is calculated using the IPET approach. For more details about TuBound we refer
to [19, 17].

We extended TuBound’s loop bound inference engine by our approach to infer iteration bounds of loops with non-
trivial linear updates and refinable control flow. However, to make our approach applicable to real world examples, we also
extended TuBound’s loop preprocessing step. The preprocessing step transforms arbitrary loop constructs into for-loops,
and applies simple loop rewriting techniques.

The new version of TuBound implementing our approach to loop bound computation is called r-TuBound.
WCET Benchmarks. We investigated two benchmark suites that originate from the WCET community: the Mälardalen
Real Time and the Debie-1d benchmark suites [10]. The Mälardalen suite consists of 152 loops. r-TuBound was able to
infer loop bounds for 121 loops from the Mälardalen examples. By analyzing our results, we observed that 120 out of these
121 loops involved only incrementing/decrementing updates over iteration variables, and 1 loop required more complex
C-finite recurrence solving as described in Section 5.1. When compared to TuBound [19], we noted that TuBound also
computed bounds for the 120 Mälardalen loops with increment/decrement updates. However, unlike r-TuBound, TuBound
failed on analyzing the loop with more complex C-finite behavior.

The Debie benchmark suite contains 75 loops. r-TuBound successfully analyzed 59 loops. These 59 loops can be
classified as follows: 57 simple loops with increment/decrement updates, 1 shift-loop with non-deterministic initialization,
and 1 multi-path loop with conditional update. When compared to TuBound, we observed that TuBound could analyze the
58 simple loops and failed on the multi-path loop. Moreover, r-TuBound derived a tighter loop bound for the shift-loop
than TuBound.
Scientific Benchmarks. We ran r-TuBound on the SciMark2 benchmark suite containing 34 loops. Among other arith-
metic operations, SciMark2 makes use of fast Fourier transformations and matrix operations. r-TuBound derived loop



124 Ershov Informatics Conference 2011

Table 1. Experimental results and comparisons with r-TuBound and TuBound

Benchmark Suite # Loops TuBound r-TuBound Types
Mälardalen 152 120 121 CF
Debie-1d 75 58 59 SH, CU
Scimark 34 24 26 AT, CF
Dassault 77 39 46 AT, CF-CU-AT (3), CU(4)

Total 338 241 252 AT (2), SH, CU (5), CF (2),
CF-CU-AT (3)

bounds for 26 loops, whereas TuBound could analyze 24 loops. The 2 loops which could only be handled by r-TuBound
required reasoning about abrupt-termination and C-finite updates.
Industrial Benchmarks. We also evaluated r-TuBound on 77 loops sent by Dassault Aviation. r-TuBound inferred loop
bounds for 46 loops, whereas TuBound analyzed only 39 loops. When compared to TuBound, the success of r-TuBound
lies in its power to handle abrupt termination, conditional updates, and C-finite behavior.
Experimental Results. Altogether, we ran r-TuBound on 4 different benchmark suites, on a total of 338 loops and derived
loop bounds for 253 loops. Out of these 253 loops, 243 loops were simple and involved only C-finite reasoning, and
10 loops were multi-path and required the treatment of abrupt termination and conditional updates. Unlike r-TuBound,
TuBound could only handle 241 simple loops. Figure 9 shows example of loops that could be analyzed by r-TuBound, but
not also by TuBound.

We summarize our results in Table 1. Column 1 of Table 1 lists the name of the benchmark suite, whereas column
2 gives the number of loops contained in the benchmarks. Columns 3 and 4 list respectively how many loops were
successfully analyzed by TuBound and r-TuBound. Column 5 describes the reasons why some loops, when compared to
TuBound, could only be analyzed by r-TuBound. To this end, we distinguish between simple loops with C-finite updates
(CF), shift-loops with non-deterministic initializations (SH), multi-path loops with abrupt termination (AT), and multi-
path loops with monotonic conditional updates (CU). Column 5 of Table 1 also lists, in parenthesis, how many of such
loops were encountered and could only be analyzed by r-TuBound. For example, among the loops sent by Dassault
Aviation 4 multi-path loops with monotonic conditional update, denoted as CU(4), could only be analyzed by r-TuBound.
Some loops on which only r-TuBound succeeds are, for example, multi-path loops with C-finite conditional updates and
abrupt termination; such loops are listed in Table 1 as CF-CU-AT.
Analysis of Results. Table 1 shows that 74.55% of the 338 loops were successfully analyzed by r-TuBound, whereas
TuBound succeeded on 71.30% of the 338 loops. That is, when compared to TuBound, the overall quality of loop bound
analysis within r-TuBound has increased by 3.25%. This relatively low performance increase of r-TuBound might thus
not be considered significant, when compared to TuBound.

Let us however note that the performance of r-TuBound, compared to TUBound, on the WCET and scientific bench-
marks was predictable in some sense. These benchmarks are used to test and evaluate WCET tools already since 2006.
In other words, it is expected that state-of-the-art WCET tools are fine tuned with various heuristics so that they yield
good performance results on loops occurring in ”classical” WCET benchmarks, including Debie-1D, Mälarden, or even
Scimark.

The benefit of r-TuBound wrt TuBound can be however evidenced when considering new benchmarks, where loops
have more complicated arithmetic and/or control flow. Namely, on the 77 examples coming from Dassault Aviation,
r-TuBound derives loop bounds for 46 programs. That is, 60% of new benchmarks can be successfully analysed by r-
TuBound. When compared to TuBound, we note that r-TuBound outperforms TuBound on these new examples by a
performance increase of 9%. The programs which can only be handled by r-TuBound require reasoning about multi-path
loops where updates to scalars yield linear recurrences of program variables (in many cases, with c 6= 1 in (5.1)) . These
recurrences cannot be solved by the simple variable increment/decrement handling of TuBound. Moreover, TuBound fails
in handling multi-path loops. Based on the results obtained on these new benchmark suite, we believe that our pattern-
based recurrence solving approach in conjunction with SMT reasoning for flow refinement provides good results for
computing bounds for complex loops with r-TuBound.

Let us also note that in WCET analysis, loops, even simple ones, are in general manually annotated with additional
information on loop bounds. Automated generation of loop bounds would significantly increase the applicability of WCET
tools in embedded software. The techniques presented in this paper can automatically deal with loops which often occur
real-time systems, and therefore can be successfully applied for automated WCET analysis of programs.
Limitations. We investigated examples on which r-TuBound failed to derive loop bounds. We list some of the failing loops
in Figure 10. Note that the arithmetic used in the simple loop Figure 10(a) requires extending our framework with more
complex recurrence solving techniques, such as [22, 11], and deploy SMT solving over various numeric functions, such as
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while (abs(diff) >= 1.0e-05)
{
diff = diff ∗ −rad ∗ rad/

(2.0 ∗ inc) ∗ (2.0 ∗ inc + 1.0);
inc++;
}

while (k < j)
{
j -= k;
k /= 2;
}

while (((int)p[i]) != 0)
i++;

(a) (b) (c)

Fig. 10. Limitations of r-TuBound

the absolute value computations over floats or integers. On the other hand, Figure 10(b) suggests a simple extension of our
method to solving blocks of C-finite recurrences. Finally we note that Figure 10(c) illustrates the need of combining our
approach with reasoning about array contents, which can be done either using SMT solvers [13, 4] or first-order theorem
provers [21]. We leave this research challenges for future work.

7 Conclusion

We describe an automatic approach for deriving iteration bounds for loops with linear updates and refinable control flow.
Our method implements a pattern-based recurrence solving algorithm, uses SMT reasoning to refine program flow, and
over-approximates non-deterministic initializations. The inferred loop bounds are further used in the WCET analysis of
programs. When applied to challenging benchmarks, our approach succeeded in generating tight iteration bounds for large
number of loops.

In the line of [18], we plan to extend the recurrence solving algorithm in r-TuBound to analyze loops with more com-
plex arithmetic. We also intend to integrate our approach with flow refinement techniques based on invariant generation,
such as in [7]. Moreover, we plan to compete in the WCET-Challenge 2011.
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Abstract. The conflict resolution method, introduced by the authors in [1] is a new method for solving systems of
linear inequalities over the rational and real numbers. This paper investigates various heuristics for optimisation of the
method and presents experimental evaluation. The method and heuristics are evaluated against various benchmarks and
compared to other methods, such as the Fourier-Motzkin elimination method and the simplex method.

1 Introduction

In this paper we present an evaluation of our conflict resolution method [1] for checking solvability of systems of linear
inequalities.

Conflict resolution is a solution driven method. Given a system of linear inequalities and an arbitrary initial assignment
on variables, the method iteratively modifies the assignment aiming at obtaining a solution. During this process a conflict
can arise when the current assignment cannot be directly modified to satisfy the system of inequalities. In this case there
exists at least one pair of conflicting inequalities which impedes the refinement. Such a conflict is resolved by deriving a
new inequality from the conflicting pair and adding it to the current system of inequalities. The process continues until
either the assignment is refined into a solution, or a trivially unsatisfiable inequality is derived, showing unstaisfiability of
the initial system of inequalities. In [1] the conflict resolution method is shown to be sound, complete and terminating.

The performance of the method can be improved by using various strategies for selecting conflicting pairs, refinement
of assignments, and choosing the order on variables. In this paper we introduce a number of heuristics and strategies
for the conflict resolution method. We evaluate them on various benchmarks and compare to other methods for solving
systems of linear inequalities such as the Fourier-Motzkin elimination method and the simplex method.

This paper is structured as follows. In Section 2 we give some preliminary notations. Section 3 briefly overviews
the conflict resolution method. In Section 4 we present heuristics whose performance is studied in the paper. Section 5
describes the set of benchmarks used for the experimental evaluation. In Section 6 we describe preprocessing methods
used in the evaluation. . The results of experiments are discussed in Section 7. In Section 8 we summarise the presented
work and discuss further research directions.

2 Preliminaries

Let Q denote the set of rationals, and X be a finite set of variables {x1, . . . , xn} where n is a positive integer. We call
a rational linear constraint over X either a formula anxn + . . . + a1x1 + b � 0, where � ∈ {≥, >,=} and ai ∈ Q for
1 ≤ i ≤ n, or one of the formulas ⊥,>. The formula ⊥ is always false and > is always true. The constraints ⊥ and > are
called trivial.

We introduce an order on variables, without loss of generality we can assume: xn � xn−1 � . . . � x1. For simplicity,
we consider all constraints throughout the paper to be normalised, i.e. be of one of the forms: ⊥, >, xk + q � 0 or
−xk + q � 0, where � ∈ {≥, >,=}, xk is the maximal variable in the respective constraint, and q does not contain xk.
Evidently, every constraint can be effectively changed to an equivalent normalised constraint. We introduce a notion of
the level of a constraint as follows: if the maximal variable in a constraint c is xk, then we say that k is the level of c. If c
contains no variables, then we define the level of c to be 0. Note that, since all constraints are assumed to be normalised,
a constraint written in the form xk + p ≥ 0 or −xk + q ≥ 0 is of the level k.

We define an assignment σ over the set of variables X as a mapping from X to Q, i.e. σ : X → Q. Given an
assignment σ, a variable x ∈ X and a value v ∈ Q, we call the update of σ at x by v, denoted by σv

x, the assignment
obtained from σ by changing the value of x by v and leaving the values of all other variables unchanged.

For a linear form q over X , denote by qσ the value of q after replacing all variables x ∈ X by the corresponding
values σ(x). An assignment σ is called a solution of a linear constraint q � 0 if qσ � 0 is true; it is a solution of a system of

? Supported by a Royal Society University Research Fellowship
?? Partially supported by an EPSRC grant
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Algorithm 1 The Conflict Resolution Algorithm CRA
Input: A set S of linear constraints.
Output: A solution of S or “unsatisfiable”.
1: if ⊥ ∈ S then return “unsatisfiable”
2: σ := arbitrary assignment;
3: k := 1
4: while k ≤ n do
5: if σ 6|= S=k then
6: while (S, σ) contains a k-conflict (xk + p ≥ 0,−xk + q ≥ 0) do
7: S := S ∪ {p+ q ≥ 0}; . application of CR
8: k := the level of (p+ q ≥ 0);
9: if k = 0 then return “unsatisfiable”

10: end while
11: σ := σv

xk
, where v is an arbitrary value in I(S, σ, k) . application of AR

12: end if
13: k := k + 1
14: end while
15: return σ

linear constraints if it is a solution of every constraint in the system. If σ is a solution of a linear constraint c (or a system
S of such constraints), we also say that σ satisfies c (respectively, S), denoted by σ |= c (respectively, σ |= S), otherwise
we say that σ violates c (respectively, S). A system of linear constraints is said to be satisfiable if it has a solution.

For simplicity, we consider only algorithms for solving systems of linear constraints of the form q ≥ 0, ⊥ and >.
We define a state as a pair (S, σ), where S is a system of linear constraints and σ an assignment. Let S = (S, σ) be

a state and k a positive integer. We say that S contains a k-conflict (xk + p ≥ 0,−xk + q ≥ 0) if (i) both xk + p ≥ 0
and −xk + q ≥ 0 are linear constraints in S and (ii) pσ + qσ < 0. Instead of “k-conflict” we will sometimes simple say
“conflict”. Note that if σ is a solution of S, then S contains no conflicts.

3 The Conflict Resolution Algorithm

We will now formulate our method. Given a system S of linear constraints, it starts with an initial state (S, σ), where σ
is an arbitrary assignment, and repeatedly transforms the current state by either adding a new linear constraint to S or
updating the assignment. We will formulate these rules below as transformation rules on states S ⇒ S′, meaning that S
can be transformed into S′. Let k be an integer such that 1 ≤ k ≤ n.
The conflict resolution rule (CR) (at the level k) is the following rule:

(S, σ)⇒ (S ∪ {p+ q ≥ 0}, σ),

where (S, σ) contains a k-conflict (xk + p ≥ 0,−xk + q ≥ 0).
The assignment refinement rule (AR) (at the level k) is the following rule:

(S, σ)⇒ (S, σv
xk
),

where

1. σ satisfies all constraints in S of the levels 0, . . . , k − 1.
2. σ violates at least one constraint in S of the level k.
3. σv

xk
satisfies all constraints in S of the level k.

We will call any instance of an inference rule an inference. Thus, our algorithm will perform CR-inferences and
AR-inferences. Note that the conflict resolution rule derives a linear constraint violated by σ.

In the description of the conflict resolution algorithm we use the following notation. For every set S of linear con-
straints and a positive integer k, denote by S=k (respectively, S<k) the subset of S consisting of all constraints of the level
k (respectively, of all levels strictly less than k). For any system S of linear constraints, a non-negative integer k and an
assignment σ denote

L(S, σ, k)
def
= max{−pσ | (xk + p ≥ 0) ∈ S};

U(S, σ, k)
def
= min{qσ | (−xk + q ≥ 0) ∈ S};

I(S, σ, k)
def
= [L(S, σ, k), U(S, σ, k)].
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Informally, the interval I(S, σ, k) will be used in our main algorithm to define the range of admissible values of the
variable xk for the assignment refinement rule.

The Conflict Resolution Algorithm CRA is given as Algorithm 1. CRA is shown to be sound, complete and terminating
in [1].

The algorithm can be parametrised by various strategies for (i) selection of conflicting pairs: we can choose any
conflicting pair (at line: 6), (ii) refinement of assignments: we can choose any value v inside the interval I(S, σ, k) (at
line: 11) and (iii) selection of the order on variables �. We consider these strategies in the next section.

4 Strategies for Conflict Resolution

In this section we discuss strategies and heuristics used for fine-tuning the conflict resolution method. First we consider
strategies based on the main parameters of the CRA algorithm:

1. strategies for selecting conflicts,
2. strategies for selecting values in the assignment refinement rule,
3. strategies for selecting the order on variables.

Then we discuss optimization-related strategies for: i) reducing the number of derived constraints, ii) dealing with
half-bounded levels and iii) reducing coefficients in the constraints.

For each of the heuristics we introduce short namings and then combine them to address particular set of heuristics in
our experiments and discussions.

4.1 Strategies for Selecting Conflicts

The issue of selecting a conflicting pair of constraints arises naturally when more than one conflicting pairs occur on a
level. We implemented a number of various strategies. To illustrate these strategies, we will use the following example:

x4 − 2x3 + x1 + 5 ≥ 0 (1)
x4 − x3 + x2 + 2 ≥ 0 (2)
−x4 + x3 + 2x1 − 4 ≥ 0 (3)
−x4 − x3 + + x1 + 1 ≥ 0 (4)

x3 + x1 − 1 ≥ 0 (5)
− x3 + x2 − 2x1 + 5 ≥ 0 (6)

We consider order on variables x4 � x3 � x2 � x1 and initial assignment σ : {x4 7→ 0;x3 7→ 0;x2 7→ 0;x1 7→ 0}.
To illustrate the algorithm, we will split all inequalities into subsets corresponding to their levels. This initially gives two
non-empty levels as shown bellow:

Level 4

(1) 2x3 − x1 − 5 ≤ x4 x4 ≤ x3 + 2x1 − 4 (3)
(2) x3 − x2 − 2 ≤ x4 x4 ≤ −x3 + + x1 + 1 (4)

Level 3

(5) − x1 + 1 ≤ x3 x3 ≤ x2 − 2x1 + 5 (6)

CRA starts with level 3. At this level σ 6|= S=k and the interval I(S, σ, 3) = [1; 5] is non-empty, thus AR rule is
applicable. AR refines the assignment σ := σv

x3
, updating the value of the variable x3 by v, where v is an arbitrary value

in I(S, σ, 3). Let v = 4. CRA moves to level 4 with σ : {x4 7→ 0;x3 7→ 4;x2 7→ 0;x1 7→ 0} and σ |= S<4. At level 4
the interval I(S, σ, 4) is empty [3;−3] and CRA detects 4 conflicts (indeed, all pairs of constraints of different signs are
conflicting). To proceed, CRA selects one of the conflicts.

In the following we discuss our strategies for selecting conflicts.
Algebraic or Maximal Overlap approach (MO). One of the strategies we tried is based on maximal overlaps, defined
as follows. We select a k-conflict xk + p ≥ 0 and −xk + q ≥ 0 in S (i.e., pσ + qσ < 0), such that pσ = L(S, σ, k) and
qσ = U(S, σ, k). To explain the rationale behind this strategy we refer to the notion of ‘almost’ non-redundant constraints,
defined in [1]. For readers’ convenience we recall this notion here.
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Lemma 1. Consider the set S+ of all constraints at a level k having the form xk+p ≥ 0. Consider its subset S′ consisting
of all constraints xk + p ≥ 0 such that −pσ = L(S, σ, k). Then S′ is not implied by S<k ∪ (S+ − S′). o

Based on this definition, choice of a conflict with maximal overlap guaranties that the constraints xk + p ≥ 0 and
−xk + q ≥ 0 are ‘almost’ non-redundant in the above sense. In our example the maximal overlap [3;−3] is obtained for
the conflict: ((1), (4)). Resolvent of the conflict x3 ≤ 2

3x1 + 2 is added to level 3. New bounds on the variable x3 define
a non-empty interval I(S, σ, 3) = [1; 2] which does not contain the current value of x3 = 4. The assignment refinement
rule is applied. Let the new value of x3 be 1. Moving to level 4, the algorithm detects the only conflict ((2), (3)) giving
the empty interval I(S, σ, 4) = [−1;−3]. This time resolvent of the conflict −2x1 + 2 ≤ x2 is added to level 2. Having
the only constraint at level 2 the interval I(S, σ, 2) is half-bounded [2; +∞) and the current value of x2 = 0 lies outside
it. Again, the assignment refinement rule updates σ by assigning x2 a new value from the interval, suppose this value is 2.
One can easily check that following up to level 3 and level 4 no more conflicts are formed and no assignment refinement
is needed. Thus, the system is satisfiable and σ : {x4 7→ 0, x3 7→ 1, x2 7→ 2, x1 7→ 0} is a solution.
Geometric or Relaxation Method approach (RM). Another strategy for selecting a conflict comes from the geomet-
rical ideas behind the relaxation method, (see, e.g., [8]). As we know, an assignment σ represents a point M in the
n-dimensional space and the system of linear inequalities S defines a polyhedron in this space. The relaxation method
iteratively changes the assignment trying to get inside the polyhedron defined by S. New assignment is chosen by re-
flecting M over a hyperplane that (i) is defined by a constraint in S that is violated by M , i.e., M is outside the feasible
area defined by a hyperplane of one of the facets of the polyhedron and (ii) is on the maximal distance from M . A con-
straint defining such a hyperplane is called the most violated constraint. The original relaxation method has a substantial
drawback – each iteration leads to solving of a new problem. Moreover the relaxation method does not always terminate,
producing approximations converging to a solution but never achieving it.

However, the idea of reflection over the hyperplane of the most violated constraint is itself geometrically attractive.
We integrated this idea into our algorithm as a conflict selection criterion: choose a conflicting pair of constraints with the
most violated resolvent. In contrast to the relaxation method our algorithm with the same conflict selection criterion does
not require solving a new problem after each iteration, and moreover guarantees termination.

Let us show how CRA selects a conflict using the geometric approach. Let us return to level 4 with the refined
assignment σ : {x4 7→ 0;x3 7→ 4;x2 7→ 0;x1 7→ 0}. As mentioned above, all pairs are conflicting at this stage.
Assignment σ corresponds to the point M(0, 4, 0, 0) which is outside the solution space. To use the geometric approach,
CRA searches for the hyperplane which is defined by one of the resolvents of these conflicts and is the furthermost to M .
The distance from a point P = (pn, . . . , p1) to a hyperplane corresponding to the constraint anxn + . . . a1x1 + b ≥ 0 is
calculated using the formula:

|anpn + . . . a1p1 + b|√
a2n + . . .+ a21

Since we need the maximal distance we compared squares of the distances to avoid calculations with roots. It is easy
to see, that the furthermost hyperplane to M is defined by the resolvent of the conflict ((2), (4)) : x3 ≤ 1

2x2 +
1
2x1 +

3
2 .

This constraint is of level 3. The interval I(S, σ, 3) becomes [1; 3
2 ] and the assignment can be refined by updating the value

of x3. Let σ := σ1
x3

. Moving to level 4, we find that the interval is empty I(S, σ, 4) = [−1;−3] and the only conflicting
pair of constraints is ((2), (3)). The resolvent of this conflict −2x1 + 2 ≤ x2 is added to level 2. This constraint defines a
half-bounded interval for the values of I(S, σ, 2) = [2;+∞) which does not contain the current value of x2. Let us update
the assignment by setting x2 := 2. Following the algorithm it is easy to check that all constraints at level 3 and level 4 are
satisfied, thus the system is also satisfied and σ : {x4 7→ 0;x3 7→ 1;x2 7→ 2;x1 7→ 0} is a solution.
Take the first conflict (FC). The next strategy we tried simply takes the first detected conflict. It saves the calculation
time needed for computing all conflicts at a level. The first conflict detected in our example is ((1), (3)). Its resolvent
x3 ≤ 3x1 + 1 is of level 3 and narrows the interval I(S, σ, 3) to [1; 1]. Thus x3 := 1. Moving to level 4 with a refined
assignment σ : {x4 7→ 0, x3 7→ 1, x2 7→ 0, x1 7→ 0} CRA detects the only conflict ((2), (3)). Obtained resolvent
−2x1 + 2 ≤ x2 sets bounds on the variable x2 at level 2: I(S, σ, 2) = [1;+∞). By setting x2 := 2 one can check that
CRA passes all remaining levels without any conflicts and changes in the assignment.
Random choice of conflict approach (RC). The last conflict selection heuristics we implemented is randomly choosing
a conflict with an equal probability. Assume that the randomly selected conflict is ((2), (3)). The derived constraint
−2x1 + 2 ≤ x2 is of level 2 and the bound on x2 forms a half-bounded interval I(S, σ, 2) = [2;+∞). If the value of x2
is set to 2, we move to level 3 and pass it without refining an assignment. At level 4 CRA detects that only the selected
conflict ((2), (3)) is resolved, and three other conflicts are remained. Let us select the conflict randomly again, and assume
it is ((1), (4)). Its resolvent x3 ≤ 2

3x1 + 2 narrows the interval for x3 to [1; 2] and forces the value of x3 to be updated.
Let x3 := 2. One can check that all constraints at level 4, and thus in the initial system, became satisfied.
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As we see each of the conflict selection strategies results in a different behaviour of the algorithm. The running time
of the algorithm depends significantly on the choice of values for the variables in the assignment refinement rule. In the
following, we discuss the strategies for assignment refinement used in our experiments.

4.2 Strategies for Assignment Refinement

We tried several strategies for selecting values in the assignment refinement rule, we list them bellow.
Minimal (Maximal) point (MIN/MAX). Select always the minimal (or always the maximal) endpoint of the interval
I(S, σ, k). As we saw from the examples of using strategies for selecting conflicts, the course of the algorithm and its
performance can be significantly affected by the choice of the values of variables. For instance, if the value of the variable
x3 selected from the interval [1; 5] for the first time is 1 and not 4 the algorithm avoids derivation of a conflict needed to
adjust the value of x3.
Interleaved (swapped minimal and maximal) points (SW). A natural extension of the previous strategy is to interleave
the selection of the maximal and the minimal endpoints of the interval I(S, σ, k) each time the interval is updated.
Random assignment value choice (RA). Another strategy is a random choice of the assignment value within the interval
I(S, σ, k).
Middle point. Select the middle point of the interval I(S, σ, k).

Our experiments show that these strategies can result in a rapid growth of the sizes of numerators and denominators of
rational values in the assignment, which in turn leads to heavy calculations. The next strategy is aimed at reducing sizes
of rational numbers used in the assignment values.
Closest binary to the middle point (BMP). If the endpoints of I(S, σ, k) coincide, we select this point. Otherwise, we
select a rational number n/m in I(S, σ, k) such that (i) m is the least power of 2 among denominators of all rationals
in I(S, σ, k), and (ii) n is such that, n/m is the closest rational to the middle point of the interval, among all rationals
satisfying (i). It can be shown that a rational satisfying both (i) and (ii) always exists. In particular, if I(S, σ, k) contains
integer points, then our strategy will select an integer in I(S, σ, k) closest to the middle point. As our experiments show,
such choice of values considerably simplifies the assignment values and constraint evaluation.

4.3 Strategies for Selecting the Order on Variables

We implemented the following strategies for selecting the order on variables.
Random order (RO). The first strategy we tried sets the order on variables randomly before running the CRA algorithm.
Length-based order (LO). The second strategy orders variables giving preference to variables occurring in short con-
straints. For simplicity, we formalise the second strategy as follows. To each variable x we associate a pair of integers
(l(x), t(x)), where l(x) is the length of the shortest constraint containing variable x and t(x) is a number of such con-
straints. We define the ordering on variables � as follows: for two variables x, y we have x � y if (i) l(x) > l(y) or (ii)
l(x) = l(y) and t(x) > t(y). That is, we try to put variables occurring in shortest constraints on lower levels.

4.4 Optimization-related strategies

There are also other heuristics that we considered interesting to study. One of them concerns adding resolvents to the
current system at run-time.
Adding resolvents. In general, adding a derived constraint to its level may result in new conflicts at this level. Thus
resolving one conflict may result in a cascade of conflicts in lower levels. Adding all such consecutive resolvents may
result in a quick expansion of the system. Based on this we studied the following heuristics:

1. add all resolvents derived during the run-time of the algorithm;
2. do not add a resolvent if it results in a new conflict at its level, rather keep resolving conflicts without adding them

until a resolvent is derived which results in no conflicts (backjumping – BJ).

The latter heuristic describes a process of ‘backjumping’ to the lowest level (the first non-conflicting level) and adding
only the last resolvent to the system.

Two other heuristics concern the issues of (i) dealing with half-bounded intervals in the AR rule and (ii) reducing
constraints by the greatest common divisor of their coefficients.
Dealing with half-bounded intervals in the AR rule. In our experiments half-bounded intervals in the assignment
refinement rule occur very frequently. We deal with such cases by introducing an artificial bound on the intervals. If
during the run-time CRA returns to a level with a half-bounded interval considerably often, we considered increasing the
size of the interval consecutively. We tried two heuristics for dealing with half-bounded intervals:
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1. increase the size of an artificial interval exponentially each time CRA returns to the corresponding level; in the
experiments we tried this strategy with increasing by powers of 2 (pow2);

2. keep the size of artificial intervals constant, in the experiments fixed to 10 (const10).

Reducing constraints by gcd. The last implemented heuristic corresponds to the problem of decreasing size of numer-
ators and denominators of rational numbers during the calculations. Namely, if all coefficients in a constraint have the
greatest common divisor different from 1 than the constraint can be reduced by dividing its coefficients by their greatest
common divisor. This simple idea yields the heuristics:

1. always reduce constraints by gcd (gcd);
2. never reduce constraints by gcd.

We studied various combinations of all presented heuristics and integrated them into the CRA algorithm. We call
major heuristics the ones (i) for selecting conflicts, and (ii) for selecting assignment values. The heuristics (a) for dealing
with half-bounded intervals in the assignment refinement rule and (b) for reducing constraints by gcd of their coefficients
are general in their nature and can be combined with any major heuristic mentioned above.

5 Benchmarks

This section describes the benchmarks used in our experiments. We evaluated our solver on two types of benchmarks:
randomly generated benchmarks and benchmarks extracted from real-life problems. The real-life benchmarks consist of
systems of linear constraints extracted from SMT-LIB problems [3].

Real-life problems are substantially different from randomly generated ones. They differ not only by their size but
also by their structure. In real-life problems the number of variables and constraints is considerably higher and most of
the problems contain hundreds of variables and constraints. In addition, real-life problems often have sparse matrices and
relatively simple coefficients.
Benchmarks with randomly generated problems. We used random benchmarks with integer coefficients generated by
the GoRRiLA tool [5]. GoRRiLa is a generator of random problems for propositional logic and for systems of linear
constraints over the rational or integer numbers. GoRRiLA can generate random problems of a given number of variables,
so that each constraint has the number of variables in a certain range (for example, between 3 and 5 variables).

We evaluated CRA on two sets of random benchmarks.

1. The first set consists of 1600 problems with a number of variables ranging from 11 to 18;
2. The second set consists of 400 problems with a number of variables ranging from 19 to 26.

Benchmarks Extracted From SMT-LIB. In order to study the performance of our solver on real-life problems we ran a
series of experiments with real-life benchmarks extracted from the SMT-LIB library. We used the benchmarks from the
QF LRA division of the SMT-LIB: these benchmarks contain quantifier-free SMT problems in the theory of linear real
arithmetic.

We obtained real-life benchmarks using the Hard Reality Tool (HRT) [6]. HRT allows randomly extracting hard and
realistic theory problems from SMT problems. The extracted theory problems are given as a conjunction of constraints
from this theory.

We used two sets of real-life benchmarks generated by us with the Hard Reality Tool (HRT) [6]. The difference
between these sets is in their difficulty levels which reflect the time needed to solve the problem by the best solver. The
sets contain both satisfiable and unsatisfiable problems.

1. The first set consists of 305 problems with a number of variables ranging from 37 to 1416.
2. The second set consists of 128 problems of considerable higher difficulty level with a number of variables ranging

between 251 and 1067.

6 Preprocessing

Our real-life benchmarks contained several hundreds of variables and constraints. On many instances we observed that
our solver was continuously passing a considerable number of levels, adding new constraints to them and expanding the
system without any contribution to the solving process. We used the following preprocessing of the input system which
considerably improved the performance on such problems.
Eliminating Half-Bounded Variables. Let us note, that if all occurrences of a variable x in the system are of the same
sign, than xwill never be eliminated with the CR rule. Moreover, if a derived constraint contains a variable x, its coefficient
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Table 1. Abbreviation of Strategies

List of Strategies
Selecting Conflict Selecting Assignment Optimisation-related

Abbreviation Strategy Abbreviation Strategy Abbreviation Strategy
FC First Conflict BMP Binary Middle Point BJ Back Jumping
MO Maximal Overlap MAX Maximal Endpoint RO Random Order
RC Random Conflict MIN Minimal Endpoint LO Length-based Order
RM Relaxation Method SW Swap Endpoints pow2 Exp. Half-bounded

RA Random Assignment const10 Const. Half-bounded
gcd Reduction by gcd
prep Preprocessing

in this constraint will be of the same sign too. This means, the levels of half-bounded variables may expand during the
run-time of the CRA algorithm but never give a bounded interval for the corresponding variables.

In such instances the conflict resolution algorithm would run along half-bounding levels never obtaining both bounds
for the variables. To avoid this we can remove from the system all constraints containing such a half-bounded variables.
Solve the system of remained constraints, if it has no solutions, than the original system has no solution either. Otherwise,
we assign a value to all such removed variable based on the values of the variables in the obtained solution. Since the
intervals for the removed variables were half-bounded such an assignment always exists.

Consecutively removing all such variables from the system reduces the number of variables in the system, the number
of initial constraints, and the number of constraints derived at the run-time.
Eliminating unit-half-bounded variables. We extend the above preprocessing by considering unit-half-bounded vari-
ables. The difference between unit-half-bounded variables and half-bounded variables is in allowing unit constraints to
bound the variable. A constraint is called unit constraint, if it contains only one variable. Consider a unit constraint such
that either (i) an equality x = a (where a ∈ Q) or (ii) an inequality that has the coefficient of the variable of the sign
opposite to the sign of the coefficients of this variable in the rest of the constraints.

If (i) holds, then the unit constraint, of the form x = a, explicitly assigns a value to the variable x. We can directly
eliminate x from the system by simply substituting all occurrences of x by a. Obviously, this brings us to the equivalent
system with one variable less. If the modified system has a solution, the solution of the initial system can be easily obtained
by expanding the assignment with the value a for the variable x.

Note, that we can eliminate from the system all such variables one after another, thus reduce the dimension of the
system.

Case (ii) also allows elimination of the variable x from the system. We can eliminate the variable x from the system by
simply summing the unit constraint with the rest of the constraints containing x. Obviously, this operation also results in
an equivalent system of constraints by solving which we can easily obtain a solution to the initial system – we build it by
extending the solution of the derived system for the variable x. The value for the variable x is obtained from the interval
defined by the initial constraints containing x, by simply substituting the values of the other variables. If the derived system
has no solutions, the initial system has no solutions either. Similarly to the previous cases, it is possible to eliminate all
such variables one after another, reducing the dimension of the system this way. Let us note that after eliminating a variable
new variables may become eligible for the preprocessing, We apply this preprocessing exhaustively, i.e., until no eligible
variables remains.

7 Experimental Evaluation

We run our experiments on Intel Xeon Quad Core machines with 2.33 GHz and 12 GB of memory.
For readers’ convenience we name heuristics based on the abbreviation of major strategies for selecting conflicts

(see Section 4.1) and assignment refinement (see Section 4.2) together with other general heuristics (see Section 4.4).
For example in a heuristic MO MAX pow2 we use the maximal overlap strategy for conflict selection, the maximal
point strategy for assignment refinement and increase half bounded intervals by powers of two. We present a full list of
abbreviations used throughout the paper in Table 1.

We determine the best choice of combination of heuristics for both random and real-life benchmarks.
First we select the best set of general heuristics for each major heuristic. Then we compare selected combinations of

heuristics between each other.
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Fig. 1. CRA: major heuristics on randomly generated problems (all using reduction by gcd). Heuristics are labelled from right to left.

7.1 Randomly Generated Benchmarks

On randomly generated problems all implemented strategies had certain similarities in performance and behaviour.

– In the problems with the number of variables ranging between 11 and 18 all heuristics showed an insignificant differ-
ence in the number of solved problems and in performance.

– The difference in the number of solved problems became more significant as the number of variables in the problems
increased ranging between 19 and 26.

Experiments showed that the reduction of constraints by gcd is almost always beneficial. A better performance was
also observed when we increased half bounded intervals by powers of two.

We plotted all major heuristics combined with the best choices of general heuristics for them on Fig. 1. A point (x, y)
on the chart indicates that x problems were solved in y time or less.

As wee see, the best heuristic appeared to be MO BMP BJ pow2, followed by MO BMP pow2 and then by RM BMP pow2,
all close to each other. This chart shows that our non-random heuristics considerably outperform the random ones.

7.2 Real-Life Benchmarks

For real-life benchmarks we added preprocessing, as discussed in Section 6, and plotted results of our experiments for
the combinations of heuristics that were more representative, see Fig. 2. As we see, the top performances were shown by
MO BMP pow2, FC pow2, and RM BMP pow2.

In our experiments, the performance of various bundles of heuristics of the CRA algorithm was different on randomly
generated benchmarks and real-life benchmarks. On both types of problems we have large difference in performance
based on different choices of heuristics. This indicates that the good choice of heuristics is crucial for the performance of
CRA.

Regarding the best performances, for both randomly generated and real-life problems, almost always combinations of
the following major heuristics were showing the top three performances: maximal overlap (MO) and relaxation method
(RM) strategies for conflict selection, combined with the binary middle point strategy (BMP) for the assignment refine-
ment and also with the back jumping (BJ).

In combination with most major heuristics reduction by gcd as well as exponential increase of half-bounded intervals
was effective, for many problems, but with some it had insignificant improvement. Overall, the use of reduction by gcd
and exponential increase of artificial bound of intervals were almost always beneficial.
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Table 2. CRA (MO BMP pow2 LO prep) vs Barcelogic, CVC3, Z3 on real-life benchmarks.

CRA Faster Same Slower
Barcelogic 165 119 148
CVC3 157 274 1
Z3 18 48 366

7.3 CRA vs state-of-the-art SMT solvers

For further experiments we used the implementation of the CRA algorithm that uses one of the best combinations of the
heuristics listed in the previous sections, and incorporates the preprocessing discussed earlier in Section 6 and the length-
based variable ordering. Namely, we used a strategy MO BMP pow2 gcd LO prep which incorporates preprocessing,
the length-based order on variables and following strategies: maximal overlap strategy for selecting the conflict, closest
binary middle point strategy for the assignment refinement, reduction of constraints by gcd and exponential increase of
half-bounded intervals.

In the following we present results of comparison of this implementation of CRA to other linear arithmetic solvers in-
corporated in the state-of-the-art SMT solvers. On Fig. 3 we compared on real-life problems different solvers: Barcelogic,
CVC3, Z3, and CRA incorporating preprocessing and the length-based order on variables.

On studied real-life benchmarks CRA considerably outperforms the Fourier-Motskin elimination based CVC3 solver,
and shows a competitive behaviour compared to the simplex based Barcelogic and Z3. In our experiments with random
problems CRA outperforms CVC3 on almost all problems and in some cases CRA is about twice as faster as Barcelogic
and Z3.

The results of the experiments with real-life benchmarks are presented in the Table 2.
CRA with implemented preprocessing is faster than CVC3 on about one third of the problems and has the same

performance for almost all other problems. Compared to Barcelogic, CRA performs better again on about one third of
the problems, has the same performance on the second third, and Barcelogic is faster than CRA on the other third of the
problems. As for Z3, on both sets of real-life problems CRA showed a competitive performance – on about 85% of the
problems it showed similar performance, outperformed Z3 on about 4% of the problems, and was slower than Z3 on about
11%. As we see, the CRA algorithm not only outperforms the Fourier-Motzkin algorithm but is also highly competitive
with the simplex method.
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8 Summary

Our experiments showed that choosing various parameters has a significant impact on the performance of the CRA solver.
Also, depending on the nature of the problem different heuristics may appear preferable. Let us outline the strategies
behaving the best in general.

In selecting a conflicting pair the best two choices turned out to be the maximal overlap strategy and the relaxation
approach. For selecting the assignment one could overall recommend taking the middle point (based on the binary ap-
proximation). Interestingly, using the boundary value assignments may also appear successful in some special cases.

Among the general heuristics, the reduction by gcd and exponential increase in the case of of half-bounded intervals
turned out to improve the performance nearly in all cases.

The algorithm appeared to be sensitive to the implemented combination of heuristics and preprocessing. Integrating
effective preprocessing to the CRA algorithm and more strategies for selecting appropriate ordering on variables may also
result in a significant benefit. This problem needs further detailed studies.

On the whole, considering that we used some of the best SMT solvers for comparison, conflict resolution showed
itself to be potentially competitive with the simplex method, and definitely outperforms the Fourier-Motzkin method with
modifications.
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Abstract. In this paper we address the reachability problem in controlled o-minimal dynamical systems.
This problem can be formulated as follows. Given a controlled o-minimal dynamical system and a target
set, starting at an initial point, is there a finite choice of time points and control parameters applied at
these points such that the target set is reachable. We prove the existence of a finite control stategy and
construct an algorithm which provides finite control strategies for one-dimensional controlled polynomial
dynamical systems.We also provide a complexity result which shows upper bounds on the numbers of
switches in finite control strategies.

1 Introduction

A fundamental problem in the design of biological, chemical or physical processes is to automatically synthesise
models from performance specifications. In general, by practical and theoretical reasons, it is highly nontrivial
to achieve. However, in some cases, given by partial designs, it could be possible to automatically complete
modelling in order to get desired properties.

In this paper we consider synthesis of finite control strategies to meet reachability and time requirements
for partial designs given by controlled polynomial dynamical systems (CPDS).

A controlled polynomial dynamical system is defined by a polynomial depending on control parameters. The
choice of a parameter determines a certain motion. In general case, in order to archieve reachability or time
requirements it is necessary to switch between motions corresponding to various control parameters in certain
moments of time. We focus on the following problem.
Problem of finite control synthesis. For a partial design, given by CPDS, determine whether there exists finite
sequences of time moments and control parameters that lead the system from an initial state to a desired state.
If the answer is positive then automatically synthesise a finite control strategy.

In the general class of o-minimal dynamical systems this problem does not have a postive solution as
demonstrated in [1, 2, 6]. Indeed, it has been shown that the reachability problem is already undecidable for
three-dimensional piecewise constant derivative systems and two-dimensional o-minimal dynamical systems
with non-determinism. Moreover, for one-dimensional o-minimal dynamical systems with non-determinism, the
problem remains open. However, our investigations show that it is possible to find finite control strategies for
certain broad classes of o-minimal dynamical systems. In this paper we consider the problem for one-dimensional
controlled polynomial dynamical systems. The main contributions of the paper are the proof of the existence
of a finite control stategy and an algorithm synthesising finite control strategies for one-dimensional controlled
polynomial dynamical systems based on quantifier elimination for real closed fields and real algebraic geometry
tools. We also provide a complexity result which shows upper bounds on the numbers of switches in finite control
strategies.

The paper is organised as follows. In Section 2 we define the problem of finite control strategy synthesis for
controlled polynomial dynamical systems. Section 3 contains essential relative properties of the integral curves
of a given dynamics. In Section 4 we construct an algorithm synthesising finite control strategies and show
upper bounds on the number of switches. We conclude with future and related work.

2 Problem Description

In this section we formalise the problem of finite control strategy synthesis for controlled polynomial dynamical
systems. Let

γ : Y × T → X
(y, t) 7→ x,

⋆ This research was partially supported by EPSRC grant EP/E050441/1, DFG-RFBR 09-01-91334-NNIO-a.
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be a polynomial function, where Y ⊆ IRm, T ⊆ IR and X ⊆ IRn. We consider γ as a controlled dynamical
system with control parameters from Y . For every fixed control value y0 ∈ Y the function γ(y0, t) : T → X
describes the motion of a point in the state space X. In what follows we will use the notation xy0(t) for γ(y0, t),
and call the function xy0(t) integral curve.

We are considering the following problem of reachability: given a point and a subset in X, decide whether or
not the subset can be reached from the point using a combination of motions corresponding to various controls.

Definition 1. Let t0, t1, . . . , tk ∈ T be moments of time and y0, y1, . . . , yk ∈ Y be controls. Assume also that
xyj (tj+1) = xyj+1(tj+1) for every j ∈ {0, . . . , k − 1}. Then

C =
∪

0≤j≤k−1

{(t, x) ∈ T ×X| t ∈ [tj , tj+1], x = xyj (t)}

is called piecewise integral curve and the tuple < (t0, y0), . . . , (tk, yk) > is called finite control strategy.

Now we can reformulate the reachability problem formally as follows. Given a polynomial function γ, initial
conditions (t0, x0) ∈ T ×X and a definable target subset Ω ⊂ X decide whether there exists a piecewise integral
curve C reaching Ω, i.e., such that Ω ∩ xyk(t) ̸= ∅.

If the polynomial in γ has integer coefficients while Y, T and X are “simple” enough (e.g., open intervals on
the straight line) then the reachability problem can be considered as computational, and one can ask the natural
questions about decidability and computational complexity. An interesting weaker question is to bound from
above the number k in a reaching piecewise integral curve C in the case when an instance of the computational
problem has the positive output.

Remark 1. It is worth noting that in this case, by quantifier elimination for the first order theory of the reals,
the finite control strategy problem is semi-decidable.

Remark 2. If we fix an upper bound on the number of switches k then the finite control strategy problem
become to be decidable.

Now we assume that Y, T, X ⊂ IR are open intervals, and

Γ := {(y, t, x)|x = γ(y, t)} ⊂ Y × T ×X ⊂ IR3

is the graph of the function γ. Denote by π : Γ → T ×X the projection map, and let U be one of the connected
open sets into which the set of all critical values of π divides π(Γ ). Then all fibres π−1(x, t) for (x, t) ∈ U are
finite and have the same cardinality ℓ. Moreover, by the implicit function theorem, π−1(U) is a union of ℓ smooth
surfaces (graphs of smooth functions) Γ 1, . . . , Γ ℓ such that the restriction of π on each Γ i is a diffeomorphism.

Observe that for any Γ i and y1 ̸= y2, the projections xy1(t) and xy2(t) of the two non- empty intersections
Γ i∩{y = y1} and Γ i∩{y = y2} respectively on T ×X, have the empty intersection, xy1(t)∩xy2(t) = ∅, because
Γ i ∩ {y = y1}, Γ i ∩ {y = y2} are two different level sets of a function. On the other hand, for Γ i1 , Γ i2 , where
i ̸= j, the projections xy1(t), xy2(t) of non-empty intersections Γ i1 ∩ {y = y1}, Γ i2 ∩ {y = y2}, being smooth
real algebraic curves may intersect, either by coinciding or at a finite number of points.

It follows, that in any piecewise integral curve C, restricted on U , any two subsequent integral curves
xyj (t), xyj+1(t) are projections on T × X of intersections Γ i1 ∩ {y = yj}, Γ i2 ∩ {y = yj+1} with i1 ̸= i2. In
particular, at any point (x, t) ∈ U there is a finite number of possible choices of the control.

It seems unavoidable to consider, as a part of the general reachability problem, its following restriction.
Given γ, an open connected subset U of regular values of the projection π, initial conditions (t0, x0) ∈ U and
the target point ω ∈ X decide whether there exists a piecewise integral curve C ⊂ U such that ω ∈ xyk(t). In
this paper we consider, in essence, this restricted version of reachability.

Let U be the square (−1, 1) × (0, 1) with coordinates (t, x). Consider ℓ families xiα(t) of disjoint graphs of
functions in U , where i ∈ {1, . . . , ℓ} enumerates families and α ∈ IR parametrises continuously functions within
the family.

More precisely, there are ℓ surjective Nash functions Γ i : U → IR, 1 ≤ i ≤ ℓ (i.e., real analytic functions
such that P (t, x, Γ i(t, x)) = 0 for some polynomial P ∈ IR[z1, z2, z3] and every (t, x) ∈ U , see [3]). Assume that
for every i and for every α ∈ IR the level set xiα(t) := {(t, x) ∈ U | Γ i(t, x) = α} is either empty or a graph of a
smooth function on a subinterval of (−1, 1) of the t-axis. It follows that for each point (t0, x0) ∈ U and every
i ∈ {1, . . . , ℓ} there is α ∈ IR such that xiα(t0) = x0.
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Fig. 1: The pictures illustrate Example 1. In Picture 1a the first family of integral curves corresponds to y ∈ (0, 1),
and the second family of integral curves corresponds to y ∈ (−1, 0). The piecewise integral curve in Picture 1b
corresponds to the strategy < (t0, y0), (t1, y1) >=< (− 3

5 ,−
3
4 ), (0,

3
4 ) > which solves the reachability problem for

(t0, x0) = (−3
5 ,

117
400 ) and Ω = {x|1 > x ≥ ω}

The aim is, having the initial point (t0, x0) ∈ U to find the moments of time t1, . . . , tk ∈ (−1, 1) and the
corresponding controls i1, . . . , ik such that the piecewise integral curve

C =
∪

0≤j≤k−1

{(t, x) ∈ U | t ∈ [tj , tj+1], x = x
ij
j (t)}

reaches the set Ω ⊆ X. (Here the notation xir(t) is used for the integral curve belonging to the family i and
passing through the point (xr, tr) under the control i ∈ {1, . . . , ℓ}.) Of course, if x0 ∈ Ω then the problem solves
trivially.

Example 1. Let a polynomial function γ := y2 + yt2 be defined on (−1, 1) × (−1, 1) and Ω = {x|x ≥ ω}. The
set of all critical values, {(t, x)| x = −t4/4}, of the projection map π : {(y, t, x) ∈ IR3| x = y2 + yt2} → IR2 lies
outside U , and ℓ = 2.

Let Γ 1(U) = (0, 1) and Γ 2(U) = (−1, 0). Observe that for every y ∈ (0, 1) (respectively, y ∈ (−1, 0)) the
integral curve x1y(t) (respectively, x

2
y(t)) is a parabola having a minimum (respectively, maximum) at t = 0.

Assume that x0 < ω. It is easy to see that there is a piecewise integral curve reaching ω ∈ (0, 1) if and only
if the initial point (t0, x0) satisfies either the conjunction of inequalities x0 ≥ α2 − αt20, t0 ≤ 0 or of inequalities
x0 ≥ α2 + αt20, t0 ≥ 0, where α := (−1 +

√
1 + 4ω)/2.

Suppose that x0 ≥ α2−αt20 and t0 ≤ 0, and let β ≥ α be such that x2−β(t) passes through (t0, x0). If ω > β2

then the target ω is reached by the piecewise integral curve

{(t, x) ∈ U | t ∈ [t0, 0], x = x2−β(t)} ∪ {(t, x) ∈ U | t ∈ [0, t2], x = x1β(t)},

where x1β(t2) = ω. If ω ≤ β2 then ω is reached by the piecewise integral curve

{(t, x) ∈ U | t ∈ [t0, t1], x = x2−β(t),

where x2−β(t1) = ω.

Suppose that x0 ≥ α2 + αt20 and t0 ≥ 0, and let δ ≥ α be such that x1δ(t) passes through (t0, x0). If ω > δ2

then ω is reached by
{(t, x) ∈ U | t ∈ [t0, t1], x = x1δ(t)},

where x1δ(t1) = ω. Otherwise, x0 is already in Ω.
Note that under any of these suppositions there may be other piecewise integral curves reaching the target.

On the other hand, it is easy to prove that the described above motion is the fastest one.
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3 Relative Properties of Integral Curves

In this section we prove basic properties of integral curves of CPDS which we use later in the synthesis of finite
control strategies.

Observe that any integral curve xiα(t), being a graph of a continuous function, divides U into two disjoint
subsets, U+(i, α) which contains a point (t′, x′) ∈ U such that x′ > xiα(t

′), and U−(i, α) which contains a point
(t′′, x′′) ∈ U such that x′′ < xiα(t

′′).

Definition 2. 1. A point (t′, x′) ∈ U is called above an integral curve xiα(t) if (t
′, x′) ∈ U+(i, α).

2. For two integral curves xiα(t) and xiβ(t) from the same family i, xiβ(t) is called above xiα(t) if xiβ(t) ⊂
U+(i, α).

3. For two integral curves xiα(t) and x
j
β(t) from two different families i ̸= j, xjβ(t) is called locally above xiα(t)

at (t0, x0) ∈ U if there is a neighbourhood U0 of (t0, x0) in U such that xiβ(t) ∩ U0 ⊂ U+(i, α) ∩ U0.

4. We say that (t0, x0) is a local minimum point of xjβ(t) relative to xiα(t) if xiα(t) and xjβ(t) are tangent at

(t0, x0), and x
j
β(t) is locally above xiα(t).

Lemma 1. Let (t0, x0) be a local minimum point of xjβ(t) relative to xiα(t). There are no other local minimum

points of xjλ(t) relative to xiα(t) in a neighbourhood of (t0, x0) on x
i
α(t) for any λ. In particular, there is a finite

number of local minima relative to xiα(t).

Proof. If the claim is not true then there is a point (t′, x′) ∈ xiα(t) and an integral curve xjλ(t), having a local

minimum at (t′, x′) relative to xiα(t), such that xjβ(t)∩x
j
λ(t) ̸= ∅. This contradicts to the condition that integral

curves in the same family do not intersect.

Definition 3. Let Gi,j denote the set of all points (t, x) ∈ U such that (t, x) is a point of local minimum of

xjβ(t) relative to xiα(t) for some i, j.

Corollary 1. 1. Gi,j is a curve in U .
2. Gi,j ∩Gj,i = ∅.

Proof. (1) According to Lemma 1, for every fixed α there is a finite number of minima relative to xiα(t).
Considering α as a parameter, we obtain a semialgebraic curve.
(2) Obvious from the definition of Gi,j .

Lemma 2. Each connected component of the curve Gi,j is homeomorphic to the interval (0, 1) and is intersected

by each curve xiα(t) at most once, and by each curve xjβ(t) at most once.

Proof. Suppose that a connected component G of Gi,j is intersected by a certain integral curve xiα(t) at more
than one point. Let A and B be some two neighbouring among them. Then there will be curves xiλ(t) in the
family i each having at least two intersection points with G between A and B, say Aλ, Bλ, as close to one
another as needed. By the definition of Gi,j , at points Aλ, Bλ, some curves xjµ(t) and x

j
η(t) have local minima

relative to xiλ(t). We get a contradiction with the fact that curves in the same family j do not intersect.
Suppose that Gi.j is not homeomorphic to (0, 1). Then one can find a curve xiα(t) intersecting Gi,j more

than twice which we proved to be impossible.

4 An Algorithm Synthesising Finite Control Strategies

Without loss of generality let us assume ℓ = 2. Consider the following piece-wise integral curve C passing
through (t0, x0) ∈ U . Choose at (t0, x0) a control i ∈ {1, 2} realising the maximal possible speed ẋi0(t0). There
are two possible cases.

1. ẋ10(t0) ̸= ẋ20(t0) (assume for definiteness that ẋ10(t0) > ẋ20(t0));
2. ẋ10(t0) = ẋ20(t0).

In case (1), for every point (t′, x′) on the curve x10(t) sufficiently close to (t0, x0), the inequality ẋ
1
0(t

′) > ẋ2α(t
′)

holds true for any x2α(t) such that
x10(t

′) ∩ x2α(t′) = (t′, x′).

This follows from the transversely of x10(t) and x
2
0(t) at (t0, x0). Therefore, in case (1), at any such point (t′, x′)

there is no reason to switch from 1 to 2.
In case (2), there are the following possibilities.



Korovina M., Vorobjov N. Reachability in One-Dimensional Controlled Polynomial Dynamical Systems 141

(i) (t0, x0) is an inflection point of x20(t) relative to x
1
0(t). In this case x20(t) starts above x

1
0(t) (see Definition 2,

(1)), is tangent to x10(t) at (t0, x0) and then goes below x10(t). For any point (t′, x′) on x10(t) sufficiently close
to (t0, x0) there is no reason to switch from 1 to 2.

(ii) (t0, x0) is an inflection point of x10(t) relative to x20(t). This case is analogous to (i).
(iii) (t0, x0) is a local minimum point of x20(t) relative to x10(t) (see Definition 2, (3)). We choose the control

i = 2 in this case.
(iv) (t0, x0) is a local minimum point of x10(t) relative to x20(t). We choose the control i = 1 in this case.

Assume, for definiteness, that we have either case (1), or (2, i), or (2, iii). According to Lemma 1, in case
(iii) (t0, x0) is an isolated local minimum point on x10(t). It follows that the nearest point to (t0, x0) on x

1
0(t) at

which there may be a reason to switch to the family 2 is the nearest point at which some curve x2α(t) has a local
minimum relative to x10(t). According to Lemma 1, there is a finite number of such points on x10(t). Moreover,
since these points are definable in the first order theory of the reals, we can bound their number from above via
the format of γ.

Algorithm.

1. If at (t0, x0) the integral curves xi0(t0), i = 1, 2 intersect transversely then choose at (t0, x0) a control
i ∈ {1, 2} realising the maximal possible slope ẋi0(t0). Let it be for definiteness i = 1.
If (t0, x0) is an inflection point of the integral curves (for definiteness, let (t0, x0) be an inflection point of
x20(t) relative to x10(t)) choose the control i = 1.
If (t0, x0) is a local minimum of one integral curve relative another (for definiteness, let x10(t) have local
minimum relative to x20(t)) then choose the control i = 1.

2. The curve x10(t) has the finite number of local minima relative to it of curves of the type x2α(t). Choose the
right-closest to (t0, x0) on x

1
0(t) such minimum, and let it correspond to α = 1. Denote the minimum point

by (t1, x1). Observe that for the smallest j > 0 for which the jth derivative x2,j1 (t1) of x
2
1(t1) is larger than

ẋ10(t1) = ẋ21(t1) we have x2,j1 (t1) > x1,j0 (t1).
3. The curve x21(t) has the finite number of local minima relative to it of curves of the type x1β(t). Choose the

right-closest to (t1, x1) on x
2
1(t) such minimum, and let it correspond to β = 2. Denote the minimum point

by (t2, x2). Observe that for the smallest j > 0 for which the jth derivative x1,j2 (t2) of x
1
2(t2) is larger than

ẋ21(t2) = ẋ12(t2) we have x1,j2 (t2) > x2,j1 (t2).
4. Continue recursively until at a point (tk, xk) a control ik ∈ {1, 2} will be chosen realising the local mini-

mum of some xikk (t) relative x
ik−1

k−1 (t), and there will be no right-closest tangent points of curves from the

complement family. If xikk (t) = ω for some tk < t ≤ 1 then ω is reachable, otherwise not.

Theorem 1. The number of steps in the Algorithm is finite, moreover, in algebraic case it is bounded from
above via the format of γ.

Proof. Let (tℓ, xℓ) be a switching point of the piecewise integral curve C constructed in the Algorithm, for
definiteness from iℓ−1 = 1 to iℓ = 2. Let G be a connected component of G1,2 such that (tℓ, xℓ) ∈ G. According
to Lemma 2, (tℓ, xℓ) is the unique point of intersection of G and xiℓℓ (t). Recall from the beginning of Section 3

that the integral curve xiℓℓ (t) divides U into the upper part U+(iℓ, ℓ) and the lower part U−(iℓ, ℓ).
If G∩U+(iℓ, ℓ) = ∅ then there will be no point (tm, xm) ∈ C with ℓ < m such that (tm, xm) ∈ G. So, suppose

that G+ := G∩U+(iℓ, ℓ) is non-empty. Since, by Lemma 2, G is homeomorphic to (0, 1), so is G+. One endpoint
of G+ is (tℓ, xℓ), while for the other endpoint, denoted by A, we have three possibilities:

(i) A ∈ {t = −1, x < 1}, i.e., A belongs to the left-hand vertical side of the square U ;
(ii) A ∈ {x = 1}, i.e., A belongs to the upper side of U ;
(iii) A ∈ {t = 1}, i.e., A belongs to the right-hand vertical side of the U .

In any case G+ divides U+(iℓ, ℓ) into two domains. In case (i) the left domain is the one which is adjacent
to {t = −1} and not adjacent to {x = 1}, the other is the right domain. In case (ii) the left domain is adjacent
to the left interval into which A divides {x = 1}, the other is the right domain. In case (iii) the right domain is
the one which is adjacent to {t = 1} and not adjacent to {x = 1}, the other is the left domain.

Note that the point (tℓ+1, xℓ+1) ∈ C belongs to the right domain otherwise xiℓℓ (t) would have at least two
intersection points with G which is impossible by Lemma 2.

Suppose there is a switching point (tm, xm) ∈ C with ℓ < m such that (tm, xm) ∈ G+, and let this be the

first such point between ℓ and m. The curve x
im−1

m−1 (t) “approaches G+ from the right” (this means that x
im−1

m−1 (t),

restricted to [tm−1, tm], lies in the right domain). There are two possibilities: either x
im−1

m−1 (t) is “tangent” to G+



142 Ershov Informatics Conference 2011

(i.e., after passing (tm, xm) remains in the right domain) or enters the left domain. In case the first possibility

realises, G+ remains under the graph x
im−1

m−1 (t) and never appears again.
Consider the second possibility. Suppose we have case (i) (see above). If the origin of the integral curve

x
im−1

m−1 (t) belongs to the right domain, then after entering the left domain at (tm, xm) it has to leave the left
domain at some moment t′ > tm in order to reach either {t = 1} or {x = 1}. This contradicts to the uniqueness

of the intersection point G∩xim−1

m−1 (t). If the origin of x
im−1

m−1 (t) belongs to the left domain, then x
im−1

m−1 (t) already
intersected G at some moment t′′ < tm in order to reach the right domain, and we have a contradiction again.

In cases (ii) or (iii), the curve x
im−1

m−1 (t) always enters the right domain by crossing G+ (rather than xiℓℓ (t)).

Indeed, x
iℓ+1

ℓ+1 (t) has a local minimum at the point (xℓ+1, tℓ+1) and is the closest to (tℓ, xℓ) with this property,

and therefore x
iℓ+1

ℓ+1 (t) enters the right domain by crossing G+. But x
im−1

m−1 (t) is either above xiℓℓ (t) or above

x
iℓ+1

ℓ+1 (t). So we get the same contradiction as before.
We conclude that G is intersected by C at most twice. Since the switching points of C belong to the connected

components G the number of these points does not exceed twice the number of the connected components. The
latter is finite, and in algebraic case estimated from above via the format of γ.

Theorem 2. Let the polynomials P defining Nash functions Γ i have degrees not exceeding d. Then for the
piecewise integral curve C, constructed in the Algorithm, k = dO(1).

Proof. It follows from the proof of Theorem 1 that it is sufficient to estimate the number of connected components
of the curve G1,2. This curve is definable by a formula (with quantifiers) of the first order theory of the reals
with some fixed finite number of variables. According to [4], the number of connected components of G1,2 does
not exceed k = dO(1).

Definition 4. A piecewise integral curve Copt reaching Ω from (x0, t0) at the moment topt is called time-optimal
if toptk ≤ tk for any C reaching Ω from (x0, t0) at some moment tk. If t

opt
k < tk, we say that Copt is faster than

C.

Theorem 3. The piecewise integral curve C, constructed in the Algorithm, is time-optimal. In particular, the
Algorithm is correct.

Proof. Let

C =
∪

0≤j≤k−1

{(t, x) ∈ U | t ∈ [tj , tj+1], x = x
ij
j (t)}.

We prove the theorem by induction on k.
If k = 1 (the base of the induction), then C is the integral curve xi0(t) restricted on [t0, t1], i.e., C = {(t, x) ∈

U | [t0, t1], x = xi0(t)}, and there are no other integral curve xjα(t) and a point (t′, x′) ∈ C, such that j ̸= i
and xjα(t) has a local minimum relative to xi0(t) at (t′, x′). If C was not time-optimal then there would be at
least one integral curve xjβ(t) whose restriction on a subinterval [t′, t′′] of [t0, t1] included in a faster piecewise

integral curve. Then there would be an integral curve xjα(t) in the family j (possibly, with α = β) having a local
minimum relative to xi0(t) at some (t′, x′) ∈ C. We got a contradiction.

Let k > 1. Suppose there is a faster than C piecewise integral curve C ′. Let x1 := xi11 (t1). The line
{(t, x)| x = x1} is reached by C ′ at some moment t′. If t′ < t1 then we get the case as in the base of the
induction (replacing ω by x1) which we led to a contradiction.

If t′ = t then by the inductive hypothesis the piecewise integral curve C restricted on [t1, tk] is time-optimal
for the initial point (t1, x1), hence C

′ is not faster than C and we get a contradiction.
If t′ > t then, since C ′ is faster than C, there exists a point (t′′, x′′) ∈ C ∩ C ′, where t′′ > t′, and by the

inductive hypothesis C restricted on [t′′, tk] is time-optimal for the initial point (t′′, x′′). It follows that C ′ is
not faster than C and we get a contradiction.

Remark 3. The number tk in the piecewise integral curve, computed by the Algorithm, is the minimal time
required to reach Ω from the initial point (t0, x0). Thus, the Algorithm solves the optimal control problem of
finding a time minimization strategy.

5 Conclusion, Related, and Future Work

O-minimality is an fruitful theoretical concept for formal verification of dynamical and hybrid systems. It
has been successfully used for proving that certain classes of dynamical and hybrid systems admit finite-state
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bisimilar models [10, 5, 8]; for computing combinatorial types of trajectories [9]; for mode switching synthesis [7],
etc. In this paper we investigated synthesis of finite control strategy for one-dimentional controlled polynomial
dynamical systems while setting up the framework for synthesis of finite control strategies for wider classes of
controlled dynamical systems and studying related problems.

The main interesting future development would be to consider the domains of integral curves to be more
general than a rectangle, and possibly to include critical values of the projection π. Of course, generalizations
of the problem to higher dimensions are of great interest.

Finally, let us mention a two-person zero-sum game version of our problem. In a game the right of the first
move is prescribed. When it’s a player’s turn to move, at a moment ti, it chooses a control yi+1 ∈ γ−1(x)∩{t = ti}
and a stopping time ti+1. At the moment ti+1 the other player makes a move. The player 1 wins (player 2 looses)
if and only if Ω is reached. In the Example 1, let ω > α2. The player 1 always looses, independently of who is
prescribed to make the first move if x0 < α2 + αt20. If x0 ≥ α2 + αt20 then the player 1 wins if and only if it
has the first move, or it has the second move but x0 ≥ ω−

√
ωt20. It would be interesting to construct a general

efficient algorithm for computing optimal strategies in dynamical games from this class.
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Decidability of Modular Logics for Concurrency

Radu Mardare⋆

Aalborg University, Denmark

Abstract. The modular logics we approach in this paper are logics for concurrent systems that reflect both behavioral
and structural properties of systems. They combine dynamic modalities that express behavioural properties of a system
with polyadic modalities that join properties of subsystems. Spatial and Separation Logics are examples of modular
logics. Being the complex algebraic-coalgebraic semantics, these logics have interesting decidability properties. In this
paper we provide a taxonomy of the decision problems for a class of modular logics with semantics based on CCS
processes.

1 Introduction

The success of Process Algebras [2] in modelling a wide class of concurrent and distributed systems from Computer Sci-
ence and Artificial Intelligence to Systems Biology and Biochemistry, raises the necessity to develop analysis techniques
for studying and predicting the behaviour of modelled systems. This is the origin of the idea of defining complex query
languages specifically designed to express temporal and structural properties of the systems. The dual nature of these
calculi—algebraic/equational syntax versus coalgebraic operational semantics, makes them particularly appropriate for a
modal logic-based approach.

The process semantics for modal logics are special cases of Kripke semantics: they involve structuring the classes
of processes as Kripke models with accessibility relations based on the syntax and the semantics of processes. On one
hand, the accessibility relations induced by transition systems have been considered with Hennessy-Milner logic [13] and
temporal logics [20]. In addition, mobile, concurrent [11, 18] and dynamic-epistemic [14, 15] features have been added to
express more complex semantics. On the other hand, the spatial logics [7, 3] use accessibility relations that reflect syntactic
properties of processes. They are intensional logics [19] able to differentiate bisimilar processes with different structures
by using modular operators – the logical counterparts of the program constructors of process calculi. Thus, the parallel
operator specifies properties of complementary (parallel) modules of a program; its adjoint, the guarantee operator,
quantifies on possible interactive contexts of a program. Some spatial logics consider also operators for specifying the
space of computation, such as ambient logic [7], or operators for name passing and name restrictions in process calculi
[3], but these are outside the scope of this paper.

By combining the dynamic and the modular operators, one gets an interesting polyadic modal logic. The parallel
operator, for instance, is a modal operator of arity 2 that satisfies the axioms of associativity, commutativity, and modal
distribution [16]. Similar operators have been studied, e.g., in the context of Arrow Logic [1, 12], of Relevant and Sub-
structural Logics [21], of linear and intensional logics – see [7] for a detailed discussion.

In spite of the similarities with other logics, the combination of dynamic and modular operators raises genuinely new
problems concerning decidability and complexity for satisfiability, validity, and model checking against the semantics
based on process algebras. In this paper we study and classify by decidability the modular logics for a fragment of CCS
[17]. In spite of the restrictive semantics, these logics are already showing interesting behaviours. In this paper we survey
the results of [4, 10] (the cases PML4 and S OL4) and complete them with new results which improve the state of art and
allow us to organize the taxonomy presented in Table 1. We also present some proof methods for process logics that can
be further used in various contexts.

In [4] it is proved that validity/satisfiability and model checking are undecidable for the logic combining the modular
operators with a modality ⋄ that encodes the τ-transitions (PML4) and with second order modalities of type ∃x.⟨x⟩ϕ
(S OL4). We improve these results by showing that the undecidability of satisfiability for modular logics with second
order quantifiers derives from the undecidability of a more basic logic that contains second order quantifiers but does
not contain the guarantee or the parallel operators. The expressive power of ⊤|ϕ is sufficient to generate, in this context,
undecidability for satisfiability (⊤ is “true”). Moreover, the model-checking problem remains undecidable for any similar
logic that can express at least ⊤◃ϕ (which is less expressive than the guarantee operator). On the other hand, we prove that
the absence of guarantee operator makes the model checking decidable. For the logics without second order operators, we
prove that by replacing ⋄ (studied in [4]) with a class of operators of type ⟨α, α⟩, that expresses a synchronization of the
action α and its co-action, we obtain a decidable logic even in the presence of parallel and guarantee operators. The same

⋆ Research supported by Sapere Aude: DFF-Young Researchers Grant 10-085054 of the Danish Council for Independent Research.
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Table 1. The decidability problems for modular logics

Name Signature Model Satisfiability
checking

PML1 ϕ := 0, 1 | ¬ϕ | ϕ ∧ ϕ | ϕ|ϕ | ⋄ ϕ decidable unknown
PML2 ϕ := 0, 1 | ¬ϕ | ϕ ∧ ϕ | ϕ|ϕ | ⟨α⟩ϕ | ϕ ◃ ϕ decidable decidable
PML3 ϕ := 0, 1 | ¬ϕ | ϕ ∧ ϕ | ϕ|ϕ | ⟨α, α⟩ϕ | ϕ ◃ ϕ decidable decidable
PML4 ϕ := 0, 1 | ¬ϕ | ϕ ∧ ϕ | ϕ|ϕ | ⋄ ϕ | ϕ ◃ ϕ undecidable undecidable

S OL0 ϕ := 0, 1 | ¬ϕ | ϕ ∧ ϕ | ∃x.ϕ | ⟨x⟩ϕ decidable unknown
S OL1 ϕ := 0, 1 | ¬ϕ | ϕ ∧ ϕ | ⊤|ϕ | ∃x.ϕ | ⟨x⟩ϕ decidable undecidable
S OL2 ϕ := 0, 1 | ¬ϕ | ϕ ∧ ϕ | ϕ|ϕ | ∃x.ϕ | ⟨x⟩ϕ decidable undecidable
S OL3 ϕ := 0, 1 | ¬ϕ | ϕ ∧ ϕ | ϕ|ϕ | ∃x.ϕ | ⟨x⟩ϕ | ⊤ ◃ ϕ undecidable undecidable
S OL4 ϕ := 0, 1 | ¬ϕ | ϕ ∧ ϕ | ϕ|ϕ | ∃x.ϕ | ⟨x⟩ϕ | ⟨x⟩ϕ | ⋄ ϕ | ϕ ◃ ϕ undecidable undecidable

result is obtained by replacing ⋄ with the class of dynamic operators ⟨α⟩ which encode atomic actions. We also show that
the model-checking problem is decidable for the logic combining parallel and ⋄ operators, in the absence of guarantee
operator.

2 Preliminaries on Process Algebra

In this section we recall basic notions of process algebra and establish the terminology and the notations. We introduce
a finite fragment of CCS [17] which will be used later as the semantics for modular logics. In spite of its simplicity, this
fragment is already sufficient to rise important decidability problems for the modular logics.

Definition 1 (CCS processes). Let Σ be a countable set of actions and 0 < Σ a constant called null process. The class P
of CCS processes is introduced, for arbitrary α ∈ Σ, by

P := 0 | α.P | P|P.

Definition 2 (Structural congruence). The structural congruence is the smallest equivalence relation on P such that
1. (P|Q)|R ≡ P|(Q|R) 2. P|0 ≡ P 3. P|Q ≡ Q|P
4. If P ≡ P′, then for any α ∈ Σ and Q ∈ P, α.P ≡ α.P′ and P|Q ≡ P′|Q.

Definition 3 (Operational semantics). Let τ < Σ ∪ P and consider an involution on Σ that associates to each action
α ∈ Σ its co-action α, such that α = α and α , α. The operational semantics presented bellow defines a labeled transition
system T : P→ (Σ ∪ {τ}) × P, where T(P) = (µ,Q) is denoted by P

µ
−→ Q for any µ ∈ Σ ∪ {τ}.

α.P
α−→ P , α ∈ Σ α.P|α.Q τ−→ P|Q , α ∈ Σ

P ≡ Q P
µ
−→ P′

Q
µ
−→ P′

, µ ∈ Σ ∪ {τ} P
µ
−→ P′

P|Q
µ
−→ P′|Q

, µ ∈ Σ ∪ {τ}

In this paper we consider, in addition, the transitions labeled by pairs of complementary actions (α, α) defined by

α.P′|α.P′′|P′′′ α,α−→ P′|P′′|P′′′. We call a process P guarded if P ≡ α.Q for some α ∈ Σ and we use the notation Pk de f
= P|...|P︸︷︷︸

k
for k ≥ 1.

Definition 4. For an arbitrary process P ∈ P, let Act(P) ⊂ Σ be defined by

1. Act(0)
de f
= ∅ 2. Act(α.P)

de f
= {α} ∪ Act(P) 3. Act(P|Q)

de f
= Act(P) ∪ Act(Q).

For Ω ⊆ Σ and h,w nonnegative integers we define the class PΩ(h,w) of processes with actions from Ω and syntactic
trees bound by two dimensions: the depth h of the tree and the width w (this represents the maximum number of structural
congruent processes that can be found in a node of the tree). PΩ(h,w) is introduced inductively on h.
PΩ(0,w) = {0};
PΩ(h+1,w) = {(α1.P1)k1 |...|(αi.Pi)ki , for k j ≤ w, α j ∈ Ω, P j ∈ PΩ(h,w),∀ j = 1..i}.

Observe that if Ω ⊆ Σ is a finite set, then PΩ(h,w) is a finite set of processes.
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In what follows, we introduce structural bisimulation, a relation on processes similar to the pruning relation proposed
for trees (static ambient processes) in [5]. This relation will play an essential role in establishing the bounded model
property for some modular logics. The structural bisimulation is indexed by a setΩ ⊆ Σ of actions and by two nonnegative
integers h,w. Intuitively, two processes are Ω-structural bisimilar on size (h,w) if they look indistinguishable for an
external observer that sees only the actions in Ω, does not follow a process for more than h transition steps, and cannot
distinguish more than w cloned parallel subprocesses of an observed process.

Definition 5 (Ω-Structural Bisimulation). Let Ω ⊆ Σ and h,w two nonnegative integers. The Ω-structural bisimulation
on P, ≈Ω(h,w), is defined inductively as follows.

If P ≡ Q ≡ 0, then P ≈Ω(h,w) Q;
If P . 0 and Q . 0, then

P ≈Ω(0,w) Q always.

P ≈Ω(h+1,w) Q iff for any i ∈ 1..w and any α ∈ Ω:

– P ≡ α.P1|...|α.Pi|P′ implies Q ≡ α.Q1|...|α.Qi|Q′, P j ≈Ω(h,w) Q j, j = 1..i;

– Q ≡ α.Q1|...|α.Qi|Q′ implies P ≡ α.P1|...|α.Pi|P′, Q j ≈Ω(h,w) P j, j = 1..i.

We emphasize further some properties of Ω-structural bisimulation. The proofs of these results can be found in Ap-
pendix.

Lemma 1 (Equivalence). ≈Ω(h,w) is an equivalence relations on P.

Lemma 2 (Congruence). Let Ω ⊆ Σ be a set of actions.
1. If P ≈Ω(h,w) Q, then α.P ≈Ω(h+1,w) α.Q.
2. If P ≈Ω(h,w) P′ and Q ≈Ω(h,w) Q′, then P|Q ≈Ω(h,w) P′|Q′.

For nonnegative integers h, h′,w,w′ we convey to write (h′,w′) ≤ (h,w) iff h′ ≤ h and w′ ≤ w.

Lemma 3 (Restriction). Let Ω′ ⊆ Ω ⊆ Σ and (h′,w′) ≤ (h,w). If P ≈Ω(h,w) Q, then P ≈Ω′(h′,w′) Q.

Lemma 4 (Split). If P′|P′′ ≈Ω(h,w1+w2) Q for some Ω ⊆ Σ, then there exist Q′,Q′′ ∈ P such that Q ≡ Q′|Q′′ and P′ ≈Ω(h,w1)

Q′, P′′ ≈Ω(h,w2) Q′′.

Lemma 5 (Step-wise propagation). If P ≈Ω(h,w) Q and P
α−→ P′ for some α ∈ Ω ⊆ Σ, then there exists a transition

Q
α−→ Q′ such that P′ ≈Ω(h−1,w−1) Q′; if P

α,α−→ P′, then there exists a transition Q
α,α−→ Q′ such that P′ ≈Ω(h−2,w−2) Q′.

As Σ is a denumerable set, assume a lexicographic order ≪⊆ Σ × Σ on it. Then, any element α ∈ Σ has a successor
denoted by succ(α) and any finite subset Ω ⊂ Σ has a maximum element denoted by sup(Ω). We define Ω+ = Ω ∪
{succ(sup(Ω))}.

The next lemma states that for any finite set Ω and any nonnegative integers h,w, the equivalence relation ≈Ω(h,w)
partitions the class P of processes in equivalence classes such that each equivalence class has a representative in the finite
set PΩ

+

(h,w).

Lemma 6 (Representation Theorem). For any finite set Ω ⊆ Σ, any nonnegative integers h,w and any process P ∈ P,
there exists a process Q ∈ PΩ+(h,w) such that P ≈Ω(h,w) Q.

3 Modular Logic

In this section we introduce the modular logics. One class contains the propositional modular logics (PMLs) that extend
the classic propositional logic with modular and dynamic operators. The other class consists of second order modular
logics (SOLs) that are equipped with variables and quantifiers over modalities.
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Definition 6 (Syntax). Let Σ and X be two disjoint countable sets. Consider the logics defined for arbitrary α ∈ Σ and
x, y ∈ X as follows.

PML1 ϕ := 0, 1 | ¬ϕ | ϕ ∧ ϕ | ϕ|ϕ | ⋄ ϕ
PML2 ϕ := 0, 1 | ¬ϕ | ϕ ∧ ϕ | ϕ|ϕ | ⟨α⟩ϕ | ϕ ◃ ϕ
PML3 ϕ := 0, 1 | ¬ϕ | ϕ ∧ ϕ | ϕ|ϕ | ⟨α, α⟩ϕ | ϕ ◃ ϕ
PML4 ϕ := 0, 1 | ¬ϕ | ϕ ∧ ϕ | ϕ|ϕ | ⋄ ϕ | ϕ ◃ ϕ

S OL0 ϕ := 0, 1 | ¬ϕ | ϕ ∧ ϕ | ∃x.ϕ | ⟨x⟩ϕ
S OL1 ϕ := 0, 1 | ¬ϕ | ϕ ∧ ϕ | ⊤|ϕ | ∃x.ϕ | ⟨x⟩ϕ
S OL2 ϕ := 0, 1 | ¬ϕ | ϕ ∧ ϕ | ϕ|ϕ | ∃x.ϕ | ⟨x⟩ϕ
S OL3 ϕ := 0, 1 | ¬ϕ | ϕ ∧ ϕ | ϕ|ϕ | ∃x.ϕ | ⟨x⟩ϕ | ⊤ ◃ ϕ
S OL4 ϕ := 0, 1 | ¬ϕ | ϕ ∧ ϕ | ϕ|ϕ | ∃x.ϕ | ⟨x⟩ϕ | ⟨x⟩ϕ | ⋄ ϕ | ϕ ◃ ϕ

Here 0 and 1 are modal operators of arity 0 that characterize the null process and the guarded processes respectively.
The semantics is given for the class P of CCS processes as frames. In particular, a definition of the satisfiability

operator, P |= ϕ that relates a process P ∈ P with the property ϕ written in the syntax of PMLs, is given.

Definition 7 (Semantics of PMLs). Let P ∈ P and ϕ a formula of PMLi, i = 1..4. The relation P |= ϕ is defined
inductively as follows.

P |= 0 iff P ≡ 0.
P |= 1 iff there exist α ∈ Σ and Q ∈ P such that P ≡ α.Q.
P |= ¬ϕ iff P ̸|= ϕ.
P |= ϕ ∧ ψ iff P |= ϕ and P |= ψ.
P |= ϕ|ψ iff P ≡ Q|R, Q |= ϕ and R |= ψ.
P |= ⊤|ϕ iff P ≡ Q|R and R |= ϕ.
P |= ⋄ϕ iff there exists a transition P

τ−→ P′ and P′ |= ϕ.
P |= ⟨α⟩ϕ iff there exists a transition P

α−→ P′ and P′ |= ϕ.

P |= ⟨α, α⟩ϕ iff there exists a transition P
α,α−→ P′ and P′ |= ϕ.

P |= ϕ ◃ ψ iff for any Q ∈ P, Q |= ϕ implies P|Q |= ψ.
P |= ⊤ ◃ ϕ iff for any Q, P|Q |= ϕ.

Observe that, equivalently, we can introduce the semantics in the modal logic fashion by defining a frame for PMLs as the
structure
M = (P, i,R0,R1, (Rα)α∈Σ , (R(α,α))α∈Σ ,Rτ,R|,R◃) where

i : P→ 2{0} is the interpretation function defined by i(P) = {0} for P ≡ 0 and i(P) = ∅ else;
R0 = {0} and R1 = {α.P : α ∈ Σ, P ∈ P} are accesibility relations of arity 1;
(Rα)α∈Σ is a class of accessibility relations Rα ⊆ P × P indexed by actions and defined by (P,Q) ∈ Rα iff P

α−→ Q.
(R(α,α))α∈Σ is a class of accessibility relations indexed by pairs of complementary actions and defined by (P,Q) ∈ R(α,α) iff

P
α,α−→ Q.

Rτ is an accessibility relations Rτ defined by (P,Q) ∈ Rα iff P
τ−→ Q.

R| ⊆ P × P × P is a relation defined by (P,Q,R) ∈ R| iff P ≡ Q|R
R◃ ⊆ P × P × P is a relation defined by (P,Q,R) ∈ R◃ iff R ≡ P|Q.
In this presentation 0, 1 are modal operators of arity 0, ⟨α⟩, ⟨α, α⟩ and ⋄ are modal operators of arity 1, while | and ◃ are
modal operators of arity 2.

Before introducing the semantics of second order modular logics (SOLs), we should stress the fact that in our syntax
X is a set of variables that will be interpreted over Σ. As usual, we call an occurrence of a variable x ∈ X in a formula ϕ
(written in the syntax of S OLi, i = 0, . . . , 4) a free occurrence if it is not in the scope of a quantifier ∃x. We call a variable
x a free variable in a formula if it has at least one free occurrence1. A formula ϕ is closed if it contains no free variables;
else, we call it open. A valuation v : X ↪→ Σ is a partial function that associates values in Σ to some variables in X. If v is
a valuation, x ∈ X is a variable that is not in the domain of v, and α ∈ Σ, we denote by v{x→α} the valuation v′ that extends
v with v′(x) = α.

The semantics of second order modular logics (SOLs) is given by the satisfiability operator, P, v |= ϕ that relates a
process P ∈ P and valuation v : X → Σ interpreting the free variable of ϕ, to a well formed formula ϕ of S OLi, i = 0, . . . , 4.

1 As usual, we assume that variables occurring under different boundaries or both bound and free do not clash, even if the same
(meta-)symbol x ∈ X is used to name them.
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Definition 8 (Semantics of SOLs). The relation P, v |= ϕ is defined as follows.
P, v |= 0 iff P ≡ 0.
P, v |= 1 iff there exists α.Q ∈ P such that P ≡ α.Q.
P, v |= ¬ϕ iff P, v ̸|= ϕ.
P, v |= ϕ ∧ ψ iff P, v |= ϕ and P, v |= ψ.
P, v |= ϕ|ψ iff P ≡ Q|R, Q, v |= ϕ and R, v |= ψ.
P, v |= ⊤|ϕ iff P ≡ Q|R, Q, v |= ϕ.
P, v |= ⋄ϕ iff P

τ−→ P′ and P′, v |= ϕ.

P, v |= ⟨x⟩ϕ iff P
v(x)−→ P′ and P′, v |= ϕ.

P, v |= ⟨x⟩ϕ iff P
v(x)−→ P′ and P′, v |= ϕ.

P, v |= ϕ ◃ ψ iff for any process P′ ∈ P, P′, v |= ϕ implies P′|P, v |= ψ.
P, v |= ⊤ ◃ ϕ iff for any process P′, P′|P, v |= ϕ.
P, v |= ∃x.ϕ iff there exists α ∈ Σ such that P, v{α→x} |= ϕ.

In addition to the boolean operators we also introduce the next derived operators that will be used both with PMLs
and SOLs.

⊤ de f
= 0 ∨ ¬0 ⊥ de f

= ¬⊤ ϕ ∥ ψ de f
= ¬(¬ϕ|¬ψ)

◦ϕ de f
= (¬ϕ) ◃ ⊥ ϕ∀

de f
= ϕ ∥ ⊤ α.ϕ

de f
= 1 ∧ ⟨α⟩ϕ

⊤ and ⊥ are boolean constants, hence ⊤|ϕ and ⊤ ◃ ϕ are particular instances of ψ|ϕ and ψ ◃ ϕ respectively. Notice that

in the logics where ϕ|ψ is a legal construction, 1 can be defined from 0 by 1
de f
= ¬0∧ (0 ∥ 0). Observe also that the operator

◦, that can be defined in a logic where ϕ ◃ ψ is legal, is a universal modality and ◦ϕ encodes the validity of ϕ over P.

Definition 9. A formula ϕ of PMLs is satisfiable if there exists a process P ∈ P such that P |= ϕ; it is valid (a validity) if
for any process P ∈ P, P |= ϕ. A closed formula ϕ of SOLs is satisfiable if there exists a process P ∈ P such that P, ∅ |= ϕ,
where ∅ is the empty valuation; it is valid (a validity) if for any process P ∈ P P, ∅ |= ϕ.

We denote the fact that ϕ is a validity by |= ϕ. Hereafter, we call the satisfiability problem (validity problem) for a
logic against a given semantics the problem of deciding if an arbitrary formula is satisfiable (valid). The model checking
problem for PMLs consists in deciding, for an arbitrary formula ϕ and an arbitrary process P, if P |= ϕ. The same problem
for SOLs consists in deciding, for an arbitrary closed formula ϕ and an arbitrary process P, if P, ∅ |= ϕ.

Observe that Definition 9 implies that ϕ is a validity iff ¬ϕ is not satisfiable and reverse, ϕ is satisfiable iff ¬ϕ is
not valid. Consequently, satisfiability and validity are dual problems implying that once one has been proved decid-
able/undecidable, the other shares the same property.

4 Decision Problems for Second Order Modular Logics

In [4] it is proved that S OL4 is undecidable. The proof is based on the method proposed previously in [10] where it is
shown that the second order quantifiers (over ambient names) in ambient logic, in combination with the parallel operator,
can induce undecidability for satisfiability. A corollary of this result is the undecidability of S OL2. In what follows, we
use the same method for proving a stronger result, i.e. that satisfiability for S OL1 is undecidable. This result shows that
even in absence of the parallel operator (in S OL1, the parallel operator can only appear in constructions of type ⊤|ϕ)
second order quantification implies the undecidability of satisfiability for S OL2, S OL3 and S OL4.

In the second part of this section we approach the model checking problem. For S OL2 model checking is decidable
(implying decidability of model checking for both S OL1 and S OL0), while for S OL3 model checking is undecidable
(implying the undecidability of model checking for S OL4). This shows that the expressivity of guarantee operator is not
the one responsable of the undecidability of model checking, but the expressivity of ⊤ ◃ ϕ. Notice that P, v |= ⊤ ◃ ϕ implies
that all processes having P as subprocess have the property ϕ under the evaluation v, i.e. we face a universal quantification
over the class of upper processes of P. The satisfiability of S OL0 is open.

4.1 The Satisfiability Problem

In what follows, we prove that the satisfiability problem of S OL1 is equivalent with the satisfiability problem of a fragment
of first order logic known to be undecidable for finite domains2. This fragment is FOL introduced inductively, for a single
binary predicate p(x, y) and for x, y ∈ X, by:

2 The same fragment of first order logic is used in [4] for proving the undecidability of S OL4.
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f := p(x, y) | ¬ f | f ∧ f | ∃x. f .
The semantics of FOL is defined for a finite domain D ⊆ Σ, for an interpretation I ⊆ D × D of the predicate and for a

valuation v : X → D as follows.
(D, I), v |= p(x, y) iff (v(x), v(y)) ∈ I
(D, I), v |= ¬ f iff (D, I), v ̸|= f
(D, I), v |= f ∧ g iff (D, I), v |= f and (D, I), v |= g
(D, I), v |= ∃x. f iff there exists α ∈ D and (D, I), v{x→α} |= f .
It is known that satisfiability for FOL is undecidable. We will prove further that satisfiability of FOL is equivalent with

satisfiability for S OL1.

We begin by describing a special class P ⊆ P of processes that can be characterized by the formulas of S OL1.
Consider the following derived operators in S OL1:

D(x) = ⟨x⟩0, R(x, y) = 1 ∧ ⟨x⟩⟨y⟩0 and
Model = [(1→ (∃xD(x) ∨ ∃x∃yR(x, y)))|⊤] ∧ [∀x∀y((R(x, y)|⊤)→ (D(x)|⊤ ∧ D(y)|⊤))].

We prove that Model characterizes the class P of process containing 0 and all processes of type

α1.0|...|αk.0 | αi1 .α j1 .0|...|αil .α jl .0

for i1, ..., il, j1, .., jl ∈ {1, ..k}.

Lemma 7. P, v |= Model iff either P ∈ P.

Proof. P, v |= (1 → (∃xD(x) ∨ ∃x∃yR(x, y)))|⊤ iff for any Q s.t. P ≡ Q|R we have that if Q |= 1 (i.e. Q ≡ α.Q′ for
some α), then Q′ ≡ 0 or Q′ ≡ β.0. Hence, Q |= 1 implies Q ≡ α.0 or Q ≡ α.β.0 for some α, β ∈ Σ. Moreover,
P, v |= ∀x∀y((R(x, y)|⊤)→ (D(x)|⊤ ∧ D(y)|⊤)) iff P ≡ α.β.0|Q implies P ≡ α.0|β.0|P′.

Now, we describe a method for associating to each pair (D, I) used in the semantics of FOL, a process PI
D ∈ P.

Let D ⊆ Σ be a finite set and I ⊂ D × D a relation on D. Suppose that D = {α1, ...αk} with k ≥ 1, and I =
{(αi1 , α j1 ), (αi2 , α j2 ), ..., (αil , α jl )}, with i1, ..., il, j1, .., jl ∈ {1, ..k}. We denote by Dom(Σ) the class of these pairs (D, I). We
associate to each pair (D, I) ∈ Dom(Σ) the process PI

D ∈ P defined by PI
D ≡ α1.0|...|αk.0 | αi1 .α j1 .0|...|αil .α jl .0.

Reverse, consider a process P ∈ P for which there exists α1, ...αk ∈ Σ, not necessarily distinct, and i1, ..., il, j1, .., jl ∈
{1, ..k} s.t. P ≡ α1.0|...|αk.0 | αi1 .α j1 .0|...|αil .α jl .0.
We take D = {α1, ...αk} and I = {(αi1 , α j1 ), (αi2 , α j2 ), ..., (αil .α jl )} and this is the pair we associate to P. Notice that, by
construction, if αi = α j then it appears in D only once and similarly, if (αis , α js ) = (αit , α jt ) for some s , t, then it is taken
only once in I.

For proving the equivalence between the two decidability problems, we define the encoding [ ] that associates each
formula of FOL to a formula of S OL1 by
[p(x, y)] = R(x, y)|⊤; [¬ f ] = ¬[ f ]; [ f ∧ g] = [ f ] ∧ [g]; [∃x. f ] = ∃x.((D(x)|⊤) ∧ [ f ]).

Lemma 8. (D, I), v |= f iff PD
I , v |= [ f ].

Proof. We prove it by induction on f ∈ FOL. The non-trivial cases are:
The case f = ∃x.g: (D, I), v |= ∃x.g iff there exists α ∈ D s.t. (D, I), v{x→α} |= g. Further, the inductive hypothesis

gives PD
I , v{x→α} |= [g]. But because PD

I ≡ α.0|P′, we obtain that PD
I , v{x→α} |= D(x)|⊤. Hence PD

I , v{x→α} |= D(x)|⊤ ∧ [g]
that implies PD

I , v |= ∃x.(D(x)|⊤ ∧ [g]) that is equivalent with PD
I , v |= [ f ].

The case f = p(x, y): (D, I), v |= p(x, y) iff (v(x), v(y)) ∈ I. But this is equivalent with PD
I ≡ v(x).v(y).0|P′ that implies

PD
I , v |= (1 ∧ ⟨x⟩⟨y⟩.0)|⊤, i.e. PD

I , v |= [ f ].

Lemma 9. Let f be a closed formula of FOL. Then f is satisfiable in FOL iff Model ∧ [ f ] is satisfiable in S OL1.

Proof. Model characterizes the class P of processes. So, if there exists a model (D, I) ∈ Dom(Σ) such that (D, I), ∅ |= f ,
then PD

I , ∅ |= Model ∧ [ f ], where ∅ is the empty valuation. Reverse, if there is a process P ∈ P that satisfies Model ∧ [ f ],
then P, ∅ |= Model, i.e. P ∈ P meaning that there exists (D, I) ∈ Dom(Σ) such that P ≡ PD

I . Then PD
I , ∅ |= [ f ] that implies

(D, I), ∅ |= f .

Theorem 1. For S OL1 validity and satisfiability are undecidable.

This result implies the undecidability of satisfiability for the more expressive logics.

Corollary 1. The satisfiability is undecidable for S OL2 and S OL3.
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4.2 The Model-Checking Problem

With model checking the situation is different. The simple presence of second order quantification does not imply unde-
cidability, as for the case of satisfiability.

Theorem 2. For S OL2 model checking is decidable.

Proof. Observe that for arbitrary P, ϕ, v′ and α, β < Act(P) ∪ dom(v′), we have P, v′{x→α} |= ϕ iff P, v′{x→β} |= ϕ. Due to this
property, for deciding P, v |= ϕ it is sufficient to only consider the valuations assigning values from Act(P) ∪ {α1, ..., αk} to
the free variables of ϕ, where αi < Act(P) for i = 1..k and k is the number of distinct variables that appear in ϕ. Further,
one can prove that the operators can be eliminated inductively, and the model-checking problem can be reduced, at each
step, to a finite number of model-checking problems involving the subprocesses of P (which are finitely many, modulo
structural congruence) and the subformulas of ϕ.

Corollary 2. The model-checking problems for S OL1 and S OL0 are decidable.

The presence in a logic of the operator ⊤ ◃ ϕ is sufficient to make the model-checking problem undecidable. Notice
that P, v |= ⊤ ◃ ϕ involves a universal quantification over the class of upper processes of P.

Theorem 3. For S OL3 model checking is undecidable.

Proof. The proof is based on the observation, emphasized also in [10], that in any logic which can express ⊤ ◃ ϕ, the
decidability of model-checking problem implies the decidability of satisfiability. Hence, the undecidability of satisfiability
implies undecidability of model checking. Indeed, for an arbitrary formula ϕ in S OL3, it is trivial to verify that |= ϕ iff
0, ∅ |= ⊤ ◃ ϕ. As for S OL3 validity is undecidable, we obtain undecidability for model checking.

5 Decision Problems for Propositional Modular Logics

In this section we focus on propositional modular logics. In [4] it has been proved that for PML4 satisfiability, validity
and model checking are undecidable against the semantics presented in Section 3. The proof is based on the equivalence
between the satisfiability problems for S OL4 and PML4. The result reveals that the combination of the modality ⋄ based
on τ-transition with the modular operators | and ◃, generates undecidability.

In this section we show that the combination of the two modular operators and a transition-based modality does
not always produce undecidability. We will show that for PML2 and PML3 both the satisfiability/validity and model-
checking problems are decidable. PML2 contains dynamic operators indexed by actions ⟨α⟩ that reflect the interleaving
semantics of CCS. PML3 is closer to PML4 as it expresses communications by the dynamic operators ⟨α, α⟩. But while
the communications reflected by ⋄ have an anonymous status, the communications expressible in PML3 can also specify
the pairs of actions involved. Observe that ⋄ can be seen as an existential quantifier over the class of ⟨α, α⟩ and in this
sense PML4 has a second-order nature that might explain its undecidability.

In the second part of the section we consider the logic PML1 which combines ⋄ with the parallel operator. We prove
that for this logic model checking is decidable. However, the satisfiability for PML1 is an open problem.

5.1 Decidability of PML2 and PML3

We prove that for PML2 and PML3 satisfiability/validity problems are decidable. The proofs are based on the bounded
model property technique which consists in showing that, given a formula ϕ of PML2 or PML3, we can identify a finite
class of processes Pϕ, bound by the dimension of ϕ, such that if ϕ has a model in P, then it has a model in Pϕ. Thus,
the satisfiability problem in P is equivalent with the satisfiability in Pϕ. This result can be further used to prove the
decidability of satisfiability for the two logics. Indeed, as Pϕ is finite, checking the satisfiability of a formula can be done
by exhaustively verifying it for all the processes in Pϕ.

The method adapted for modular logics was first proposed in [6] and reused in [5] for the case of static ambient logic.
It consists in identifying a structural equivalence on processes, sensitive to the dimension of the logical formulas, that
relates two processes whenever they satisfy the same formulas of a given size. In our case this relation is the structural
bisimulation defined in Section 2.

Definition 10 (Size of a formula). The sizes of a formula of PML3, denoted by LϕM = (h,w), is defined inductively
assuming that LϕM = (h,w) and LψM = (h′,w′), as follows.

1. L0M de f
= (1, 1). 2. L¬ϕM de f

= LϕM.
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3. Lϕ ∧ ψM de f
= (max(h, h′),max(w,w′)). 4. L⟨α⟩ϕM de f

= (h + 1,w + 1).

5. Lϕ ◃ ψM de f
= (max(h, h′),w + w′). 6. Lϕ|ψM de f

= (max(h, h′),w + w′).

7. L⟨α, α⟩ϕM de f
= (h + 2,w + 2).

Definition 11. The set of actions of a formula ϕ, act(ϕ) ⊆ Σ is given by:

1. act(0)
de f
= ∅ 2. act(¬ϕ) = act(ϕ)

3. act(ϕ ∧ ψ)
de f
= act(ϕ) ∪ act(ψ) 4. act(⟨α⟩ϕ)

de f
= {α} ∪ act(ϕ)

5. act(ϕ ◃ ψ)
de f
= act(ϕ) ∪ act(ψ) 6. act(ϕ|ψ)

de f
= act(ϕ) ∪ act(ψ)

7. act(⟨α, α⟩ϕ)
de f
= {α, α} ∪ act(ϕ).

The next Lemma states that a formula ϕ of PML2 or PML3 expresses a property of a process P up to ≈act(ϕ)LϕM . A sketch
of its proof can be found in Appendix.

Lemma 10. The next assertion is true for PML2 and PML3.
If P ≈act(ϕ)LϕM Q, then [P |= ϕ iff Q |= ϕ].

This result guarantees the bounded model property for both PML2 and PML3.

Theorem 4 (Bounded model property). For PML2 and PML3,
if P |= ϕ, then there exists Q ∈ Pact(ϕ)+LϕM such that Q |= ϕ.

Theorem 5 (Decidability). For PML2 and PML3 validity and satisfiability are decidable against process semantics.

Proof. The decidability of satisfiability derives, for both logics, from the bounded model property. Indeed, if ϕ has a
model, by Lemma 4, it has a model in Pact(ϕ)+LϕM . As act(ϕ) is finite, Pact(ϕ)+LϕM is finite. Hence, checking for membership is
decidable.

5.2 The Model-Checking Problems

We focus now on the model-checking problems. We start by stating the decidability of model checking for PML2 and
PML3.

Theorem 6. For PML2 and PML3 model checking is decidable.

Proof. Given the process P and the formula ϕ, we show inductively on the structure of ϕ that P |= ϕ is decidable,
by showing that the problem can be reduced, step by step, to a finite number of model checking problems involving
subformulas of ϕ. The only interesting case is ϕ = ϕ1 ◃ ϕ2. Due to the bounded model property, P |= ϕ1 ◃ ϕ2 iff for any
Q ∈ Pact(ϕ1)+Lϕ1M we have that Q |= ϕ1 implies P|Q |= ϕ2. As there are only a finite number of processes Q ∈ Pact(ϕ1)+Lϕ1M , we are
done.

Theorem 7. For PML1 model checking is decidable.

Proof. As before, we reduce the problem P |= ϕ to a finite number of model checking problems involving subprocesses
of P (we do not have ◃) and subformulas of ϕ. The only difference w.r.t. PML2 or PML3 is case ϕ = ⋄ψ. We have P |= ⋄ψ
iff there exists a transition P

τ−→ P′ such that P′ |= ψ. But the number of processes P′ such that P
τ−→ P′ is finite modulo

structural congruence. Hence, also in this case, the problem can be reduced to a finite number of model checking problems
that refers to ψ.

6 Conclusive Remarks

The goal of this paper was to present the taxonomy in Table 1. The results improve the state of the arts: the undecidability
of satisfiability of S OL1 explains the undecidability of S OL4 reported in [4] and the undecidability of model checking
of S OL3 is linked to the undecidability of model checking for S OL4. The results on propositional modular logics are,
to the best of our knowledge, original. The decidability of PML3 shows that the communication in combination with the
modular operators is not necessarily undecidable. The decidability of S OL2 is useful for applications in which interleaving
semantics is relevant. Notice that, in light of Table 1, the undecidability of satisfiability seems generated either by the
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combination of second order quantifiers with ⊤|ϕ, or by the combination of ⋄ and ◃. Undecidability of model checking
seems generated by the presence of ⊤ ◃ ϕ in the context of undecidable satisfiability.

For future work we intend to extend these results for more complex frameworks, especially for the case of stochastic
and probabilistic systems. We are interested in studying the decision problems for the case of Modular Markovian Logic
[8]. This is a very complex modular logic for stochastic/probabilistic systems that can be used to specify properties of,
e.g., stochastic-CCS processes [9] and it enjoys most of the properties established for modular logics.
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Appendix

In this appendix we present some of the proofs of the main lemmas presented in the paper.

Proof (Proof of Lemma 2).
2. We prove it by induction on h. The case h = 0 is immediate.

For the case h + 1, suppose that P ≈Ω(h+1,w) P′ and Q ≈Ω(h+1,w) Q′.
Consider any i = 1..w, and any α ∈ Ω such that P|Q ≡ α.R1|...|α.Ri|Ri+1. Suppose, without loss of generality, that

R j are ordered in such a way that there exist k ∈ 1..i, P′′,Q′′ such that P ≡ α.R1|...|α.Rk |P′′, Q ≡ α.Rk+1|...|α.Ri|Q′′
and Ri+1 ≡ P′′|Q′′. Because k ∈ 1..w, from P ≈Ω(h+1,w) P′ we have P′ ≡ α.P′1|...|α.P′k |P0 such that R j ≈Ω(h,w) P′j for
j = 1..k. Similarly, from Q ≈Ω(h+1,w) Q′ we have Q′ ≡ α.Q′k+1|...|α.Q′i |Q0 such that R j ≈Ω(h,w) Q′j for j = (k + 1)..i. Hence,
P′|Q′ ≡ α.P′1|...|α.P′k |α.Q′k+1|...|α.Q′i |P0|Q0 with R j ≈Ω(h,w) P′j for j = 1..k and R j ≈Ω(h,w) Q′j for j = (k + 1)..i.

Proof (Proof of Lemma 4).
We prove it by induction on h. The case h = 0 is trivial.

The case h + 1: Suppose that P′|P′′ ≈Ω(h+1,w) Q. Let w = w1 + w2.
Following an idea proposed in [5], we say that a process P is in Ω(h,w)-normal form if whenever P ≡ α1.P1|α2.P2|P3

for α1, α2 ∈ Ω and P1 ≈Ω(h,w) P2 then P1 ≡ P2. Note that P ≈Ω(h+1,w) α1.P1|α2.P1|P3. This shows that for any P, any Ω and
any (h,w) we can find a P0 such that P0 is in (h,w)-normal form and P ≈Ω(h+1,w) P0.
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We can suppose, without loosing generality, that the canonical representations of P′, P′′ and Q are3:

P′ ≡ (α1.P1)k′1 |...|(αn.Pn)k′n |P1, P′′ ≡ (α1.P1)k′′1 |...|(αn.Pn)k′′n |P2 and Q ≡ (α1.P1)l1 |...|(αn.Pn)ln |Q1,

where P1, P2,Q1 have all the guarded subprocesses prefixed by actions that are not in Ω. For each i ∈ 1..n, we split
li = l′i + l′′i in order to obtain a splitting of Q. We define the splitting of li such that (αi.Pi)k′i ≈Ωh+1,w1

(αi.Pi)l′i and
(αi.Pi)k′′i ≈Ωh+1,w2

(αi.Pi)l′′i . We do this as follows:
If k′i + k′′i < w1 + w2 then P′|P′′ ≈Ωh+1,w Q implies li = k′i + k′′i , so we can choose l′i = k′i and l′′i = k′′i .
If k′i + k′′i ≥ w1 + w2 then P′|P′′ ≈Ωh+1,w Q implies li ≥ w1 + w2. We meet the following subcases:

– k′i ≥ w1 and k′′i ≥ w2. We choose l′i = w1 and l′′i = li − w1 (note that as li ≥ w1 + w2, we have l′′i ≥ w2).
– k′i < w1, then we must have k′′i ≥ w2. We choose l′i = k′i and l′′i = li − k′i . So l′′i ≥ w2 as li ≥ w1 + w2 and l′i < w1.
– k′′i < w2 is similar with the previous one. We choose l′′i = k′′i and l′i = li − k′′i .

Now, for Q′ ≡ (α1.P1)l′1 |...|(αn.Pn)l′n and Q′′ ≡ (α1.P1)l′′1 |...|(αn.Pn)l′′n , the result is verified.

Proof (Proof of Lemma 5).
Because P ≈Ω(h,w) Q, α ∈ Ω and P ≡ α.P′|P′′, we obtain that Q ≡ α.Q′|Q′′ with P′ ≈Ω(h−1,w) Q′. We prove that

P′|P′′ ≈Ω(h−1,w−1) Q′|Q′′.
Consider β ∈ Ω and i = 1..w − 1 such that: P′|P′′ ≡ β.P1|...|β.Pi|P⋆. We can suppose that, for some k ≤ i, we have

P′ ≡ β.P1|...|β.Pk |P+, P′′ ≡ β.Pk+1|...|β.Pi|P− and P⋆ ≡ P+|P−. Because P′ ≈Ω(h−1,w) Q′ and k ≤ i ≤ w − 1, we obtain that
Q′ ≡ β.Q1|...|β.Qk |Q+ with P j ≈Ω(h−2,w) Q j for j = 1..k. Further we distinguish two cases.

1. If α , β, then we have P ≡ β.Pk+1|...|β.Pi|(P−|α.P′) and because P ≈Ω(h,w) Q, we obtain Q ≡ β.Rk+1|...|β.Ri|R⋆ with
R j ≈Ω(h−1,w) P j for j = k + 1..i. But Q ≡ α.Q′|Q′′ and because α , β, we obtain Q′′ ≡ β.Rk+1|...|β.Ri|R+ that gives us
in the end Q′|Q′′ ≡ β.Q1|...|β.Qk |β.Rk+1|...|β.Ri|(R+|Q+), with P j ≈Ω(h−2,w) Q j for j = 1..k (hence, P j ≈Ω(h−2,w−1) Q j) and
P j ≈Ω(h−1,w) R j for j = k + 1..i (hence, P j ≈Ω(h−2,w−1) R j).

2. If α = β, then we have P ≡ α.Pk+1|...|α.Pi|α.P′|P− and as P ≈Ω(h,w) Q and i ≤ w − 1, we obtain

Q ≡ α.Rk+1|...|α.Ri|α.R′|R⋆,

with R j ≈Ω(h−1,w) P j for j = k + 1..i and R′ ≈Ω(h−1,w) P′. Because P′ ≈Ω(h−1,w) Q′ and ≈Ω(h,w) is an equivalence relation, we can
suppose that4 R′ ≡ Q′ . Consequently, Q ≡ α.Rk+1|...|α.Ri|α.Q′|R⋆ that gives Q′′ ≡ α.Rk+1|...|α.Ri|R⋆, which entails further
Q′|Q′′ ≡ α.Q1|...|α.Qk |α.Rk+1|...|α.Ri|(R⋆|Q+) with P j ≈Ω(h−2,w) Q j for j = 1..k (hence, P j ≈Ω(h−2,w−1) Q j) and P j ≈Ω(h−1,w) R j

for j = k + 1..i (hence, P j ≈Ω(h−2,w−1) R j).
All these prove that P′|P′′ ≈Ω(h−1,w−1) Q′|Q′′.

The communication case goes similarly.

Proof (Proof of Lemma 6). We construct Q inductively on h. For the case P ≡ 0 we take Q ≡ P, as 0 ∈ PΩ+(h,w).
Suppose P . 0. Let β = succ(sup(Ω)). In the case h = 0 we just take Q ≡ β.0.
The case h + 1. Suppose, without loss of generality, that

P ≡ (α1.P1)k1 |...|(αn.Pn)kn |(γn+1.Pn+1)kn+1 |...|(γn+m.Pn+m)kn+m

where α1, ..αn ∈ Ω with αi.Pi . α j.P j for i , j, and γn+1, ..γn+m ∈ Σ \ Ω with γi.Pi . γ j.P j for i , j.
Let P′j for j = 1..n be the processes constructed at the previous inductive step such that P j ≈Ω(h,w) P′j with P′j ∈

PΩ
+

(h,w) - their existence is guaranteed by the inductive hypothesis. Let li = min(ki,w) and consider the process P′ ≡
(α1.P′1)l1 |...|(αn.P′n)ln |β.0. It is trivial to verify that P′ is a process that fulfills the requirements of the lemma, i.e. P ≈Ω(h,w) P′

and P′ ∈ PΩ+(h,w).

Proof (Proof of Lemma 10). Induction on the structure of ϕ. We show here only the nontrivial cases.
The case ϕ = ⟨α⟩ψ: P |= ⟨α⟩ψ iff P

α−→ P′ and P′ |= ψ. Suppose that LψM = (h,w). Then LϕM = (h + 1,w + 1). Because
α ∈ act(ϕ) and P ≈act(ϕ)

(h+1,w+1) Q, we obtain applying Lemma 5 that Q
α−→ Q′ and P′ ≈act(ϕ)

(h,w) Q′. We can apply the inductive
hypothesis, as P′ |= ψ and we obtain Q′ |= ψ. Then Q |= ϕ.

3 Else we can replace P′, P′′ with (h + 1,w)-related processes having the same (h,w)-normal forms
4 Indeed, if α.Q′ is a subprocess of R⋆ then we can just substitute R′ with Q′; if α.Q′ ≡ α.Rs, then Q′ ≈Ω(h−1,w) Ps and as Q′ ≈Ω(h−1,w) P′

and P′ ≈Ω(h−1,w) R′ we derive R′ ≈Ω(h−1,w) Ps and Q′ ≈Ω(h−1,w) P′, so we can consider this correspondence.
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The case ϕ = ⟨α, α⟩ψ: can be prove as the previous one using the second part of Lemma 5.
The case ϕ = ψ1|ψ2: P |= ψ1|ψ2 iff P ≡ S |R, S |= ϕ1 and R |= ψ2. Suppose that Lψ1M = (h1,w1) and Lψ2M = (h2,w2).

Then LϕM = (max(h1, h2),w1 + w2). Applying Lemma 4 for P ≈act(ϕ)
(max(h1,h2),w1+w2) Q, we obtain that Q ≡ S ′|R′ such that

S ≈act(ϕ)
(max(h1,h2),w1) S ′ and R ≈act(ϕ)

(max(h1,h2),w2) R′. Further Lemma 3 gives S ≈act(ψ1)
(h1,w1) S ′ and R ≈act(ψ2)

(h2,w2) R′. Further, the inductive
hypothesis gives S ′ |= ψ1 and R′ |= ψ2, i.e. Q |= ψ1|ψ2.

The case ϕ = ψ1 ◃ ψ2: P |= ψ1 ◃ ψ2 iff any R |= ψ1 implies P|R |= ψ2. But P ≈act(ϕ)LϕM Q and R ≈act(ϕ)LϕM R implies, by

Lemma 2, that P|R ≈act(ϕ)LϕM Q|R. Further P|R ≈act(ψ2)Lψ2M Q|R and because P|R |= ψ2, we can apply the inductive hypothesis
deriving Q|R |= ψ2. Hence, R |= ψ1 implies Q|R |= ψ2, i.e., Q |= ψ1 ◃ ψ2.
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Abstract. We continue earlier work on partial evaluation of the reversible language Janus. In this paper, we improve
the handling of assertions and extend the partial evaluation method to handle procedure calls, which were omitted in
the previous work. The partial evaluator now handles the full Janus language.

1 Introduction

Reversible computation [7, 12, 2–4] can theoretically be done using less energy than irreversible computation [7]. Most
studies use low-level computational models such as reversible Turing machines [11, 2], but some studies use structured
reversible programming languages[9, 1, 15, 13, 14].

Partial evaluation [6, 5] is a technique for generating specialised programs by fixing the value of some of the inputs to
more general programs. The intent is that the specialised programs are more efficient than the originals, and this has often
been observed in practice. Specialised programs perform fewer computations (and, hence, use less energy), so they can
be of interest to further reduce energy comsumption.

In [10], we worked towards partial evaluation of Janus, but did not achieve this for the full language, because procedure
calls were not handled. In this paper, we will remedy this limitation and add a number of refinements to the method
from [10] to improve the quality of residual programs and extend the set of programs that can be effectively specialised.

2 The Reversible Language Janus

Janus is a structured reversible programming language originally designed for a class at Caltech [9].
A Janus program starts with a declaration of variables divided into inputs, outputs and other variables. Variables are

either integer variables or arrays of integers. The size of an array is either a constant number or given by a previously
declared input variable. The main part of a Janus program is a list of procedure declarations and a sequence of reversible
statements that can use conditionals, loops and procedure calls. A special feature is that procedures can be run backwards
by calling them with the keyword uncall instead of call . A grammar for Janus is shown in figure 1 and figure 2 shows
a few examples of Janus programs:

(a) Encryption. This is a rather naive encryption program mostly to illustrate the use of procedure calls.
(b) DFA interpreter. This program will read a reversible DFA (with both to and from transitions) and a bitstring repre-

sented as an array of integers. If the DFA matches the string, it returns the input unchanged, otherwise an assertion
will fail.

(c) Two-register machine. This program interprets a simple reversible language using two variables x and y. The inverse
counterparts of instructions (represented by negative numbers) are handled by uncall ing the op procedure with i set
to the “positive” version of the instruction.

2.1 Informal Semantics of Janus

We will only describe Janus informally and refer to [15] for a formal semantics.
Variables and array elements that are not inputs are initialised to 0 when the program starts and variables and array

elements that are not outputs are verified to be 0 when the program ends. A variable or array can be both input and output.
Statements in Janus can take the following forms:

Update. The left-hand side of an update is either an integer variable or an element of an array. The update can either add
or subtract the value of the right-hand side to this. The right-hand side can be any expression that does not contain the
variable or array used on the left-hand side and if the left-hand side is an array element, the array can not be used in
the expression specifying the index into the array. These restrictions ensures that the update can be reversed.
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Prog → Dec∗ -> Dec∗ (with Dec∗)? ; Stat Proc∗

Dec → id
Dec → id [ size ]
Stat → Lval += Exp
Stat → Lval -= Exp
Stat → Lval <=> Lval
Stat → Stat ; Stat
Stat → skip
Stat → assert Cond
Stat → if Cond then Stat else Stat fi Cond
Stat → from Cond do Stat loop Stat until Cond
Stat → call id
Stat → uncall id
Lval → id
Lval → id [ Exp ]

Exp → num
Exp → Lval
Exp → Exp + Exp
Exp → Exp - Exp
Exp → Exp /2
Exp → ( Exp )

Cond → Exp < Exp
Cond → Exp == Exp
Cond → odd( Exp)
Cond → ! Cond
Cond → Cond && Cond
Cond → Cond || Cond
Cond → ( Cond )

Proc → procedure id Stat

Fig. 1. Syntax of Janus

Swap. A statement of the form lv1 <=> lv2 swaps the contents of lv1 and lv2, which can be integer variables or array
elements. It is possible to swap two elements of the same array, but the index expression of an array can contain none
of the arrays or integer variables used in the swap statement. Again, the restriction is required for reversibility.

Sequence. Two statements separated by a semicolon are executed in sequence.
Skip. No effect.
Assertion. A statement of the form assert c verifies that the condition c is true. If it is not, execution is aborted with an

error message.
Conditional. A statement of the form if c1 then s1 else s2 fi c2 is executed by first evaluating the condition c1. If this

is true, the statement s1 is executed and it is verified that the condition c2 is true. If c1 is false, s2 is executed and it is
verified that the condition c2 is false. If the exit-assertion c2 does not have the expected value, the program stops with
an error message. The construction can be illustrated by the flowchart in figure 3(a), where a two-entry assertion is
shown as a circle with two entry arrows marked with the expected truth value.

Loop. A statement of the form from c1 do s1 loop s2 until c2 is executed by first evaluating the assertion condition c1.
If this is false, the program stops with an error message, otherwise s1 is executed and the condition c2 is evaluated. If
this is true, the loop terminates. Otherwise, s2 is executed and c1 is evaluated (again). If c1 is true, the program stops
with an error message, otherwise the loop repeats from s1. The construction can be illustrated with the flowchart in
figure 3(b).

Procedure call. A procedure call is either of the form call p or uncall p, where p is a procedure name. call p executes
the body of p (a statement) and returns to the place of the call. uncall p executes the body of p in reverse and then
returns to the place of the call. Hence, the sequence call p; uncall p has no net effect. Procedures are mutually
recursive.

A Janus program can either end normally and produce output, it can be nonterminating or it can fail due to a failed
assertion of a non-zero non-output variable. We will treat all failures as equivalent.

2.2 Reverse Execution

Statements can be executed both forwards and backwards (when a procedure is called with uncall ). Backwards execution
can be realised by syntactically reversing the statement and then executing it forwards. A program can be reversed by
swapping input and output variables and reversing the body statement. Procedures are kept unchanged. The function R
below shows how statements can be reversed.

R(lv += e) = lv -= e R(lv -= e) = lv += e
R(lv1 <=> lv2) = lv1 <=> lv2 R(s1; s2) = R(s2); R(s1)

R(skip ) = skip R(assert c) = assert c
R(call p) = uncall p R(uncall p) = call p
R(if c1 then s1 else s2 fi c2) = if c2 then R(s1) else R(s2) fi c1

R(from c1 do s1 loop s2 until c2) = from c2 do R(s1) loop R(s2) until c1
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key x -> key x
with j t;

from j==0 do
call step;
j += 1

loop skip
until j==19;
j -= 19

procedure step
t += x/2;
if odd(x) then

x -= t+1;
t -= x;
x += key

else
x -= t;
t -= x

fi !x<key

st to0[st] to1[st] from0[st]
from1[st] n input[n]
->
st to0[st] to1[st] from0[st]
from1[st] n input[n]

with i s t v;

from i==0 do
if input[i]==1 then
t += to1[s];
s -= from1[t];
s <=> t

else
t += to0[s];
s -= from0[t];
s <=> t

fi input[i]==1;
i += 1

loop
skip

until i==n;
i -= n

size pgm[size] x
-> size pgm[size] y

with pc i;

from y==0 do
from pc==0 do

if pgm[pc]<0 then
i -= pgm[pc];
uncall op;
i += pgm[pc]

else
i += pgm[pc];
call op;
i -= pgm[pc]

fi pgm[pc]<0;
pc += 1

loop
skip

until pc==size;
pc -= size

loop
skip

until x==0

procedure op
if i==0 then x <=> y
else
if i==1 then x += y
else x += i-1
fi i==1

fi i==0

(a) Encryption (b) DFA interpreter (c) Two-register machine

Fig. 2. Janus programs
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Fig. 3. Flowchart diagrams for conditional and loop

3 Partial Evaluation

Partial evaluation is a process where a program is specialised by fixing some inputs to constant values. Good overviews
of partial evaluation can be found in [6] and [5]. We will focus on offline partial evaluation, i.e., where a binding-time
analysis first determines which parts of the program depend only on the known (static) inputs, so they can be eliminated
during partial evaluation, and which must be postponed to when the specialised program (called the residual program) is
executed with the remaining (dynamic) inputs.

3.1 Summary of Previous Work

The partial evaluator described in [10] uses the following steps:

1. Translation into flowchart form.
2. Binding-time analysis.
3. Polyvariant program-point specialisation of the flowchart form.
4. Translation of residual programs in flowchart form into structured Janus programs.

A reversible flowchart language similar to Janus is described in [13]. This is used as the intermediate form for the partial
evaluator. We briefly describe the flowchart form below:

The body of a Janus program or procedure is converted into a list of basic blocks. Each basic block consists of three
parts: An entry point, a body and a jump. An entry point can be one of the following:

– The keyword start that indicates the block where execution starts.
– A named label.
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– A two-entry assertion consisting of a condition c and two named labels l1 and l2. This is written as if c from l1 l2.
The condition c must be true if the basic block is entered by a jump to l1 and false if the basic block is entered by a
jump to l2.

The body of a basic block is either empty or any statement that does not contain structured control statements (conditionals
and loops). The jump can be:

– The keyword return that indicates the end of the program or procedure.
– An unconditional jump to a named label l. This is written as goto l.
– A conditional jump consisting of a condition c and two named labels l1 and l2. This is written as if c goto l1 l2. If

c is true, the jump goes to l1, otherwise to l2.

To ensure reversibility, there must be exactly one occurrence of start and return and each label must occur in exactly
one entry point and one jump. A basic block e : s; j, where e is an entry point, s a statement and j a jump is reversed into
R( j) : R(s); R(e), where R from section 2.2 is extended to handle entry points and jumps:

R(start ) = return R(return ) = start
R(l) = goto l R(goto l) = l

R(if c from l1 l2) = if c goto l1 l2 R(if c goto l1 l2) = if c from l1 l2

Translation from Janus (sans procedures) into the flowchart form, binding-time analysis, specialisation and translation
back to structured code is shown in [10].

We note a detail relevant to the work described below: To ensure that there is a unique exit-point from the program,
we require that static output variables can not be modified inside the program. Hence, any output variable that is modified
inside the program will be classified as dynamic.

4 Improved Handling of Assertions

During partial evaluation, assertions on static variables may occur. These come in three forms:

– Statements of the form assert c, where c is static.
– Entry-points of the form if c from l1 l2 where c is static.
– The requirement that static non-output variables must be zero at the end of execution (i.e., at a return jump that is

not inside a procedure).

The partial evaluator in [10] handles these in a trivial manner: If a static assertion failed during specialisation, the entire
specialisation process is aborted with an error message.

While failed static assertions are often a sign that the residual program (were it produced) would always fail, this is
not always the case: The partial evaluator explores all execution paths, so even if it encounters a failing static assertion,
this does not imply that all executions of the original program with the given static inputs will fail.

Hence, we want to treat static failed assertions more intelligently: Instead of failing the whole partial evaluation
process, we want to produce a residual program that only fails if the assertion is reached. This can sometimes be realised
simply by producing an always-failing residual assertion in place of a static failed assertion, but care has to be taken to
ensure that the resulting program is well formed:

– A static assert c statement where c fails can be made into residual assert false statement.
– A static jump to l1 where the block for l1 is headed by if c from l1 l2 and c is false can be unfolded to assert false

followed by the specialised body of the block.
– A non-zero non-output static variable at a return can not just be specialised to assert false followed by return ,

as this can cause multiple return jumps in the residual program. Instead, the return jump must be replaced by a
jump goto l1 to a block if false from l1 l2: goto l2 where l1 and l2 are new labels.

While the above is correct, we don’t really exploit the static nature of the failed assertion: We have just made it dynamic.
And in the two first cases, we continue producing residual code after the failed assertion, even if this is never going to be
executed. So there is clearly room for improvement.

Since execution of a residual basic block with a static failed assertion will lead to the failed assertion, the residual
basic block can be completely eliminated and the jump to the eliminated basic block is replaced by a failed assertion.
How this is done depends on the type of jump:
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If the jump to the eliminated basic block is an unconditional jump, the basic block that contains this jump will also
lead to certain failure, so we can eliminate this too, propagating the failure back to the previous jump.

If the jump is a conditional jump of the form if c goto l1 l2 and l2 is the label of the eliminated block, we rewrite this
into assert c; goto l1. Hence, the jump to the failing basic block is replaced by a failing assertion. In the symmetric case
(l1 is the label of the eliminated block), we instead rewrite into assert ! c; goto l2.

In summary, we move from a failed static assertion backwards through the residual program to the closest dynamic
branch that determines if the program will definitely reach the failed assertion and replace this dynamic branch with an
assertion that the other branch is taken and an unconditional jump to this.

The modified residual program will fail if and only if the unmodified residual program will, but it might fail earlier.
Since all failures are treated as equivalent, this preserves semantics.

This treatment of failed assertions is similar to the treatment of failure when specialising logic programs [8]: Any
eventually failing branch is cut away completely.

The modification to the partial evaluator is surprisingly simple:
Specialisation of basic blocks is done in a depth-first manner: When a dynamic conditional jump is specialised, the

residual basic blocks that are jumped to are immediately constructed (unless they already have been). If the specialiser
finds a failed static assertion when specialising one of the target blocks, it raises an exception, which is caught at the
place where the dynamic conditional jump is specialised. Because of the depth-first order of specialisation, this will be the
closest conditional dynamic jump prior to the failed assertion and, hence, the place where we can cut the failing branch
away.

If no exceptions happen when specialising the target basic blocks, a normal residual conditional jump is produced. If
specialisation of one target basic block raises an exception, the jump to the other block is made unconditional and pre-
ceeded by the (possibly negated) condition as a dynamic assertion. If specialisation of both target blocks raise exceptions,
a new exception is raised to signal that the current basic block (that ended with the conditional jump) will always lead to
static failure. This way, the exception is propagated back to the earliest point where the certain failure can be detected.

If an exception is not caught at any dynamic conditional jump, the residual program will always fail, so an error
message to this effect is produced and no residual program is produced.

Another refinement to the handling of assertions is that two adjacent dynamic assertions are combined into one:
assert c1; assert c2 is rewritten to assert c1 && c2. Such combinations occur fairly frequently when specialising Janus
programs.

5 Procedure Calls

There are basically two ways we can specialise a procedure call:

– We may unfold the call by replacing the call with the body of the procedure and then specialise this.
– We may residualise the call by replacing it with a call to a specialised procedure. The specialised procedure is added

to the residual program.

5.1 Unfolding

Let us assume we put all procedure calls in separate basic blocks of the form
l1: call p; goto l2. We can then unfold the call by replacing this basic block by the basic blocks from the body of
p where start is replaced by l1, return is replaced by goto l2, all labels from p are given new names to avoid name
clashes and all local variables are replaced by new global variables. After this, we specialise in the usual way. uncall is
handled by syntactically reversing the body of p before unfolding.

However, if we unfold all procedure calls, we can not handle recursion and we risk code explosion as several calls to
the same procedure are unfolded to separate copies of its body.

So while it can be useful to unfold a call, it can not be the only treatment of procedure calls during specialisation.

5.2 Residualising

Residualising procedure calls can handle recursion and avoid code explosion, as separate calls to the same procedure
can be made into calls to the same residual procedure (if the static state is identical). In partial evaluators for functional
languages, residual calls are typically handled in the following way:

1. When a dynamic call to a function f is encountered, it is residualised to a call to a residual function whose name is
a combination of f and the values of its static parameters – much like we residualise a jump to a dynamic label by
replacing it with a jump to a residual label constructed from the original label name and the static state.
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2. The definition of the residual function is later added to the residual program.

This works fine because there are no side effects in a functional language, so we can postpone specialising the function
until later. All it requires is that the result of the function is classified as dynamic. In an imperative language, however,
procedures can have side effects on global variables, and we need to know the static state at the procedure return before
we can continue specialisation after the call.

C-mix, as described in section 11.3.3 of [6], requires that no static global variables are modified. As mentioned in
section 3.1 we do something similar to avoid multiple exit points to a program: Any modified output variable is classified
as dynamic by the binding-time analysis. It is easy to extend this to classify a variable modified by a procedure as dynamic.

This means that a residual call to a procedure can not change the static state, so we can just insert a residual call and
continue specialisation after this call with unchanged static state.

So we specialise a call or uncall to a residual call or uncall to a procedure with a name that is created by
combining the original name and the values of static global variables, just like a residual label name is made by combining
the original label name and the static state.

At some later time, we must make a definition of the residual procedure: We first set the static variables to the values
they had at the call and then specialise the procedure body like we specialise the program body, as described in 3.1. This
may lead to further residual procedure calls, which need to be specialised later. Since no static state is modified during
specialisation of procedures, this will eventually terminate.

5.3 Implementation

We have implemented residual procedure calls as described in section 5.2. To illustrate specialisation of procedures, we
have specialised the program in figure 2(a) to key=5555555 . The result is shown in figure 4. The step procedure is
specialised in 19 versions (not all shown), because the static variable j takes 19 different values at the call sites. However,
since step doesn’t actually use j , the 19 specialised procedures are identical (except for their names).

Avoiding Code Duplication To avoid generating a large number of identical specialisations, we have modified the partial
evaluator to specialise a procedure only to variables that are used in the procedure and any procedures called by this. With
this modification, we get only one specialised version of step , as shown in figure 5.

x -> x with t ;

call step_140478;
call step_203981;
call step_57771;
call step_121274;
call step_184777;
call step_38567;
call step_102070;
call step_165573;
call step_19363;
call step_82866;
call step_18412;
call step_81915;
call step_145418;
call step_208921;
call step_62711;
call step_126214;
call step_189717;
call step_43507;
call step_107010

procedure step_140478
t += x/2;
if odd(x) then
x -= t+1;
t -= x;
x += 5555555
else
x -= t;
t -= x
fi !(x<5555555)

procedure step_203981
t += x/2;
if odd(x) then
x -= t+1;
t -= x;
x += 5555555
else
x -= t;
t -= x
fi !(x<5555555)

:
:
:
:

procedure step_107010
t += x/2;
if odd(x) then
x -= t+1;
t -= x;
x += 5555555
else
x -= t;
t -= x
fi !(x<5555555)

Fig. 4. Specialised encryption program
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x -> x with t ;

call step_140478;
call step_140478;
call step_140478;
call step_140478;
call step_140478;
call step_140478;
call step_140478;
call step_140478;
call step_140478;
call step_140478;
call step_140478;
call step_140478;
call step_140478;
call step_140478;
call step_140478;
call step_140478;
call step_140478;
call step_140478;
call step_140478

procedure step_140478
t += x/2;
if odd(x) then
x -= t+1;
t -= x;
x += 5555555
else
x -= t;
t -= x
fi !(x<5555555)

Fig. 5. Improved specialised encryption program

x -> y ;

from y==0 do
call op_203781;
call op_38887;
call op_83706;
call op_203781;
uncall op_83706
loop
skip
until x==0

procedure op_38887
x += y

procedure op_203781
x<=>y

procedure op_83706
x += 1

Fig. 6. Residual two-register machine

Dynamic assertion Static assertion
DFA interpreter lines 34 25
Residual interpreter lines 112 62
Residual steps (success) 216 211
Residual steps (failure) 184 162

Fig. 7. Improved handling of assertions

Original program Residual program
Encryption lines 18 30
Encryption steps 225 173
Two-register machine lines 29 16
Two-register machine steps 2799 639

Fig. 8. Specialising procedures



162 Ershov Informatics Conference 2011

6 Experiments and Results

One of the experiments in [10] was specialising an interpreter for reversible DFAs similar to the one shown in figure 2(b).
The DFA interpreter in figure 2(b) signals failure of recognition by the DFA by failing an assertion. Since the partial
evaluator in [10] fails when it reaches a static failing assertion, code was added to the interpreter to make sure this
assertion is dynamic, so the residual program was littered with dynamic failed assertions.

With the better treatment of static failing assertion, the assertion can be kept static. The result is that any transition
in the DFA that will lead to certain failure will be eliminated during specialisation, which greatly reduces the size of the
residual programs. For example, specialising to a DFA that recognizes bitstrings of numbers divisible by 5, the residual
program produced by the new specialiser is roughly half the size of the residual program produced by the old specialiser
and also about 10% faster when a failed assertion occurs, as the failure is detected earlier. The numbers are shown in
figure 7. Only non-blank lines are counted.

The other two programs are not affected by the improved handling of assertions, and they use procedures not handled
by the previous specialiser, so we don’t compare the results for the two specialisers. The table in figure 8 shows sizes and
steps for the original and residual versions of the programs in figures 2(a) and 2(c).

The residual programs are shown in figures 5 and 6. The interpreter for the two-register machine is specialised to a
five-line program encoded by the numbers 0 1 2 0 -2 . Note that the residual program calls op_83706 with both call
and uncall , as the interpreted program contains the instructions 2 and -2 that are inverses of each other. If we specialised
op with respect to all static variables, we would have generated two different procedures for this (as well as for the 0
instruction, which isused twice). This, again, illustrates the effect of specialising a procedure only to variables that are
used by the procedure.

The residual encryption program is larger than the original since the loop is unrolled. Most of the speedup is also due
to the unrolling. The interpreter for the two-register machine is more interesting. The residual program is shorter, but that
is mainly because the interpreted program is small. The residual program is about 4 times faster than the original because
all the overhead of fetching and decoding instructions is gone.

7 Conclusion and Future Work

The refined treatment of static assertions works well and can greatly reduce the size of residual programs with failing
assertions and also reduce the time taken when an assertion fails, as the failure is detected earlier. The is also a small
speedup for non-failing computations, as some conditional jumps are reduced to assertions (which are slightly cheaper).

Specialising a procedure only to variables that it uses is similar to specialising a basic block to only live variables,
which in [6] was noted to have a great effect on the size of residual programs when specialising flowchart programs.
In Janus, variables never die (as this would violate reversibility), so this particular trick can not be used for basic-block
specialisation in Janus, but the same basic idea is useful for procedures.

Procedures in Janus have no local variables. This means that the restriction that no global static variable can be
modified in a procedure means that no static variable can be modified in a procedure. This means that a procedure, for
example, can not have a statically controlled loop, which limits the usefulness of specialising procedures.

We will investigate better approaches to procedure specialisation in the future. One possibility is allowing modifica-
tions to static variables if these updates are not control-dependent on dynamic variables, so there is only one possible
sequence of updates to the static variables. This preserves the property that there is only one possible static state at the
end of the procedure, so a well-formed residual procedure can be made. The static state is now changed by a residual call,
so the called procedure must be specialised immediately to find the modified static state.

Some extensions of Janus [14] include local variables and parameters to procedures. Adding such would also make
specialisation of procedures more useful even if no static global variables can be updated by procedures. C-mix [6], for
example, does quite well with this restriction, as C procedures usually use local variables for loop counters and similar
control-flow.
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Abstract. This paper reconsiders Bernardo’s T-lumpability on continuous-time Markov chains (CTMCs). This notion
allows for a more aggressive state-level aggregation than ordinary lumpability. We provide a novel structural definition
of (what we refer to as) weighted lumpability, prove some elementary properties, and investigate its compatibility
with linear real-time objectives. The main result is that the probability of satisfying a deterministic timed automaton
specification coincides for a CTMC and its weigthed lumped analogue. The same holds for metric temporal logic
formulas.

Keywords: continuous-time Markov chain, bisimulation, weighted lumpability, deterministic timed automaton, metric
temporal logic.

1 Introduction

Continuous-time Markov chains (CTMCs) have a wide applicability ranging from classical performance evaluation to sys-
tems biology. Various branching-time relations on CTMCs have been defined such as weak and strong variants of bisim-
ulation equivalence and simulation pre-orders. Strong bisimulation coincides with ordinary lumping equivalence [11].
Their compatibility to (fragments of) stochastic variantsof CTL has been thoroughly investigated, cf. [4]. These relations
allow for a state-space reduction prior to model checking; in particular, bisimulation minimisation yields considerable
reductions and time savings [15] thanks to an efficient minimisation algorithm [13, 19].

This paper focuses on a notion of lumpability that allows fora more aggressive state-space aggregation than ordinary
lumpability. It originates by Bernardo [6] who considered Markovian testing equivalence over sequential Markovian
process calculus (SMPC), and coined the term T-lumpabilityfor the induced state-level aggregation where T stands for
testing. His testing equivalence coincides with ready trace equivalence on CTMCs [20], it is a congruence w.r.t. parallel
composition, and preserves transient as well as steady-state probabilities [6]. A logical characterisation via a variant of
Hennessy-Milner logic has been given in [9, 8] establishingthe preservation of expected delays. Bernardo defines T-
lumpability using four process-algebraic axioms, and alternatively, calls two states T-lumpable if their expected delays
w.r.t. any testing process coincide. In this paper, we take adifferent route and start from a structural definition usingfirst
Markov chain principles. As so-called weighted rates are the key to this definition we baptize it weighted lumpability.

Whereas ordinary lumpability compares states on the basis of their direct successors —the cumulative probability
to directly move to any equivalence class must be equal— weighted lumpability (WL, for short) considers atwo-step
perspective. Before explaining the main principle of WL, let us recall that every transition of a CTMC is labeled with a
positive real numberλ. This parameter indicates the rate of the exponential distribution, i.e., the probability of aλ-labeled
transition to be enabled withint time units equals1 − e−λ·t. In fact, the average residence time in a state is determined
as the reciprocal of the sum of the rates of its outgoing transitions. Roughly speaking, two statess ands′ are weighted
lumpable if for each pair of their direct predecessors the weighted rate to directly move to any equivalence class via the
equivalence class[s] = [s′] coincides. The main principle is captured in Fig. 1 whereλ1,1 + λ1,2 = λ2,1 + λ2,2, and
λC1

= p1·λ1,1, λC2
= p1·λ1,2 + p2·λ2,1, λC3

= p2·λ2,2 with p1 = λ1

λ1+λ2

andp2 = λ2

λ1+λ2

. Here statess1 ands2 are
weighted lumpable, as the probability to move froms0 to all the states in the equivalence classCi (for i=1, 2, 3) via all
the states in[s1] is equal. This allows for the aggregation ofs1 ands2, cf. the right CTMC in Fig. 1.

In this paper we define WL as astructuralnotion on CTMCs. We define the quotient under WL, and show thatany
CTMC is equivalent to its quotient under WL. Our structural definition allows for a simple proof that WL is (strictly)
coarser than bisimulation, i.e., ordinary lumpability. Our main focus and motivation, however, is to investigate the preser-
vation of linear real-time objectivesunder WL. We first show that the probability of satisfying a deterministic timed
automaton (DTA) [1] specification for any CTMC coincides with that probability for its quotient. This allows for an a
priori state-space reduction in linear real-time CTMC model checking [12, 5], and implies the preservation of “flat” (i.e.,
unnested) timed reachability properties and CSLTA formulas [14]. In addition, we study metric temporal logic (MTL) [16],

⋆ Supported by a scholarship within the India4EU project.
⋆⋆ Supported by the European Commission under the MoVeS project, FP7-ICT-2009-257005.
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Fig. 1. CTMC aggregation under weighted lumpability

a real-time variant of LTL that is typically used for timed automata (and not for CTMCs). DTA and MTL have incompa-
rable expressiveness [17, 3, 10]. It is shown that WL-quotienting of CTMCs preserves the probability to satisfy any MTL
formula. As a prerequisite result, we show that MTL formulas(interpreted on CTMCs) are measurable.

Organisation of the paper.Section 2 briefly recalls the main concepts of CTMCs. Section3 defines weighted lumpa-
bility and treats some basic properties. Sections 4 and 5 discuss the preservation of DTA properties and MTL-formulas,
respectively. Finally, Section 6 concludes the paper. All the proofs are contained in the appendix.

2 Continuous-Time Markov Chains

This section presents the necessary definitions and basic concepts related to continuous-time Markov chains that are
needed for the understanding of the rest of this paper.

Definition 1 (CTMC). A (labeled)continuous-time Markov chain(CTMC) is a tupleM = (S,R,AP,L, s0) where:

– S is a non-empty finite set of states,
– R : S × S → R≥0 is a rate function,
– AP is a finite set of atomic propositions,
– L : S → 2AP is a labeling function,
– s0 ∈ S is the initial state.

Theexit rateE(s) for states ∈ S is defined byE(s) =
∑

s′∈S R(s, s′). A states is calledabsorbingiff E(s) = 0.
The semantics of a CTMC is defined as follows. The probabilityof moving from s to s′ in a single step is defined
by P (s, s′) = R(s,s′)

E(s)
, if s is non-absorbing andP (s, s′) = 0 otherwise. The probability to exit states within t time

units is given by1 − e−E(s)·t. The probability to move from a non-absorbing states to s′ within t time units equals
P (s, s′) · (1− e−E(s)·t).

Definition 2 (CTMC timed paths). LetM = (S,R,AP,L, s0) be a CTMC. An infinitepathπ in M is an alternating
sequence of statessi ∈ S and time instantsti ∈ R>0, i.e.,

s0
t0−−→ s1

t1−−→ s2 · · · sn−1

tn−1

−−−−→ sn · · ·

s.t.R(si, si+1) > 0 for all i ∈ N. A finite pathπ is an alternating sequence of statessi ∈ S and time instantsti ∈ R>0,

i.e.,s0
t0−−→ s1

t1−−→ s2 · · · sn−1

tn−1

−−−−→ sn s.t.R(si, si+1) > 0 for all i < n.

LetPathsM = PathsMfin ∪PathsMω denote the set of all paths inM, wherePathsMfin =
⋃

n∈N
PathsMn is the set of

all finite paths inM andPathsMω is the set of all infinite paths inM. For infinite path

π = s0
t0−−→ s1

t1−−→ s2 · · · sn−1

tn−1

−−−−→ sn · · ·

and anyi ∈ N, letπ[i] = si, the(i+ 1)st state ofπ. Let δ(π, i) = ti be the time spent in statesi. For anyt ∈ R≥0 andi,
the smallest index s.t.t ≤

∑i
j=0

tj , letπ@t = π[i], the state occupied at timet. For finite path

s0
t0−−→ s1

t1−−→ s2 · · · sn−1

tn−1

−−−−→ sn,

which is either a finite prefix of an infinite path orsn is absorbing,π[i], δ(π, i) are only defined fori ≤ n, and fori < n

defined as in the case of infinite paths. For allt >
∑n−1

j=0
tj , let π@t = sn; otherwiseπ@t is defined as in the case of

infinite paths. Letδ(π, n) = ∞. Let α : S → [0, 1], be the intial probability distribution s.t.
∑

s∈S α(s) = 1. SinceM
has a single initial states0, α(s0) = 1, and∀s ∈ S s.t.s 6= s0, α(s) = 0. LetPaths(s0) denote the set of all paths that
start ins0.
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Example 1.Consider the CTMCM in Fig. 2(a), whereS = {s0, s1, s2, s3, s4, s5, s6, s7}, AP = {a, b} ands0 is the
initial state. The transition rates are associated with thetransitions. An example timed pathπ is s0

1.3
−−−→ s1

1.5
−−−→ s3

2
−→ s6.

Hereπ[3] = s6 andπ@3 = s3.

Definition 3 (Cylinder set). Let s0, . . . , sk ∈ S with P (si, si+1) > 0 for 0 ≤ i < k and I0, . . . , Ik−1 be nonempty
intervals inR≥0. Cyl(s0, I0, . . . , Ik−1, sk) denotes thecylinder setconsisting of all pathsπ ∈ Paths(s0) s.t.π[i] = si
for i ≤ k, andδ(π, i) ∈ Ii for (i < k).

The definition of a Borel space on paths of a CTMC follows [2]. Let F(Paths(s0)) be the smallestσ-algebra on
Paths(s0) which contains all setsCyl(s0, I0, . . . , Ik−1sk) s.t.s0, . . . , sk is a state sequence withP (si, si+1) > 0 (0 ≤

i < k) andI0, . . . , Ik−1 ranges over all sequences of nonempty intervals inR≥0.

Definition 4. The probability measurePrα on F(Path(s0)) is the unique measure defined by induction onk in the
following way. LetPrα(Cyl(s0)) = α(s0) and fork > 0:

Pr
α
(Cyl(s0, I0, . . . , sk, I

′, s′)) = Pr
α
(Cyl(s0, I0, . . . , sk)) · P (sk, s

′, I ′)

whereP (sk, s
′, I ′) = P (sk, s

′) ·
(
eE(sk)·a − eE(sk)·b

)
with a = inf I ′ andb = sup I ′.

Assumptions.Throughout this paper we assume that every state of CTMCM has at least one predecessor, i.e.,pred(s) =
{s′ ∈ S | P (s′, s) > 0} 6= ∅ for anys ∈ S. This is not a restriction, as any CTMC(S,R,AP,L, s0) can be transformed
into an equivalent CTMC(S′, R′, AP ′, L′, s′

0
) which fulfills this condition. This is done by adding a new state ŝ to S

equipped with a self-loop and which has a transition to each state inS without predecessors. The transition rates forŝ are
set to some arbitrary value, e.g.,R(ŝ, ŝ) = 1 andR(ŝ, s) = 1 if pred(s) = ∅ and 0 otherwise. To distinguish this state
from the others we setL′(ŝ) = ⊥ with ⊥ 6∈ AP. (All other labels, states and transitions remain unaffected.) Lets′

0
= s0. It

follows that all states inS′ = S ∪ {ŝ} have at least one predecessor. Moreover, the reachable state space of both CTMCs
coincides. We also assume that the initial states0 of a CTMC is distinguished from all other states by a unique label,
say$. This assumption implies that for any equivalence that groups equally labeled states,{s0} constitutes a seperate
equivalence class. Both assumptions do not affect the basicproperties of the CTMC such as transient or steady-state
distributions. For convenience, we neither show the stateŝ nor the label$ in figures.

3 Weighted Lumpability

Before defining weighted lumpability, we first define two auxiliary concepts. All definitions in this section are relativeto
a CTMCM = (S,R,AP,L, s0). ForC ⊆ S ands ∈ S, letP (s, C) =

∑

s′∈C P (s, s′) be the cumulative probability to
directly move from states to some state inC ⊆ S.

Definition 5. For s, s′ ∈ S andC ⊆ S, the functionP : S × S × 2S → R≥0 is defined by:

P (s, s′, C) =

{
P (s,s′)

P (s,C)
if s′ ∈ C andP (s, C) > 0

0 otherwise.

Intuitively, P (s, s′, C) is the probability to move from states to s′ under the condition thats moves to some state in
C.

Example 2.Consider the example in Fig. 2(a). LetC = {s3, s4, s5}. ThenP (s1, s3, C) = 1/4, P (s1, s4, C) = 3/4,
P (s2, s4, C) = 3/4, andP (s2, s5, C) = 1/4.

Definition 6 (Weighted rate).For s ∈ S, andC,D ⊆ S, the functionwr : S × 2S × 2S → R≥0 is defined by:

wr(s, C,D) =
∑

s′∈C

P (s, s′, C) ·R(s′, D)

whereR(s′, D) =
∑

s′′∈D R(s′, s′′).

Intuitively, wr(s, C,D) is the (weighted) rate to move froms to some state inD in two steps via any states′ ∈ C.

SinceP (s′, D) = R(s′,D)

E(s′)
, wr(s, C,D) equals

∑

s′∈C P (s, s′, C) · P (s′, D) · E(s′).
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Example 3.Consider the example in Fig. 2(a). LetD = {s6}. Thenwr(s1, C,D) = P (s1, s3, C)·R(s3, D)+P (s1, s4, C)·
R(s4, D) = 1

2
, wr(s2, C,D) = P (s2, s4, C) ·R(s4, D) + P (s2, s5, C) ·R(s5, D) = 1

2
. Similarly, forD = {s7}, we get

wr(s1, C,D)
= P (s1, s3, C) · R(s3, D) + P (s1, s4, C) · R(s4, D) = 3

2
, wr(s2, C,D) = P (s2, s4, C) · R(s4, D) + P (s2, s5, C) ·

R(s5, D) = 3

2
.

The above ingredients allow for the following definition of weighted lumpability, the central notion in this paper. For
C ⊆ S, let pred(C) =

⋃

s∈C pred(s).

Definition 7 (WL). EquivalenceR onS is a weighted lumping(WL) if we have:

1. ∀(s1, s2) ∈ R it holds:L(s1) = L(s2) andE(s1) = E(s2), and
2. ∀C,D ∈ S/R and∀s′, s′′ ∈ pred(C) it holds:wr(s′, C,D) = wr(s′′, C,D).

Statess1, s2 areweighted lumpable, denoted bys1 ∼= s2, if (s1, s2) ∈ R for some WLR.

The first condition asserts thats1 ands2 are equally labeled and have identical exit rates. The second condition requires
that for any two equivalence classesC,D ∈ S/R, whereS/R denotes the set consisting of allR-equivalence classes, the
weighted rate of going from any two predecessors ofC to D via any state inC must be equal. Note that, by definition,
any WL is an equivalence relation. Weighted lumpability coincides with Bernardo’s notion of T-lumpability [6, 7] that is
defined in an axiomatic manner for action-labeled CTMCs. Roughly speaking, two states are T-lumpable if their expected
delays w.r.t. to any test process, put in parallel to the CTMC, coincide for both the states.

Example 4.For the CTMC in Fig. 2(a), the equivalence relation induced by the partitioning

{{s0}, {s1}, {s2}, {s3, s4, s5}, {s6}, {s7}}

is a WL relation.

s0 ∅

s1 ∅ s2 ∅

s3 ∅ s4 ∅ s5 ∅

s6 {a} s7 {b}

1
4

1
3

3
1

22
2

C

7

6

4

(a) M

s′
0
∅

s′
1
∅ s′

2
∅

s′
3
∅

s′
4
{a} s′

5
{b}

4
1

4
4

1/2

3/2

7

6

4

(b) M/
R

Fig. 2. (a) A CTMC and (b) its quotient under weighted lumpability.

Definition 8 (Quotient CTMC). For WL relationR onM, the quotient CTMCM/R is defined by

M/R = (S/R, R′, AP, L′, s′
0
)

where:

– S/R is the set of all equivalence classes underR,
– R′(C,D) = wr(s′, C,D) whereC,D ∈ S/R ands′ ∈ pred(C),
– L′(C) = L(s), wheres ∈ C and
– s′

0
= C wheres0 ∈ C.

Note thatR′(C,D) is well-defined as for any predecessorss′, s′′ of C it follows wr(s′, C,D) = wr(s′′, C,D).
Similarly,L′ is well-defined as states in any equivalence classC are equally labeled.
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Example 5.The quotient CTMC for the Fig. 2(a) under the WL relation withpartition

{{s0}, {s1}, {s2}, {s3, s4, s5}, {s6}, {s7}}

is shown in Fig. 2(b).

Next, we show that any CTMCM and its quotient under WL relation are∼=-equivalent.

Definition 9. For WLR onM, letM ∼= M/R iff ∀C ∈ S/R, s ∈ C it holdss ∼= C.

Theorem 1. LetM be a CTMC andR be a WL onM. ThenM ∼= M/R.

Remark 1.The notion of WL-equivalent states cannot be lifted to WL equivalent time-abstract paths. That is to say, in
general,s ∼= s′ does not imply that for every pathπ1 of s, there exists a statewise∼=-equivalent pathπ2 in s′, i.e.,π1

∼= π2

iff si,1 ∼= si,2 for all i ≥ 0. Consider, e.g., Fig. 2(a). Heres3 ∼= s4, but the time-abstract paths froms3, s4 are not
∼=-equivalent, ass3 can move tos6 but there is no direct successors of s4 with s ∼= s6. (Note thatL(s6) 6= L(s7).) As a
consequence,∼= is not finer than probabilistic trace equivalence [20].

To conclude this section, we investigate the relationship of WL to bisimulation, i.e., ordinary lumping [4, 11]. This
relationship is not novel; it is also given for T-lumpability in [6], but its proof is now quite simple thanks to the simplicity
of the definition of WL.

Definition 10 (Bisimulation [4]). EquivalenceR onS is a bisimulation onM if for any (s1, s2) ∈ R we have:L(s1) =
L(s2), andR(s1, C) = R(s2, C) for all C in S/R. s1 ands2 are bisimilar, denoteds1 ∼ s2, if (s1, s2) ∈ R for some
bisimulationR.

These conditions require that any two bisimilar states are equally labeled and have identical cumulative rates to move to
any equivalence classC. Note that asR(s, C) = P (s, C)·E(s), the condition on the cumulative rates can be reformulated
asP (s1, C) = P (s2, C) for all C ∈ S/R andE(s1) = E(s2).

Lemma 1. ∼ is strictly finer than∼=.

The proof that∼ is finer than∼= is in the appendix. It follows from Fig. 2 thats1 ∼= s2 ; s1 ∼ s2. Consider the
equivalence classC = {s3, s4, s5} in Fig. 2(a). Heres3 6∼ s4 sinces3 can reach ana-state whiles4 cannot.

4 Preservation of DTA Specifications

Bisimulation equivalence coincides with the logical equivalence of the branching-time logic CSL [4], a probabilisticreal-
time variant of CTL [2]. This implies that bisimilar states satisfy the same CSL formulas, a property that—thanks to
efficient minimisation algorithms [13]— is exploited by model checkers to minimise the state space prior to verification.
In order to investigate the kind of real-time properties forCTMCs that are preserved by WL, we study in this section
linear real-time objectives that are given by Deterministic TimedAutomata (DTA) [1]. These include, e.g., properties of
the form: what is the probability to reach a given target state within the deadline, while avoiding “forbidden” states and
not staying too long in any of the “dangerous” states on the way. Such properties can neither be expressed in CSL nor
in dialects thereof [14]. A model-checking algorithm that verifies a CTMC against a DTA specification has recently been
developed [12]; first experimental results are provided in [5]. The key issue is to compute the probability of all CTMC
paths that are accepted by a DTA. In this section, we will dealwith finite acceptance conditions, i.e., a DTA accepts the
timed path if one of its final locations is reached. The results, however, also carry over to Muller acceptance conditions.

Deterministic timed automata.A DTA is a finite-state automaton equipped with a finite set of real-valued variables, called
clocks. Clocks increase implicitly, all at the same pace, they can be inspected (in guards) and can be reset to the value
zero. LetX be a finite set of clocks ranged over byx andy. A clock constraintg over setX is either of the formx ⊲⊳ c

with c ∈ N and⊲⊳∈ {<,≤, >,≥}, or of the formx− y ⊲⊳ c, or a conjunction of clock constraints. LetCC(X ) denote the
set of clock constraints overX .

Definition 11 (DTA). A deterministic timed automaton(DTA) is a tupleA = (Σ,X , Q, q0, F,→) where:

– Σ is a finite alphabet,
– X is a finite set of clocks,
– Q is a nonempty finite set of locations with the initial location q0 ∈ Q,
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– F ⊆ Q is a set of accepting (or final) locations,
– → ⊆ Q×Σ × CC(X )× 2X ×Q is the edge relation satisfying:

(
q

a,g,X
−−−−→ q′ andq a,g′,X′

−−−−−→ q′′ with g 6= g′
)

implies g ∩ g′ = ∅.

Intuitively, the edgeq a,g,X
−−−−→ q′ asserts that the DTAA can move from locationq to q′ when the input symbol isa and

the guardg holds, while the clocks inX should be reset when enteringq′ (all other clocks keep their value). DTA are
deterministic as they have a single initial location, and outgoing edges of a location labeled with the same input symbol
are required to have disjoint guards. In this way, the next location is uniquely determined for a given location and a given
set of clock values. In case no guard is satisfied in a locationfor a given clock valuation, time can progress. If the advance
of time will never reach a situation in which a guard holds, the DTA will stay in that locationad infinitum. Note that DTA
do not have location invariants.

The semantics of a DTA is given by an infinite-state transition system. We do not provide the full semantics, cf.
[1], but we define the notion of paths, i.e., runs or executions of a DTA. This is done using some auxiliary notions. A
clock valuationη for a setX of clocks is a functionη : X → R≥0, assigning to each clockx ∈ X its current value
η(x). The clock valuationη overX satisfies the clock constraintg, denotedη |= g, iff the values of the clocks under
η fulfill g. For instance,η |= x − y > c iff η(x) − η(y) > c. Other cases are defined analogously. Ford ∈ R≥0,
η+d denotes the clock valuation where all clocks ofη are increased byd. That is,(η+d)(x) = η(x)+d for all clocks
x ∈ X . Clock resetfor a subsetX ⊆ X , denoted byη[X := 0], is the valuationη′ defined by:∀x ∈ X.η′(x) := 0
and∀x /∈ X.η′(x) := η(x). We denote the valuation that assigns0 to all the clocks by0. An (infinite) path of DTA
A has the formρ = q0

a0,t0−−−−→ q1
a1,t1−−−−→ . . . such thatη0 = 0, and for all j > 0, it holds tj > 0, ηj+tj |= gj,

ηj+1 = (ηj+tj)[Xj := 0], whereηj is the clock evaluation on enteringqj . Here,gj is the guard of thej-th edge taken
in the DTA andXj the set of clock to be reset on that edge. A pathρ is accepted byA if qi ∈ F for somei > 0. Since
the DTA is deterministic, the successor location is uniquely determined; for convenience we writeq′ = succ(q, a, g). A
path in a CTMCM can be “matched” by a path through DTAA by regarding sets of atomic propositions inM as input
symbols ofA. Such path is accepted, if at some point an accepting location in the DTA is reached:

Definition 12 (CTMC paths accepted by a DTA).Let

CTMCM = (S,R,AP,L, s0) and DTAA = (2AP,X , Q, q0, F,→).

The CTMC pathπ = s0
t0−−→ s1

t1−−→ s2 · · · is accepted byA if there exists a corresponding DTA path

q0
L(s0),t0

−−−−−−→ succ
(
q0, L(s0), g0

)

︸ ︷︷ ︸

=q1

L(s1),t1
−−−−−−→ succ

(
q1, L(s1), g1

)

︸ ︷︷ ︸

=q2

· · ·

such thatqj ∈ F for somej > 0. Here,η0 = 0, gi is the (unique) guard inqi such thatηi+ti |= gi and ηi+1 =

(ηi+ti)[Xi := 0], and ηi is the clock evaluation on enteringqi, for i > 0. Let PathsM(A) = {π ∈ PathsM |

π is accepted byDTA A}.

Theorem 2 ([12]).For any CTMCM and DTAA, the setPathsM(A) is measurable.

The main result of this theorem is thatPathsM(A) can be rewritten as the combination of cylinder sets of the form
Cyl = (s0, I0, . . . ., In−1, sn) (Cyl for short) which are all accepted by DTAA. A cylinder set (Cyl) is accepted by DTA
A if all its paths are accepted byA. That is

PathsM(A) =
⋃

n∈N

⋃

π∈PathsM
n

(A)

Cylπ, (1)

wherePathsMn (A) is the set of accepting paths byA of lengthn andCylπ is the cylinder set that containsπ.

Definition 13 (WL equivalent cylinder sets).Cylinder setsCyl = (s0, I0, . . . , In−1, sn) and Cyl′ = (s′
0
, I0, . . . ,

In−1, s
′
n) are WL equivalent, denotedCyl ∼= Cyl′, if they are statewise WL equivalent:Cyl ∼= Cyl′ iff si ∼= s′i for all 0 6

i 6 n.

Definition 14 (WL-closed set).The setΠ of cylinder sets is WL-closed if∀Cyl ∈ Π , andCyl′ withCyl′ ∼= Cyl implies
Cyl′ ∈ Π .
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A finite pathπ in the CTMCM is compatible withΠ if the cylinder set for this pathCylπ ∈ Π . Since the cylinder sets
contained inΠ are disjoint, we havePrs(Π) = Prs(

⋃

Cyl∈Π Cyl) =
∑

Cyl∈Π

Prs(Cyl), wherePrs(Π) is the probability

of all the paths starting ins which are compatible withΠ . For paths compatible withΠ but not starting froms, the
probability equals 0. We denote WL-closed set of cylinder sets of lengthn by Πn. If n = 0, Πn is the set of states and
Prs(Πn) = α(s) if s ∈ Πn, 0 otherwise, whereα(s) is the probability ofs being the initial state of CTMCM.

Example 6.Consider the example given in Fig. 3, where we have the CTMCM (left) and its quotientM/R (right).
If Π = {Cyl(s0, I0, s1, I1, s3), Cyl(s′

0
, I0, s

′
1
, I1, s

′
2
)} is a WL closed set of cylinder sets inM, andM/R that are

accepted by DTAA, then:

Pr
s0
(Π) = Pr

s0
(Cyl(s0, I0, s1, I1, s3)) + Pr

s0
(Cyl(s′

0
, I0, s

′
1
, I1, s

′
2
))

= 1/2 · (e−E(s0)·inf I0 − e−E(s0)·sup I0) · (e−E(s1)·inf I1 − e−E(s1)·sup I1) + 0.

The second term is 0 as the cylinder set does not start froms0. Similarly,

Pr
s′
0

(Π) = Pr
s′
0

(Cyl(s0, I0, s1, I1, s3)) + Pr
s′
0

(Cyl(s′
0
, I0, s

′
1
, I1, s

′
2
))

= 0 + (e−E(s′
0
)·inf I0 − e−E(s′

0
)·sup I0) · 1/2 · (e−E(s′

1
)·inf I1 − e−E(s′

1
)·sup I1).

Definition 15. For CTMCM and DTAA, letPr(M |= A) = Pr
(

PathsM(A)
)

.

Stated in words,Pr(M |= A) denotes the probability of all the paths in CTMCM that are accepted by DTAA. Note that
we slightly abuse notation, sincePr on the right-hand side is the probability measure on the Borel space of infinite paths
in the CTMC. This brings us to one of the main results of this paper:

Theorem 3 (Preservation of DTA specifications).For any CTMCM, a WLR onM and DTAA:

Pr(M |= A) = Pr(M/R |= A).

The detailed proof is in the appendix and consists of two mainsteps:

1. We prove that for any cylinder setCyl in the quotient CTMCM/R which is accepted by the DTAA, there is a
correspondingsetof cylinder sets in the CTMCM that are acccepted by the DTAA and that jointly have the same
probability asCyl, cf. Lemma 2 below.

2. We show that the sum of probabilities of all the cylinder sets inM/R that are accepted by DTAA equals the sum of
probabilities of all the corresponding sets of cylinder sets inM.

Lemma 2. LetM = (S,R,AP,L, s0) be a CTMC andR be a WL onM. If Π is a WL-closed set of cylinder sets which
are accepted by DTAA, then for anyD ∈ S/R ands′

0
∈ pred(D):

∑

s1∈D

P (s′
0
, s1, D) · Pr

s1
(Π) = Pr

D
(Π).

From Lemma 2 we conclude

∑

D∈S/R

∑

s1∈D

P (s′
0
, s1, D) · Pr

s1
(Π) =

∑

D∈S/R

Pr
D
(Π). (2)

Corollary 1. WL preserves transient state probabilities.

5 Preservation of MTL Specifications

In this section we show that the quotient CTMC obtained underWL can be used for verifying Metric Temporal Logic
(MTL) formulae [16, 18, 10]. It is interesting to note that the expressive power of MTL is different from that of DTA.
Temporal properties like (32a) cannot be expressed using deterministic timed automata, since nondeterminism is needed
to compensate for the non causality [17]. On the other hand, DTA expressible languages that involve counting [3], e.g.,a

should only occur at even positions, cannot be expressed using MTL. We now recall the syntax and semantics of Metric
Temporal Logic [18, 10].
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s0 {a}

s1 {b} s2 {b}

s3 {a} s4 {b}

1
1

4 4

(a) M

s′
0
{a}

s′
1
{b}

s′
2 {a} s′

3 {b}

2

2
2

(b) M/
R

Fig. 3. WL equivalent cylinder sets.

Definition 16 (Syntax of MTL). Let AP be a set of atomic propositions, then the formulas of MTL are built from AP
using Boolean connectives, and time-constrained versionsof theuntil operatorU as follows:

ϕ ::= tt
∣
∣ a
∣
∣ ¬ϕ

∣
∣ ϕ ∧ ϕ

∣
∣ ϕUI ϕ

whereI ⊆ R≥0 is a nonempty interval with rational bounds, anda ∈ AP .

Whereas, typically, the semantics of MTL is defined over timed paths of timed automata, we take a similar approach by
interpreting MTL formulas over CTMC paths.

Definition 17 (Semantics of MTL formulas). The meaning of MTL formulas is defined by means of a satisfaction
relation, denoted by|=, between a CTMCM, one of its pathsπ, MTL formulaϕ, and timet ∈ R≥0. Let π =

s0
t0−−→ s1 · · · sn−1

tn−1

−−−−→ sn · · · be a finite or infinite path ofM, then(π, t) |= ϕ is defined inductively by:

(π, t) |= tt

(π, t) |= a iff a ∈ L(π@t)
(π, t) |= ¬ϕ iff not (π, t) |= ϕ

(π, t) |= ϕ1 ∧ ϕ2 iff (π, t) |= ϕ1 and(π, t) |= ϕ2

(π, t) |= ϕ1 U
I ϕ2 iff ∃t′ ∈ t+I. ((π, t′) |= ϕ2 ∧ ∀t ≤ t′′ < t′. (π, t′′) |= ϕ1) .

The semantics for the propositional fragment is straightforward. Recall thatπ@t denotes the state occupied along pathπ

at timet. Pathπ at timet satisfiesϕ1 U
I ϕ2 whenever for some time pointt′ in the intervalI+t, defined as[a, b]+t =

[a+t, b+t] (and similarly for open intervals),ϕ2 holds, and at all time points betweent andt′, pathπ satisfiesϕ1. Let
π |= ϕ if and only if (π, 0) |= ϕ. The standard temporal operators like3 (“eventually”) and its timed variant3I are
derived in the following way:3Iϕ = ttUI ϕ and3ϕ = ttUϕ. Similarly,2 (“globally”) and its timed variant are derived
as follows:

2
Iϕ = ¬(3I¬ϕ) and2ϕ = ¬(3¬ϕ).

Example 7.Using MTL, various interesting properties can be specified such as:

– 2(down → 3
[0,5]up), which asserts that whenever the system is down, it should beup again within 5 time units.

– 2(down → alarmU[0,10] up), which states that whenever the system is down, an alarm should ring until it is up
again within 10 time units.

More complex properties can be specified by nesting of until path formulas.

Theorem 4 ([2]).The probability measure of the set of converging paths is zero.

As a next result, we address the measurability of a set of CTMCpaths satisfying an MTL formulaϕ.

Theorem 5. For each MTL formulaϕ and states of CTMCM, the set{π ∈ Paths(s) | π |= ϕ} is measurable.

Definition 18 (Probability of MTL formulas). The probability that states satisfies MTL formulaϕ refers to the proba-
bility for the sets of paths for which that formula holds as follows:

Pr(s |= ϕ) = Pr
s
(π ∈ Paths(s) | π |= ϕ).

SinceM has a single initial state, i.e.,s0, the probability of all the paths inM that satisfy MTL formulaϕ is given by
Pr(M |= ϕ) = Pr(s0 |= ϕ).

Theorem 6. LetM be a CTMC andR be a WL onM. Then for any MTL formulaϕ:

Pr(M |= ϕ) = Pr(M/R |= ϕ).
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6 Conclusions

This paper considered weighted lumpability (WL), a structural notion that coincides with Bernardo’s T-lumpability [6]
defined in a process-algebraic setting. Whereas Bernardo defines T-lumpability in an axiomatic manner, our starting point
is a structural definition using first CTMC principles. The main contribution of this paper is the preservation of DTA and
MTL specifications under WL quotienting. We note that this implies the preservation of transient probabilities as well as
timed reachability probabilities. Future work is to develop an efficient quotienting algorithm for WL; we hope that our
structural definition facilitates a reduction algorithm along the partition-refinement paradigm.

Acknowledgements.We thank Marco Bernardo for his constructive comments on a draft version of this paper.
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7 Appendix

Proof of Theorem 1.

Proof. Let M = (S,R,AP,L, s0) be a CTMC andM/R = (S/R, R′, AP, L′, s′
0
) be its quotient under WL. Since we

have defined the WL relation on a single state space, to prove this theorem we take the disjoint unionS ∪ S/R. Let us
define an equivalence relationR∗ ⊆ (S ∪ S/R) × (S ∪ S/R) with {(s, C)|s ∈ C} ⊆ R∗. The exit rateE′(C) for
C ∈ S/R is defined by

∑

x∈(S∪S/R)

R′(C, x).

Now we prove thatR∗ is a WL relation. This is done by checking both conditions of Def. 7. Let(s, C) ∈ R∗. The
proofs for pairs(s, s′), (C, s), and(C,C) are similar and omitted.
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1. L′(C) = L(s) by definition ofM/R. We prove thatE′(C) = E(s) as follows:

E′(C) =
∑

x∈(S∪S/R)

R′(C, x) =
∑

D∈S/R

R′(C,D)

=
∑

D∈S/R

wr(s′
0
, C,D) for somes′

0
∈ pred(C)

=
∑

D∈S/R

∑

s∈C

P (s′
0
, s, C) ·R(s,D)

=
∑

s∈C



P (s′
0
, s, C) ·

∑

D∈S/R

R(s,D)





=
∑

s∈C



P (s′
0
, s, C) ·

∑

D∈S/R

∑

s′∈D

R(s, s′)





=
∑

s∈C

(

P (s′
0
, s, C) ·

∑

s′∈S

R(s, s′)

)

=
∑

s∈C

(P (s′
0
, s, C) · E(s))

=

(
∑

s∈C

P (s′
0
, s, C)

)

· E(s), since for alls′ ∈ C,E(s′) = E(s)

= E(s).

2. Finally we prove that∀E,F ∈ (S ∪ S/R)/R∗ and∀x′
0
, x′′

0
∈ pred(E) it holdswr(x′

0
, E, F ) = wr(x′′

0
, E, F ). Let

x′
0
, x′′

0
∈ pred(E). Consider the following three cases based on the successorsof x′

0
, x′′

0
such that these successors

are inE.

a) The successors of bothx′
0
, x′′

0
belong toS. Since we know thatR is a WL, it follows wr(x′

0
, E, F ) =

wr(x′′
0
, E, F ).

b) The successors of bothx′
0
, x′′

0
belong toS/R. In this case,wr(x′

0
, E, F )

= wr(x′
0
, {E1}, F ) whereE1 ∈ E ∩ S/R, which equals

∑

x′∈{E1}

P (x′
0
, x′)

P (x′
0
, E1)

· R′(x′, F ) = R′(E1, F ).

Similarily wr(x′′
0
, E, F ) = wr(x′′

0
, {E1}, F ) = R′(E1, F ).

c) The successors ofx′
0
, x′′

0
belong toS andS/R respectively. In this case we get,

wr(x′′
0
, E, F ) = wr(x′′

0
, {E1}, F ) = R′(E1, F ).

We know that the successors ofE1 ∈ S/R, hence using Def. 8 we conclude:

R′(E1, F ) = wr(x′
0
, E1, F ) = wr(x′

0
, E, F ).

Since all the conditions of Def. 7 are satisfied by the relationR∗, it is a WL relation. ⊓⊔



174 Ershov Informatics Conference 2011

Proof of Lemma 1.

Proof. Let s1 ∼ s2. We prove that both conditions for∼= are satisfied.

– L(s1) = L(s2), follows directly froms1 ∼ s2.
– E(s1) = E(s2), since we know that

E(s1) =
∑

s∈S

R(s1, s) =
∑

C∈S/∼

∑

s∈C

R(s1, s) =
∑

C∈S/∼

R(s1, C).

If s1 ∼ s2, thenR(s1, C) = R(s2, C). Therefore:

E(s1) =
∑

C∈S/∼

R(s1, C) =
∑

C∈S/∼

R(s2, C) = E(s2).

– Let C,D ∈ S/∼ ands′
0
, s′′

0
∈ pred(C). SinceR(s1, D) = R(s2, D) for all s1, s2 ∈ C, then for alls∗ ∈ C:

wr(s′
0
, C,D) =

∑

s∈C

P (s′
0
, s)

P (s′
0
, C)

· R(s,D)

= R(s∗, D) ·
∑

s∈C

P (s′
0
, s)

P (s′
0
, C)

= R(s∗, D)

= R(s∗, D) ·
∑

s∈C

P (s′′
0
, s)

P (s′′
0
, C)

=
∑

s∈C

P (s′′
0
, s)

P (s′′
0
, C)

· R(s,D)

= wr(s′′
0
, C,D).

Thuss1 ∼= s2. ⊓⊔

Proof of Lemma 2.

Proof. We will prove this lemma by induction over the length of the cylinder setCyl ∈ Π . That is, we will prove for any
n ∈ N :

∑

s1∈D

P (s′
0
, s1, D) · Pr

s1
(Πn) = Pr

D
(Πn).

– Base Case: In this case,n = 0 and

∑

s1∈D

P (s′
0
, s1, D) · Pr

s1
(Π0) = 1 = Pr

D
(Π0),

if s0 ∈ D,Π0, and0, otherwise.
– Induction Hypothesis: Assume that for cylinder sets of lengthn ∈ N, it holds:

∑

s1∈D

P (s′
0
, s1, D) · Pr

s1
(Πn) = Pr

D
(Πn).

– Induction Step: Consider the casen+ 1:

∑

s1∈D

P (s′
0
, s1, D) · Pr

s1
(Πn+1)

=
∑

s1∈D

P (s′
0
, s1, D) ·

∑

s2∈S

P (s1, s2) · (e
−E(s1)·inf I0 − e−E(s1)·sup I0) · Pr

s2
(Πn)
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Let (e−E(s1)·inf I0 − e−E(s1)·sup I0) = δ(s1, I0), then the above expression is equal to:

∑

s1∈D

P (s′
0
, s1, D) ·

∑

s2∈S

P (s1, s2) · δ(s1, I0) · Pr
s2
(Πn)

=
∑

s1∈D

P (s′
0
, s1, D) ·

∑

C∈S/R

∑

s2∈C

P (s1, s2) · δ(s1, I0) · Pr
s2
(Πn)

=
∑

C∈S/R

∑

s1∈D

P (s′
0
, s1, D) ·

∑

s2∈C

P (s1, s2) · δ(s1, I0) · Pr
s2
(Πn).

Multiplying the above expression by
R(s1, C)

R(s1, C)
and usingP (s1, s2) =

R(s1, s2)

E(s1)
yields:

∑

C∈S/R

∑

s1∈D

P (s′
0
, s1, D) ·

∑

s2∈D

R(s1, C)

R(s1, C)
·
R(s1, s2)

E(s1)
· δ(s1, I0) · Pr

s2
(Πn).

Since∀s1, s′1 ∈ D, E(s1) = E(s′
1
), we haveδ(s1, I0) = δ(s′

1
, I0). We get:

δ(s1, I0)

E(s1)

∑

C∈S/R

∑

s1∈D

P (s′
0
, s1, D) · R(s1, C) ·

∑

s2∈C

R(s1, s2)

R(s1, C)
· Pr
s2
(Πn)

=
δ(s1, I0)

E(s1)

∑

C∈S/R

∑

s1∈D

P (s′
0
, s1, D) ·R(s1, C) ·

∑

s2∈C

P (s1, s2, C) · Pr
s2
(Πn).

We have already proved that∀s ∈ D, E(s) = E(D), cf. Theorem 1. From the induction hypothesis we have:
∑

s2∈C

P (s1, s2, C) · Pr
s2
(Πn) = Pr

C
(Πn).

Also from Def. 2.5 we know that:
∑

C∈S/R

∑

s1∈D

P (s′
0
, s1, D) · R(s1, C) =

∑

C∈S/R

R′(D,C),

since
∑

s1∈D P (s′
0
, s1, D) ·R(s1, C) = wr(s′

0
, D,C) = R′(D,C). Therefore we get:

δ(D, I0)

E(D)

∑

C∈S/R

R′(D,C) · Pr
C
(Πn) = Pr

D
(Πn+1).

⊓⊔

Proof of Theorem 3.

Proof. Let Cn be the set of all the cylinder sets inM, andM/R of lengthn that are accepted by DTAA andCn/Π be
the set of subsets ofCn grouped according to WL-closed set of cylinder sets. LetCylπ be the cylinder set that contains
π. Since the cylinder sets in Eq. (1) are disjoint, we have:

Pr(M |= A) = Pr




⋃

n∈N

⋃

π∈PathsM
n

(A)

Cylπ





=
∑

n∈N

∑

Cyl∈Cn

Pr(Cyl)

=
∑

n∈N

∑

Π∈C
n/Π

∑

D∈S/R

∑

s1∈D

P (s′
0
, s1, D) · Pr

s1
(Π).
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Then we get using Eq. (2):

Pr(M |= A) =
∑

n∈N

∑

Π∈C
n/Π

∑

D∈S/R

∑

s1∈D

P (s′
0
, s1, D) · Pr

s1
(Π)

=
∑

n∈N

∑

Π∈C
n/Π

∑

D∈S/R

Pr
D
(Π)

= Pr(M/R |= A).

⊓⊔

Proof of Theorem 5.

Proof. We prove the measurability by showing that for any pathπ = s0
t0−−→ s1

t1−−→ s2

· · · sn−1

tn−1

−−−−→ sn ∈ PathsMn (s0 |= ϕ) wherePathsMn (s0 |= ϕ) is the set of paths of lengthn starting froms0 that sat-
isfy ϕ, there exists a cylinder setCyl(s0, I0, ...., In−1, sn (Cyl for short) s.t.π ∈ Cyl andCyl ⊆ PathsMn (s0 |= ϕ). Since
the only interesting case is time-bounded “until“, we considerϕ = ϕ1U

[a,b]ϕ2, wherea, b ∈ Q. Let
∑n−1

i=0
ti −∆ > a

and
∑n−2

i=0
ti+∆ < b, where∆ =

2n

10k
, andk is large enough. We constructCyl by considering intervalsIi with rational

bounds that are based onti. Let Ii = [t−i , t
+

i ] s.t.t−i = ti = t+i if ti ∈ Q, and otherwise:

t−i < ti < t+i , t
−
i > ti −

∆

2n
andt+i < ti +

∆

2n
.

We have to show forti /∈ Q, Eq. (3) and Eq. (4) hold:

n−1∑

i=0

t−i > a. (3)

Proof. We know that
n−1∑

i=0

ti −∆ > a =⇒

n−1∑

i=0

t−i + n ·
∆

2n
−∆ > a

=⇒
n−1∑

i=0

t−i +
∆

2
−∆ > a =⇒

n−1∑

i=0

t−i −
∆

2
> a =⇒

n−1∑

i=0

t−i > a.

n−2∑

i=0

t+i < b. (4)

Proof. We know that
n−2∑

i=0

ti +∆ < b =⇒

n−2∑

i=0

t+i − (n− 1) ·
∆

2n
+∆ < b

=⇒

n−2∑

i=0

t+i +
(n+ 1) ·∆

2n
< b =⇒

n−2∑

i=0

t+i < b.

One way is to pickt−i , t
+

i as follows:

t−i = ⌊ti⌋+
⌊{ti} · 10

k⌋

10k
,

t+i = ⌊ti⌋+
⌊{ti} · 10

k⌋+ 1

10k
,

where{ti} represents the fractional part of the irrational numberti. It can be checked that pickingt−i , t
+

i this way satisfies
the above mentioned constraints.

From this derivation we conclude that{π ∈ Paths(s0)|π |= ϕ} can be rewritten as the combination of cylinder sets
of the formCyl = (s0, I0, ...., In−1, sn). That is,

{π ∈ Paths(s0)|π |= ϕ} =
⋃

n∈N

⋃

π∈PathsM
n

(s0�ϕ)

Cylπ, (5)

wherePathsMn (s0 � ϕ) is the set of paths of lengthn starting froms0 which satisfyϕ. ⊓⊔

Proof of Theorem 6.

Proof. The proof is similar to that of Theorem 3. We consider the WL-closed set of cylinder sets of lengthn in M, M/R
such that this set satisfiesϕ. The rest of the proof remains the same. ⊓⊔



Justified Terminological Reasoning

Thomas Studer

Institut für Informatik und angewandte Mathematik
Universität Bern, Swizerland

tstuder@iam.unibe.ch

http://www.iam.unibe.ch/∼tstuder

Abstract. Justification logics are epistemic logics that include explicit justifications for an agent’s knowl-
edge. In the present paper, we introduce a justification logic JALC over the description logic ALC. We
provide a deductive system and a semantics for our logic and we establish soundness and completeness
results. Moreover, we show that our logic satisfies the so-called internalization property stating that it
internalizes its own notion of proof. We then sketch two applications of JALC: (i) the justification terms
can be used to generate natural language explanations why an ALC statement holds and (ii) the terms
can be used to study data privacy issues for description logic knowledge bases.
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1 Introduction

Description logics [7] are a variant of modal logic that is used in knowledge representation to model the universe
of discourse of an application domain and to reason about it. In the present paper we study the basic logic ALC
which is the minimal description logic that is closed under boolean connectives. Our aim is to extend ALC with
so-called justification terms yielding a justification logic over ALC.

Justification logics [4] are epistemic logics that feature explicit justifications for an agent’s knowledge and
they allow to reason with and about these justifications. The first logic of this kind, the logic of proofs LP,
has been developed by Artemov [2, 3] to solve the problem of a provability semantics for S4. Since then many
applications of justification logics have been studied. For instance, these logics have been used to create a
new approach to the logical omniscience problem [6], to explore self-referential proofs [18], to study evidence
tracking [5], and to investigate the role of the announcement as a justification in public announcement logics
[10, 11].

Instead of the simple statement A is known, denoted �A, justification logics reason about justifications for
knowledge by using the construct [t]A to formalize t is a justification for A, where the evidence term t can
be viewed as an informal justification or a formal mathematical proof depending on the application. Evidence
terms are built by means of operations that correspond to the axioms of S4 as Fig. 1 shows.

S4 axioms LP axioms
�(ϕ→ ψ)→ (�ϕ→ �ψ) [t](ϕ→ ψ)→ ([s]ϕ→ [t · s]ψ) (application)
�ϕ→ ϕ [t]ϕ→ ϕ (reflexivity)
�ϕ→ ��ϕ [t]ϕ→ [!t][t]ϕ (inspection)

[t]ϕ ∨ [s]ϕ→ [t+ s]ϕ (sum)

Fig. 1. Axioms of S4 and LP

Internalization is a key property for any justification logic. It states that for each derivation D of a theorem
A of the logic in question, there is a step-by-step construction that transforms D into a term tD such that [tD]A
is also a theorem of the logic. Therefore, the term tD describes why, according to the logic, A must hold.

In this paper, we introduce a new logic JALC of justified ALC - that is we extend ALC by justification
terms - and study its main features. We start with a brief introduction to the description logic ALC. In Section
3, we introduce the language of JALC and present a deductive system for it. We then prove the so-called
Lifting lemma saying that JALC internalizes its own notion of proof. We define a semantics for JALC and
establish soundness and completeness of the deductive system in Section 4. Then a section about applications
follows where we give a detailed example of internalization. We make use of this example to illustrate how
internalization can be applied to
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1. the problem of generating natural language explanations and

2. the problem of data privacy for ALC knowledge bases.

In Section 6, we present related work. Finally we conclude the paper and mention some further research direc-
tions.

2 The Description Logic ALC

In this section, we briefly recall the main definitions concerning ALC. We will not only study subsumption but
also introduce formulas for ALC, which will be useful when we add justification terms. Also compactness of
ALC will play an important role later.

Definition 1 (Concept). We start with countably many concept names and role names. The set of concepts
is then defined inductively as follows:

1. Every concept name is a concept.

2. If C and D are concepts, R is a role name, then the following expressions are concepts:

¬C, C ⊓D, ∀R.C.

As usual, we define C ⊔D := ¬(¬C ⊓¬D), ∃R.C := ¬∀R.¬C, and ⊤ := A⊔¬A for some fixed concept name A.

Definition 2 (LA formula).

1. If C and D are concepts, then C ⊑ D is an (atomic) LA formula.

2. If ϕ and ψ are LA formulas, then the following expressions are LA formulas:

¬ϕ, ϕ ∧ ψ.

Definition 3 (ALC interpretation). An ALC interpretation is a pair I = (∆I , ·I) where ∆I is a non-empty
set called the domain of I and ·I maps each concept name A to a subset AI ⊆ ∆I and each role name R to a
binary relation RI on ∆I . An interpretation is extended to non-atomic concepts as follows.

1. (¬C)I = ∆I \ CI

2. (C ⊓D)I = CI ∩DI

3. (∀R.C)I = {d ∈ ∆I : ∀d′ ∈ ∆I(R
I(d, d′)→ CI(d′))}

Definition 4 (ALC satisfiability). We inductively define when an LA formula is satisfied in an ALC inter-
pretation I.

1. I |= C ⊑ D iff CI ⊆ DI

2. I |= ¬ϕ iff not I |= ϕ

3. I |= ϕ ∧ ψ iff I |= ϕ and I |= ψ

We say an LA formula ϕ is ALC valid (and write |=ALC ϕ) if for all interpretations I we have I |= ϕ. For a
set of LA formulas Φ, we write |=ALC Φ if for all ϕ ∈ Φ we have |=ALC ϕ

By the work of Schild [22], we know that ALC can be seen as a notational variant of the multi-modal logic
Kn. Thus we can transfer results from Kn to ALC. In particular, we immediately get the following lemma about
compactness of ALC from compactness of Kn.

Lemma 1 (ALC compactness). ALC is compact: for any set Φ of LA formulas we have

|=ALC Φ if and only if for all finite subsets Φ′ ⊆ Φ we have |=ALC Φ
′.
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3 Syntax of JALC

The aim of this section is to introduce the language of JALC, the logic of justified ALC. Then we present a
deductive system for JALC and show that it satisfies internalization.

Definition 5 (Terms). We fix countable sets of constants Con and variables Var, respectively. Terms t are
now built according to the following grammar

t ::= x | c | t · t | t+ t | !t

where x is a variable and c is a constant. Tm denotes the set of terms.

Definition 6 (LJ Formula).

1. If C and D are concepts, then C ⊑ D is an (atomic) LJ formula.
2. If ϕ and ψ are LJ formulas and t is a term, then the following expressions are LJ formulas:

¬ϕ, ϕ ∧ ψ, [t]ϕ.

We denote the set of LJ formulas by FmlJ . As usual, we define

ϕ ∨ ψ := ¬(¬ϕ ∧ ¬ψ) and ϕ→ ψ := ¬ϕ ∨ ψ.

Note that every LA formula also is an LJ formula.

Definition 7 (JALC deductive system). The axioms of JALC consist of all FmlJ instances of the following
schemes:

1. All valid LA formulas ϕ, i.e. for which |=ALC ϕ holds
2. [t](ϕ→ ψ)→ ([s]ϕ→ [t · s]ψ) (application)
3. [t]ϕ ∨ [s]ϕ→ [t+ s]ϕ (sum)
4. [t]ϕ→ ϕ (reflexivity)
5. [t]ϕ→ [!t][t]ϕ (introspection)

A constant specification CS is any subset

CS ⊆ {[c]ϕ : c is a constant and ϕ is an axiom of JALC}.

A constant specification CS is called axiomatically appropriate if for every axiom ϕ of JALC, there is a constant
c such [c]ϕ ∈ CS.

The deductive system JALC(CS) is the Hilbert system that consists of the above axioms of JALC and the
following rules of modus ponens and axiom necessitation:

ϕ ϕ→ ψ
ψ

, [c]ϕ where [c]ϕ ∈ CS.

For a set of LJ formulas Φ we write Φ ⊢CS ϕ to state that ϕ is derivable from Φ in JALC(CS). When the
constant specification CS is clear from the context we will write only ⊢ instead of ⊢CS .

We say a set Φ of LJ formulas is CS consistent if there exists a formula ϕ such that Φ ̸⊢CS ϕ. The set Φ is
called maximal CS consistent if it is CS consistent but has no proper extension that is CS consistent.

The Lifting Lemma states the JALC internalizes its own notion of proof. This is a standard property that
any justification logic should have.

Lemma 2 (Lifting lemma). Let CS be an axiomatically appropriate constant specification. If

[x1]ϕ1, . . . , [xn]ϕn, ψ1, . . . ψm ⊢CS χ,

then there is a term t(x1, . . . , xn, y1, . . . , ym) such that

[x1]ϕ1, . . . , [xn]ϕn, [y1]ψ1, . . . , [ym]ψm ⊢CS [t(x1, . . . , xn, y1, . . . , ym)]χ.
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Proof. Let Φ be the set {[x1]ϕ1, . . . , [xn]ϕn, [y1]ψ1, . . . , [ym]ψm}. We proceed by induction on the length of the
derivation of χ and distinguish the following cases.

1. χ is an axiom of JALC. Since CS is axiomatically appropriate, there is a constant c such that [c]χ ∈ CS.
Thus ⊢ [c]χ follows by axiom necessitation.

2. χ is [xi]ϕi for some i. We find [xi]ϕi ⊢ [!xi][xi]ϕi by (introspection) and modus ponens.
3. χ is ψi for some i. We immediately have [yi]ψi ⊢ [yi]ψi.
4. χ follows from ψ → χ and ψ by modus ponens. By the induction hypothesis there are terms
t1(x1, . . . , xn, y1, . . . , ym) and t2(x1, . . . , xn, y1, . . . , ym) such that

Φ ⊢ [t1(x1, . . . , xn, y1, . . . , ym)](ψ → χ)

and
Φ ⊢ [t2(x1, . . . , xn, y1, . . . , ym)]ψ.

Thus
Φ ⊢ [t1(x1, . . . , xn, y1, . . . , ym) · t2(x1, . . . , xn, y1, . . . , ym)]χ

follows from (application) and applying modus ponens twice.
5. χ is the conclusion of axiom necessitation. Then χ has the form [c]χ′. Thus we find ⊢ [!c][c]χ′ by (introspec-

tion) and modus ponens. ⊓⊔

4 Semantics of JALC

The semantics of JALC is based on so-called F-models [16] for justification logics. These models consist of a
Kripke frame and an evidence function specifying for each state which terms are admissible evidence for which
formulas. This evidence function has to satisfy certain closure conditions matching the axioms of JALC. Finally,
we assign to each state an ALC interpretation that gives meaning to concept and role names.

Definition 8 (JALC model). A JALC model meeting a constant specification CS is a tupleM = (W,▹, E , I)
where

1. W is a non-empty set (of states)
2. ▹ is a binary relation on W that is transitive and reflexive
3. E is an evidence function E : W × Tm → P(FmlJ) that satisfies the following closure conditions for any

states w, v ∈W :
(a) if [c]ϕ ∈ CS, then ϕ ∈ E(w, c)
(b) if ▹(w, v), then E(w, t) ⊆ E(v, t)
(c) if (ϕ→ ψ) ∈ E(w, t) and ϕ ∈ E(w, s), then ψ ∈ E(w, t · s)
(d) E(w, s) ∪ E(w, t) ⊆ E(w, s+ t)
(e) if ϕ ∈ E(w, t), then [t]ϕ ∈ E(w, !t)

4. I associates with each w ∈W an ALC interpretation I(w) = (∆w, ·I(w)).

We use the standard notion of satisfiability for F-models. A formula [t]ϕ holds at a state w if ϕ holds at all
states reachable from w and the term t is admissible evidence for ϕ at w.

Definition 9 (Satisfiability). We inductively define when a formula is satisfied in a model M = (W,▹, E , I)
at a world w ∈W .

1. M, w |= C ⊑ D iff CI(w) ⊆ DI(w)

2. M, w |= ¬ϕ iff notM, w |= ϕ
3. M, w |= ϕ ∧ ψ iffM, w |= ϕ andM, w |= ψ
4. M, w |= [t]ϕ iffM, w′ |= ϕ for all w′ ∈W such that w ▹ w′ and ϕ ∈ E(w, t).

We write |=CS ϕ and say that the formula ϕ is valid with respect to the constant specification CS if for all
modelsM = (W,▹, E , I) that meet CS and all w ∈W we haveM, w |= ϕ.

As usual, soundness follows by a straightforward induction on the length of JALC(CS) derivations.

Theorem 1 (Soundness). Let ϕ be an LJ formula and CS a constant specification. We have

⊢CS ϕ implies |=CS ϕ.
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In the remainder of this section, we will establish completeness of the deductive system JALC(CS). Our
aim is to construct a canonical model. To do so, we first need to show that certain ALC interpretations exist.

Definition 10. Let Φ be a set of LJ formulas. We set

GΦ := {ϕ ∈ Φ : ϕ is an LA formula}.

Lemma 3 (Existence of ALC interpretations). There exists a function IG that maps any consistent set of
formulas Φ to an ALC interpretation IG(Φ) such that IG(Φ) |= GΦ.

Proof. We show that there exists an ALC interpretation I such that I |= GΦ. We suppose GΦ is not ALC
satisfiable and aim at a contradiction. By compactness of ALC there exists a finite subset Φ′

G ⊆ ΦG that is
not ALC satisfiable. That means

∧
Φ′
G is not satisfiable which implies |=ALC ¬

∧
Φ′
G. Therefore, ¬

∧
Φ′
G is an

axiom of JALC and thus

⊢ ¬
∧
Φ′
G. (1)

Since Φ′
G ⊆ ΦG, we also obtain

Φ ⊢
∧
Φ′
G. (2)

From (1) and (2) we conclude Φ ⊢ A for any formula A, which contradicts the assumption that Φ is consistent.

Thus for any JALC consistent set of formulas Φ there exists an ALC interpretation I with I |= GΦ. We let
IG be a function that chooses for each consistent Φ such an interpretation I. ⊓⊔

Definition 11 (Canonical model). We define the canonical model M = (W,▹, E , I) meeting a constant
specification CS as follows.

1. W is the set of all maximal CS consistent subsets of FmlJ
2. w ▹ v if and only if for all t ∈ Tm, we have [t]A ∈ w implies A ∈ v
3. E(w, t) := {A ∈ FmlJ : [t]A ∈ w}
4. I := IG.

It is standard to show that the canonical model is indeed a JALC model, meaning that ▹ satisfies the frame
conditions and E satisfies the closure conditions of evidence functions. For details we refer to Fitting [16]. Thus
we have the following lemma.

Lemma 4. The canonical model meeting a constant specification CS is a JALC model meeting CS.

Lemma 5 (Truth lemma). Let M be the canonical model meeting a constant specification CS. For all LJ
formulas ϕ and all states w inM, we have

ϕ ∈ w if and only ifM, w |=CS ϕ.

Proof. Proof by induction on the structure of ϕ. If ϕ is atomic, then we have by Lemma 3

ϕ ∈ w iff ϕ ∈ Gw iff IG(w) |= ϕ iff M,w |=CS ϕ.

The cases where ϕ is not atomic are standard and follow easily from the closure conditions on the evidence
function, again see [16]. ⊓⊔

As usual, the Truth lemma implies completeness of the corresponding deductive system.

Theorem 2 (Completeness). Let ϕ be an LJ formula and CS be a constant specification. We have

|=CS ϕ implies ⊢CS ϕ.
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5 Applications

Inference tracking. One distinguished feature of justification terms is that they keep track of the inferences
made in a logical derivation. Let us illustrate this with the following example about a business information
system storing information about managers and their salaries.

Let Φ be a knowledge base containing the three statements:

1. If a person gets a high salary, then she handles key accounts only

high ⊑ ∀handles.keyAcc . (ϕ1)

2. Everyone who handles something gets a high or a low salary

∃handles.⊤ ⊑ high ⊔ low . (ϕ2)

3. Person 1 handles something that is not a key account

P1 ⊑ ∃handles.¬keyAcc . (ϕ3)

From this knowledge base we can derive that Person 1 gets a low salary. That is we have

ϕ1, ϕ2, ϕ3 ⊢ P1 ⊑ low. (3)

However, this does not give us any information on how the derivation looks like. We can change this situation
by applying the Lifting lemma to (3) which results in

[v]ϕ1, [w]ϕ2, [x]ϕ3 ⊢CS [t]P1 ⊑ low.

Now the term t will provide explicit information about a derivation of P1 ⊑ low.
To apply the Lifting lemma we need an axiomatically appropriate constant specification CS. We assume CS

is such that for all concepts A,B,C and role names R, the following are elements of CS:

[a](A ⊑ B → ∃R.A ⊑ ∃R.B),

[b](A ⊑ B → (C ⊑ A→ C ⊑ B)),

[c](A ⊑ B → ¬B ⊑ ¬A),
[d](A ⊑ B ⊔ C → (A ⊑ ¬B → A ⊑ C)),

[e]¬keyAcc ⊑ ⊤.

We now find that from [v]ϕ1, [w]ϕ2, [x]ϕ3 the following statements are derivable in JALC(CS):

[a · e]∃handles.¬keyAcc ⊑ ∃handles.⊤
[b · (a · e)](P1 ⊑ ∃handles.¬keyAcc→ P1 ⊑ ∃handles.⊤)

[(b · (a · e)) · x]P1 ⊑ ∃handles.⊤
[b · w](P1 ⊑ ∃handles.⊤ → P1 ⊑ high ⊔ low)
[(b · w) · ((b · (a · e)) · x)](P1 ⊑ high ⊔ low)

[c · v]∃handles.¬keyAcc ⊑ ¬high
[(b · (c · v)) · x]P1 ⊑ ¬high

[(d · ((b · w) · ((b · (a · e)) · x))) · ((b · (c · v)) · x)]P1 ⊑ low

In the last line, the justification term

(d · ((b · w) · ((b · (a · e)) · x))) · ((b · (c · v)) · x) (4)

represents the logical steps that led to the conclusion P1 ⊑ low. We can now use this justification term for two
purposes: to give explanations and to study data privacy.

Explanations. The justification terms can be employed to give a natural language description of the reasoning
steps performed in the proof. For instance, since the term c justifies A ⊑ B → ¬B ⊑ ¬A, we can translate, for
instance, [c · v]ψ into

taking the contrapositive of the statement justified by v results in ψ.



Studer Th. Justified Terminological Reasoning 183

Using v from our example, we get

taking the contrapositive of high ⊑ ∀handles.keyAcc
gives us ∃handles.¬keyAcc ⊑ ¬high.

Of course, for practical applications it is important to find the right level of abstraction. In a long proof, we
do not want to mention every single axiom and every single application of an inference rule that is used. That
means we do not give an explanation for every single proof constant and every single application occurring in a
proof term. Instead, terms of a certain complexity should be regarded as one unit representing one step in the
proof. For example, because the variable x justifies P1 ⊑ ∃handles.¬keyAcc and a, b, e are constants and thus
justify logical axioms, we can read

[(b · (a · e)) · x]P1 ⊑ ∃handles.⊤
in a more abstract way as

P1 ⊑ ∃handles.¬keyAcc implies

P1 ⊑ ∃handles.⊤ by simple logical reasoning in ALC.

Data Privacy. Inference tracking is also important for applications in the area of data privacy. In privacy
aware applications only a part of a given knowledge base is publicly accessible (say via views or via aggregation)
and other parts (say containing personally identifiable information) should be kept secret. A violation of privacy
occurs if it is possible for an agent to infer some secret information from the public part of the knowledge base.

There are basically two possibilities to prevent such privacy violations: (i) to refuse an answer to a query,
that is make the public part of the knowledge base smaller, or (ii) to lie about the answer, that is distort the
knowledge base. In both cases it is important to understand what led to the privacy breach. That means to
understand how it was possible a secret could be inferred from the public knowledge. Again, if we model this
situation in a justification logic, then we can apply the Lifting lemma to obtain a term that tracks the inferences
leading to the leaked secret. This term is essentially a blueprint of a derivation of the secret. Thus it contains
information about which elements of the published part of the knowledge base are responsible for the privacy
violation and this information can be used to alter the knowledge base such that it does no longer leak private
data.

Consider our example above about the knowledge base Φ. We assume that P1 ⊑ low should be kept secret
since it contains information that is related to a specific person. As we have seen before, there is a violation of
privacy since we have Φ ⊢ P1 ⊑ low and now the question is what part of Φ is responsible for this. The justifi-
cation term (4) constructed by the Lifting lemma contains the variables v, w, x. This tells us that {ϕ1, ϕ2, ϕ3}
is a subset of Φ from which the secret can be inferred. Thus to prevent this privacy breach it is a good strategy
to restrict access to at least on these three elements. Of course, this does not guarantee privacy since there may
be other derivations of the secret that start from a different subset of Φ. Still the justification term provides
valuable information for a heuristic to construct a privacy preserving knowledge base.

6 Related Work

Modalized description logics. The study of multi-agent epistemic description logics started with the investi-
gations by Laux, Gräber, and Bürckert [19, 17]. In those papers, like in JALC, the modal operators apply only
to axioms, but not to concepts. A similar approach for temporalizing (instead of modalizing) logics had earlier
been provided by Finger and Gabbay [15]. Baader and Laux [8] present a description logic in which modal
operators can be applied to both axioms and concepts. Modalized description logics of this kind have then been
investigated in detail, see for example [20].

Explanations. For some reasoning services offered by an ontological information system, users will not only be
interested in the result but also in an explanation of it. That is, users will need to understand how deductions
were made and what manipulations were done. There are many studies on how to generate explanations. We
confine ourselves to mentioning two of them. McGuiness and Pinheiro da Silva [21] give an overview about
requirements for answer explanation components of such a system. A very promising approach to provide
explanations is based on meta-inferencing [1]. While processing a query, the reasoning engine produces a proof
tree for any given answer. This proof tree acts then as input for a second inference run which returns answers
that are explaining the proof tree in natural language. In JALC we can employ the justification terms as input
to this second inference run.
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Data privacy. Although knowledge base systems enter more and more application domains, privacy issues in
the context of description logics are not yet well studied. Notable exceptions are the following: Calvanese et
al. [12] address the problem of privacy aware access to ontologies. They show how view based query answering
is able to conceal from the user information that are not logical consequences of the associated authorization
views. Grau and Horrocks [13] study different notions of privacy for logic based information systems. They
look at privacy preserving query answering as reasoning problem and establish a connection between such
reasoning problems and probabilistic privacy guarantees such as perfect privacy. Safe reasoning strategies for
very expressive description logics and for hierarchical ontologies are studied in [9, 24]. The approach used there
is based on the principles of locality and conservative extensions for description logics. A decision procedure for
provable data privacy in the context of ALC as well as a sufficient condition for ALC data privacy that can be
checked efficiently is presented in [23].

7 Conclusion

We extended the description logic ALC with justifications. This results in an epistemic logic JALC over ALC
where not only an agent’s knowledge can be expressed but one also has explicit justifications for that knowledge.
We presented a deductive system as well as a semantics for JALC and proved soundness and completeness.
Moreover, we showed that the justification terms of JALC reflect its provability notion and allow thus to
internalize proofs of JALC. We finally explored two applications of this property: generating explanations and
data privacy.

It is worth noticing that our approach for adding justifications is very general and does not rely on the
particular choice of ALC. This is due to the fact that there is no deep interaction between the justification
logic part and the description logic part of JALC (this is very similar to Finger and Gabbay’s [15] way of
temporalizing logics). Basically, we only needed the compactness property of ALC to establish completeness.
Thus we could add justifications also to other description logics in the same way as presented here for ALC and
our applications would still be possible.

Further work starts with investigating more deeply the basic properties of JALC. We need decision proce-
dures for it and their complexities have to be determined. On a more practical level, we have to elaborate on
the applications of JALC. In particular, we would like to fully develop the justification terms as explanations
approach and we think it is also worthwhile to further investigate justification terms in the context of data
privacy.

There is also a second direction of future work: namely, to combine justifications and terminological reasoning
by integrating justification terms in concept descriptions. The definition of a concept then includes a clause of
the form

if t is a term and C is a concept, then [t]C is a concept.

On the semantic side, the concept [t]C includes all individuals a for which t justifies that a belongs to C. A
similar approach was explored for pure modal logic where concepts of the form �C were included into the
language of description logic, see for instance [8]. Concepts of this modalized form turned out to be important
for several applications including procedural extension of description logics [14]. We believe that considering
justifications in concept descriptions also is very promising.
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Abstract. Symbolic transducers are useful in the context of web security as they form the foundation
for sanitization of potentially malicious data. We define Symbolic Tree Transducers as a generalization of
Regular Transducers as finite state input-output tree automata with logical constraints over a parametric
background theory. We examine key closure properties of Symbolic Tree Transducers and we develop a
composition algorithm and an equivalence decision procedure for linear single-valued transducers.

1 Introduction

Several applications, ranging from web-sanitizers, XML transformations to generic functional programs, rely on
finite state machines that transform strings or trees into strings or trees. Such state machines can conveniently
be captured by tree transducers. This work develops symbolic tree transducers (STTs) that are defined modulo
a background theory. STTs are easily seen more expressive than tree transducers defined over finite alphabets,
yet our main results establish that composition of STTs and equivalence checking for linear single valued STTs
is computable, modulo the background theory. Symbolic transducers are also practically useful for exploiting
efficient symbolic solvers when performing basic automata-theoretic transformations. Prior work [34, 19] on
symbolic string recognizers and transducers takes advantage of this observation. We here investigate the case
of the more expressive class of tree transducers. The complexity of decision problems are highly sensitive to
the expressive power given to tree transducers and we here identify a class of top-down transducers that admit
decidable equivalence checking modulo decidability of the symbolic background component.

2 Preliminaries

We use basic notions from classical automata theory [20], classical logic, and model theory [18]. Our notions
regarding tree transducers are consistent with [15]. For finite state (string) transducers a brief introduction is
given in [35].

2.1 Background Structure

We work modulo a background structure U over a language that is multi-sorted. We also write U for the
universe (domain) of U . For each sort σ, Uσ denotes a nonempty sub-domain of U . There is a Boolean sort
bool, Ubool = {true, false}, and the standard logical connectives are assumed to be part of the background.
Terms are defined by induction as usual and are assumed to be well-sorted. Function symbols with range sort
bool are called relation symbols. Boolean terms are called formulas or predicates. A term without free variables
is ground.

We use parameterized algebraic sorts to represent labeled trees. An algebraic sort is associated with a finite
collection of constructors and accessors. In particular, we use the sort tk〈σ〉 to denote the set of σ-labeled k-ary
trees, for k ≥ 1, that is associated with the constructors

f : σ × t
k〈σ〉 × · · · × t

k〈σ〉 → t
k〈σ〉, ǫ : tk〈σ〉,

for constructing a nonempty tree and an empty tree respectively. The accessors of tk〈σ〉 are the subtree accessors
1, . . . , k : t

k〈σ〉 → t
k〈σ〉 and the label accessor 0 : t

k〈σ〉 → σ. For all t0 : σ, ti : t
k〈σ〉, 1 ≤ i ≤ k,

i(f(t0, t1, . . . , tk)) = ti. Note that constructors have term interpretation, thus, for all t, u : t〈σ〉,

t = u ⇔ t = u = ǫ ∨ t 6= ǫ ∧ u 6= ǫ ∧

k∧

i=0

i(t) = i(u).
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A position is a sequence of accessors. We write t|π for the subterm of t at position π, e.g., f(a, f(b, t, u), v)|12 = u.
We write t[π ← v] for replacing the occurrence of the subterm at position π in t by v, e.g.,

f(a, ǫ, f(b, ǫ, ǫ))[22← v] = f(a, ǫ, f(b, ǫ, v))

We often omit k from t
k〈σ〉. We write l〈σ〉 for the σ-list sort t1〈σ〉. We use the notation [e1, e2, . . . , en|t]

for the list f(e1, f(e2, . . . f(en, t))) and we write [e1, e2, . . . , en] when t = ǫ.
The trace ending in tree position π of a tree t or a π-trace of t is the list of labels from the root of t up to

π, e.g., if t = f(a, ǫ, f(b, f(c, ǫ, ǫ), ǫ)) then the 22-trace of t is [a, b], the 211-trace of t is [a, b, c], the ε-trace of t
is ǫ.

2.2 Top-Down Tree Transducers

A top-down tree transducer describes a transformation function from trees in a given input domain into trees
in a given output domain. Several equivalent formal definitions are possible. Typically, the rules specify how an
input tree is transformed through a recursive descent over the structure of the input domain. Here, trees are
terms of sort t〈σ〉 of a given label sort σ. The following definition is tailored to a generalization for symbolic tree
transducers introduced below. We write t[x1, . . . , xk] to indicate that all free variables in t are among x1, . . . , xk
distinct variables, and we write t[t1, . . . , tk] for substituting xi in t by ti for 1 ≤ i ≤ k. The term t is linear if
each xi occurs at most once in t.

Definition 1. A (top-down) tree transducer from t〈ι〉 to t〈o〉 is a tuple (Q, q0, R) where Q is a finite set of
unary constructors q : t〈ι〉 → t〈o〉, called states, q0 ∈ Q is the initial state, R is a set of rules of the form

q(ǫ)→ e, q(f(a, y1, . . . , yk))→ u[q1(y1), . . . , qk(yk)]

where e : t〈o〉 and a : ι are ground terms, yi : t〈ι〉 are distinct variables, u[x1, . . . , xk] : t〈o〉 is a term that does
not contain states, and q, q1, . . . , qk ∈ Q. Given a rule l→ r, l is the left-hand side and r the right-hand side of
the rule.

Tree transducers do not have explicit final states, since using a rule q(ǫ) −→ ǫ is effectively equivalent to
declaring the state q as a final state. We write At〈ι〉/t〈o〉 for a tree transducer from t〈ι〉 to t〈o〉. A tree
transducer with epsilon moves may additionally have rules of the form p(x) → q(x) where p and q are states
and x is a variable. A rule is linear if its right-hand side is linear and A is linear if all of its rules are linear. A
is deterministic if it has no epsilon moves and no two rules with overlapping left-hand sides.

Although Definition 1 is specialized for labeled trees with fixed arity and a single nonempty constructor, this
does not cause any loss of generality and simplifies the presentation technically. For example, a term f(n, t1, t2)
of sort t2〈int〉, where n is a fixed integer value, can be seen as a representation for fn(t1, t2) for some binary
constructor fn. A key distinction from a standard definition of tree transducers is that the universes of input
labels (U ι) and output labels (Uo) may be infinite.

The definition allows nondeterminism and does not require the rules to be total. While for certain purposes
it is sufficient that tree transducers are deterministic and total by definition [15], both nondeterminism and
partiality of the rules in Definition 1 play an important role in the context of symbolic tree transducers, as
discussed below.

We say that a ground term or a tree t is basic (with respect to a tree transducer A) if it does not contain
any states from A. The transformation or transduction induced by a tree transducer At〈ι〉/t〈o〉 is a function TA

from basic trees of sort t〈ι〉 to sets of basic trees of sort t〈o〉. The definition of TA is a direct generalization of
the standard definition: TA(t) is the set of all basic trees modulo U in the closure of {q0(t)} under the rules of
A.

Definition 2. A tree transducer A is single-valued if |TA(t)| ≤ 1 for all t.

3 Symbolic Tree Transducers

In this section we introduce an extension of tree transducers through a symbolic encoding of labels by predicates.
The main advantage of the extension is succinctness and modularity with respect to the background theory of
labels.
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Definition 3. A symbolic tree transducer (STT) from t〈ι〉 to t〈o〉 is a tuple (Q, q0, R) with Q as a finite set
of states, q0 ∈ Q as the initial state, and R as a finite set of (guarded) rules

q(ǫ) −→ e, q(f(x, y1, . . . , yk))
ϕ[x]
−−→ u[x, q1(y1), . . . , qk(yk)]

where e is a basic ground term, x is a variable, yi, for 1 ≤ i ≤ k, are distinct variables, u[x, x1, . . . , xk] is a basic
term, q, q1, . . . , qk ∈ Q, and ϕ[x] is a predicate called the guard of the rule.

A guarded rule ρ = q(f(x, y1, . . . , yk))
ϕ[x]
−−→ u[x, q1(y1), . . . , qk(yk)] denotes the set of rules

[[ρ]]
def

= {q(f(a, y1, . . . , yk)) −→ u[a, q1(y1), . . . , qk(yk)] | a ∈ U
ι, ϕ[a] holds}

Thus [[ρ]] may be infinite when U ι is infinite. Given an STT A = (Q, q0, R) we write [[A]] for the tree transducer
(Q, q0,∪{[[ρ]] | ρ ∈ R}) and TA for T[[A]]. An STT A is linear (resp. single-valued, deterministic) if [[A]] is linear
(resp. single-valued, deterministic). Note that the right-hand sides of rules of a linear STT are allowed to contain
multiple occurrences of the input label variable x. In particular, all STTs over lists are linear.

In the following examples, all STTs are single-valued and linear. The first example illustrates some simple
STTs over t2〈int〉. The point is to illustrate how global STT properties depend on the theory of labels.

Example 1. Let the input and the output domains be t2〈int〉. Swap is an STT that swaps the left and the right
subtrees if the label is non-zero. Neg is an STT that multiplies all labels by -1, Double multiplies labels by 2.
Cut is an STT that cuts the left subtree y1 of f(x, y1, y2) when x > 0 and cuts the right subtree y2 when x < 0.

Swap = ({q}, q, {q(ǫ) −→ ǫ, q(f(x, y1, y2))
x 6=0

−−→ f(x, q(y2), q(y1)),

q(f(x, y1, y2))
x=0
−−→ f(x, q(y1), q(y2))})

Neg = ({q}, q, {q(ǫ) −→ ǫ, q(f(x, y1, y2))
true
−−→ f(−x, q(y1), q(y2))})

Double = ({q}, q, {q(ǫ) −→ ǫ, q(f(x, y1, y2))
true
−−→ f(2x, q(y1), q(y2))})

Cut = ({q}, q, {q(ǫ) −→ ǫ, q(f(x, y1, y2))
x>0
−−−→ f(x, ǫ, q(y2)),

q(f(x, y1, y2))
x<0
−−−→ f(x, q(y1), ǫ)

q(f(x, y1, y2))
x=0
−−→ f(x, q(y1), q(y2))})

Note that global properties such as commutativity and idempotence of the STTs clearly depend on the theory
of labels, e.g., that multiplication by a positive number preserves polarity, implying in this case for example that
Swap and Neg commute, Cut and Double commute, and Cut is idempotent. Note also that none of the examples
can be expressed as a finite tree transducer. Our results about composition and equivalence checking for STTs,
that are discussed in the below sections, allow to establish equivalences, such as Cut is equivalent to Swap
followed by Neg,Cut, then finally Swap. The equivalence is modulo the theory of arithmetic that establishes
logical equivalences, such as −x < 0 ≡ x > 0. ⊠

The following example illustrates a nontrivial use of the label theory. The STT Encode in the example
represents the string sanitizer AntiXSS.EncodeHtml from version 2.0 of the Microsoft AntiXSS library. The
sanitizer transforms an input string into an Html friendly format. For each character x in the input string,
either x is kept verbatim or encoded through numeric Html escaping. The example can be extended to be part
of a tree transducer over abstract syntax trees of Html where certain parts of the tree (corresponding to strings)
are encoded using Encode.

Example 2. The example illustrates a single-state int-list STT Encodel〈int〉/l〈int〉 that transforms an input list
of characters represented by positive integers, into an encoded, possibly longer, list of characters. We assume
that ‘...’ below represents the integer encoding of the given fixed (ASCII) character, e.g. ‘a’ = 97 and ‘z’ = 122.
Let ϕ[x] be the following linear arithmetic formula:

(‘a’ ≤ x ≤ ‘z’) ∨ (‘A’ ≤ x ≤ ‘Z’) ∨
(‘0’ ≤ x ≤ ‘9’) ∨ x = ‘ ’ ∨ x = ‘.’ ∨ x = ‘,’ ∨ x = ‘-’ ∨ x = ‘ ’
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Encode contains the following seven rules (QEncode = {q}):

q(ǫ) −→ ǫ

q([x|y])
ϕ[x]
−−→ [x|q(y)]

q([x|y])
¬ϕ[x]∧0≤x<10

−−−−−−−−−−→ [‘&’, ‘#’,d0(x), ‘;’|q(y)]

q([x|y])
¬ϕ[x]∧10

n≤x<10
n+1

−−−−−−−−−−−−−−→ [‘&’, ‘#’,dn(x), . . . ,d0(x), ‘;’|q(y)] (for 1 ≤ n ≤ 4)

where

di(x)
def

= ((x ÷ 10i)%10) + 48

is a term in linear arithmetic representing the (ASCII) character value of the i’th decimal position of x, where ÷
is integer division, + is integer addition, and % computes the integer remainder after dividing its first operand
by its second. By using that ‘&’ = 38 (i.e., d1(‘&’) = ‘3’ and d0(‘&’) = ‘8’) and that ϕ[‘&’] does not hold, it
follows for example that

TEncode([‘&’, ‘a’]) = {[‘&’, ‘#’, ‘3’, ‘8’, ‘;’, ‘a’]}.

Note that Encode is deterministic because all the guards are mutually exclusive and therefore [[Encode]] contains
no two rules whose left-hand sides are equal but whose right-hand sides are different. From determinism follows
also that Encode is single-valued. ⊠

The following example illustrates another class of common single-valued list-transductions over an infinite
label domain that are captured by a nondeterministic STT but not by any deterministic STT. While it is
well-known that nondeterministic tree transducers are more expressive than deterministic tree transducers, the
following example illustrates a case where a deterministic tree transducer would exist if the label domain was
finite.

Example 3. The example illustrates an int-list STT Extract that extracts from a given input list all subsequences
of elements of the form [‘<’, x, ‘>’], where x 6= ‘<’. For example

TExtract([‘<’, ‘<’, ‘a’, ‘>’, ‘<’, ‘<’, ‘>’, ‘<’, ‘b’, ‘>’]) = [‘<’, ‘a’, ‘>’, ‘<’, ‘b’, ‘>’]

Extract has states {q0, q1, q2, q3} where q0 is the initial state. Extract can be visualized as follows, where a rule

q(ǫ) −→ ǫ is depicted by marking q as a final state, and a rule q([x|y])
ϕ[x]
−−→ [t1, . . . , tn|p(y)], for n ≥ 0, is depicted

as a transition from q to p having label ϕ[x]/[t1, . . . , tn]:

q2

q0 q0 q1

q3

x = ‘<’/ǫ

x 6= ‘<’/[‘<’, x]

x 6= ‘<’/ǫ

x = ‘<’/ǫ

x = ‘>’/[‘>’]

x 6= ‘<’ ∧ x 6= ‘>’/ǫ

x 6= ‘<’/ǫ x = ‘<’/ǫ

A deterministic version would need a state to remember each element x 6= ‘<’ from q1 in order to later decide
whether to output or to delete the elements, which depends on whether x is followed by ‘>’ or not. ⊠

4 Composition and Equivalence of STTs

In this section we investigate feasibility of composition and equivalence of STTs. First, we prove that STTs are
closed under composition and we provide a practical algorithm for composing STTs. The composition algorithm
preserves linearity. Second, we show that equivalence of linear single-valued STTs is decidable modulo a decidable
theory over labels and we provide a practical algorithm for this case. The immediate applications of these two
algorithms are decision procedures for commutativity and idempotence of linear single-valued STTs.
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4.1 Composition of STTs

The composition of two transductions T1 and T2 is the transduction

T1 ◦T2(t)
def

=
⋃

u∈T1(t)

T2(u)

Notice that ◦ applies first T1, then T2, contrary to how ◦ is used for standard function composition. (The
definition follows the convention used in [15].)

Note that if T1 and T2 are single-valued then so is T1 ◦ T2. Given two STTs Aι/σ and Bσ/o we provide
an algorithm for constructing an STT A ◦ Bι/o such that TA◦B = TA ◦ TB . The algorithm is a symbolic
generalization of the classical composition algorithm for (top-down) tree transducers (cf. [15, Theorem 3.39]).

In the following let A and B be fixed STTs. The description of the algorithm assumes absence of epsilon
moves.1 We assume, for ease of presentation, that the input and the output trees have the same sort.

As a convention, rules without an explicit guard have an implicit guard that is true. Given a set of guarded
rewrite rules R and a pair (ϕ, t) where ϕ is a formula and t a term, an R-derivation step is of the form:

(ϕ, t)⇒R (ϕ ∧ ψ[t0], t[π ← r[t0, s̄]]) if







l[x, ȳ]
ψ[x]
−−→R r[x, ȳ]

t|π = l[t0, s̄]

That is, in the context of condition ϕ, a subterm of t at position π can be rewritten using a rule from R while
accumulating the side-condition for the rule. We write (ϕ, t)↓R for the set of all (ϕ′, t′) such that (ϕ, t)⇒∗

R (ϕ′, t′)
and there exists no R-derivation step from t′. We use a pairing function 〈p, q〉 for p ∈ QA, q ∈ QB to denote
states in the composed transducer. The states come from a composition q(p(y)) and to give us access to the
pair we augment RB to

R′
B = RB ∪ {q(p(y)) −→ 〈p, q〉(y) | p ∈ QA, q ∈ QB}

We can now define the composition of two transducers by (Q, 〈q0A, q
0

B〉, R), where R and Q are given by a least
fixed point with respect to the following conditions:

1. 〈q0A, q
0

B〉 ∈ Q

2. If 〈p, q〉 ∈ Q, p(v)
ϕ
−→ u ∈ RA, (ψ, t) ∈ (ϕ, q(u))↓R′

B

then 〈p, q〉(v)
ψ
−→ t ∈ R

3. If 〈p, q〉(v)
ϕ
−→ t[〈p′, q′〉(y)] ∈ R then 〈p′, q′〉 ∈ Q

The least fixed-point can be computed using a DFS traversal over the states reachable from 〈q0A, q
0

B〉. The
algorithm for computing (ϕ, q(u))↓R′

B

can be implemented using backtracking search. A practically important
optimization of the algorithm, is satisfiability checking of the induced guard formulas. If a formula ϕ′ in a
derivation (ϕ, t)⇒∗

R (ϕ′, t′) is unsatisfiable, the continued search from that point on is aborted.

Example 4. Consider the self-composition of Encode from Example 2. For the sake of clarity let A = Encode
but rename q0A to p. Let B = Encode. Thus QA ×QB = {〈p, q〉}.

1. Case p(ǫ) −→A ǫ. Then (true, q(ǫ))↓R = {(true, ǫ)}, so 〈p, q〉(ǫ) −→ ǫ.

2. Case p([x|y])
ϕ[x]
−−→A [x|p(y)]. We get that (formulas are simplified):

(ϕ[x], q([x|p(y)])) ⇒R′
B

(ϕ[x], [x|q(p(y))]) ⇒R′
B

(ϕ[x], [x|〈p, q〉(y)]) 6⇒R′
B

while any other derivation causes a conflict, e.g.

(ϕ[x], q([x|p(y)]))⇒R′
B

(ϕ[x] ∧ ¬ϕ[x] ∧ . . . , [‘&’, . . .])⋆

It follows that 〈p, q〉([x|y])
ϕ[x]
−−→ [x|〈p, q〉(y)].

1 Epsilon moves can be handled similarly, first epsilon-loops, that are circular paths of epsilon moves p(y) −→ · · · −→ p(y),
are eliminated in order to avoid nonterminating derivations.
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3. Case p([x|y])
¬ϕ[x]∧0≤x<10

−−−−−−−−−−→A [‘&’, ‘#’,d0(x), ‘;’|p(y)]. Then

(ϕ[x] ∧ 0 ≤ x < 10, q([‘&’, ‘#’,d0(x), ‘;’|p(y)]))⇒
∗
R′

B

(ϕ[x] ∧ 0 ≤ x < 10 ∧ ϕ[d0(x)],
[‘&’, ‘#’,d1(‘&’),d0(‘&’), ‘;’, ‘&’, ‘#’,d1(‘#’),d0(‘#’), ‘;’,
d0(x), ‘&’, ‘#’,d1(‘;’),d0(‘;’), ‘;’|〈p, q〉(y)]) 6⇒R′

B

The remaining cases are similar. Note that, for all x and i, ϕ[di(x)] holds because ‘0’ ≤ di(x) ≤ ‘9’, while
for x ∈ {‘&’, ‘#’, ‘;’}, ¬ϕ[x] ∧ 10 ≤ x ≤ 100 holds, and thus double-encoding occurs for these characters in
A ◦B.

The importance of early pruning of the search space using satisfiability checks is obvious in this example. Brute
force exploration would cause a combinatorial explosion of the different paths, while most of them are infeasible.
⊠

The following result characterizes compositionality of STTs.

Theorem 1 (Composition). STTs are effectively closed under composition. Moreover, linear STTs are effec-
tively closed under composition.

Proof. The first statement can be shown along the lines of the proof of compositionality of TOP [15, Theo-
rem 3.39]. While the second statement can be shown similarly to compositionality of l-TOP [15, Corollary 3.41],
a simpler argument, using the definition of R′

B, shows that linearity is preserved by ⇒R′

B

.
Suppose A and B are linear and consider the definition of (ϕ, t)↓R′

B

. Suppose t is ȳ-linear (linear with respect

to ȳ = (y1, . . . , yk) assuming that the tree sort is tk〈σ〉, recall that nonlinearity is allowed with respect to the
label variable x). Then, t|π = l[t0, s̄], where s̄ = (s1, . . . , sk), is also ȳ-linear and

yi ∈ FV(s̄) =⇒ yi /∈ FV(t[π ← ǫ])
yi ∈ FV(sj) =⇒ yi /∈ FV(sj′) (for j 6= j′)

Since the rule l[x, ȳ]
ψ[x]
−−→R′

B

r[x, ȳ] is ȳ-linear, it follows that r[t0, s̄] is also ȳ-linear and consequently t[π ←
r[t0, s̄]] is ȳ-linear. Therefore, by linearity of A and by induction on the length of R′

B-derivations, all terms in
(ϕ, t)↓R′

B

, are ȳ-linear. It follows that each rule added to R is ȳ-linear, ∴ A ◦B is linear. ⊠

4.2 Equivalence of Linear Single-Valued STTs

Equivalence checking of finite transducers is undecidable when the possible number of outputs for a given input
is unbounded [17, 21]. The case that is practically more directly relevant for us is when transducers are single-
valued, since this case corresponds closely to functional transformations computed by concrete programs over
structured data (possibly over a restricted input domain). For (top-down) tree transducers it is known that
equivalence is decidable for the single-valued case [8, 13], or more generally, for the finite-valued case [31] (when
there exists k such that, for all t, |TA(t)| ≤ k). Here we investigate the more restricted equivalence problem for
linear single-valued STTs as the practically most common case, while the generalization to either nonlinear or
finite-valued STTs is left as a future research topic.

STTs A and B are equivalent if TA = TB . Let Dom(A)
def

= {t | TA(t) 6= ∅}. For a single-valued STT A and
t ∈ Dom(A) we write A(t) = u for TA(t) = {u}. In the following let At〈ι〉/t〈o〉 and Bt〈ι〉/t〈o〉 be fixed linear
single-valued STTs. Equivalence of A and B reduces to two separate decision problems:

1. Domain equivalence: Dom(A) = Dom(B).
2. Partial equivalence A ∼= B: for all t ∈ Dom(A) ∩Dom(B), A(t) = B(t).

Note that both problems are independent of each other and together imply equivalence. Domain equivalence
requires the notion of a symbolic tree acceptor (STA) that is an STT such that each rule is either q(ǫ) −→ ǫ or

a linear rule q(f(x, y1, . . . , yk))
ϕ[x]
−−→ f(x, q1(y1), . . . , qk(yk)), i.e., the notion of the output tree is obsolete. The

STA for Dom(A) can be constructed directly from the STT A. By a label theory we mean a quantifier free set
of formulas that is closed under substitutions, Boolean operations and equality, and allows free variables of the
label sort.

Deciding equivalence of two STAs A and B is a fairly straightforward generalization of the equivalence
problem of tree automata [16] and is decidable modulo decidability of the label theory. The algorithm checks
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tree language inclusion by creating a difference automaton A \ B that accepts the language of A that is not
accepted by B. It works by unfolding one state from A and several states of B using the subset construction.
A state in the difference automaton is final if the A state is final and all B states are non-final. In particular,
STAs are effectively closed under Boolean operations. We use the following proposition below.

Proposition 1. Equivalence of symbolic tree acceptors is decidable modulo a decidable label theory.

The symbolic algorithm for difference is a lifting of a similar algorithm for finite automata over strings [33]. We
note also that, for many practical considerations, domain equivalence is not relevant because the transductions
of A and B are known to correspond to total functions from Ut〈ι〉 to Ut〈o〉, i.e., Dom(A) = Dom(B) = Ut〈ι〉,
reflecting a robustness assumption of the underlying programs.

In the following we develop a practical algorithm for deciding partial equivalence A ∼= B. First, we adjust
the formalism of linear STTs a bit so that it is technically better suited for the purposes here, by separating
the acceptance condition of the input term from the construction of the output term. For ease of presentation
assume k = 2 (i.e., the input domain is t2〈ι〉). For each rule

p(f(x, y1, y2))
ϕ[x]
−−→ r[x, p1(y1), p2(y2)],

where r[x, z1, z2] is basic (zi is the transformation pi(yi)), is represented by the following transition whose i’th
target component is the state that transforms yi:

p
ϕ[x]/r[x,z1,z2]
−−−−−−−−−→ (p1, p2)

If zi does not occur in r we use a special sink state pi = p∗ with transition

p∗
true/ǫ
−−−−→ (p∗, p∗)

For each rule p(ǫ) −→ e we say that p is final with a final output e, denoted by p
/e
−→. In particular, p∗

/ǫ
−→. For

example,

p(f(x, y1, y2))
true
−−→ f(x, ǫ, q(y1)) corresponds to p

true/f(x,ǫ,z1)
−−−−−−−−−→ (q, p∗).

Note that all input trees are accepted from p∗, e.g., in the above example y2 can be an arbitrary input tree.
Note also that the given transition view is not possible for arbitrary nonlinear STTs.

We assume that A and B are clean, i.e., contain no rules with unsatisfiable guards. We also assume that
A and B have no unreachable states and no deadends, where an unreachable state is a state such that no
derivation from the initial state can reach it, and a deadend is a state p that is reachable but is not final and,
for all transitions p −→ (p1, p2), either p1 or p2 is a deadend. The corresponding decision problems are classical
forward and backward reachability algorithms that are linear in the number of states.

The partial equivalence algorithm uses the notion of a product A × B of A and B that is intuitively a
2-output-STT whose definition is based on the transition view of A and B. A×B has states QA ×QB and its
transitions are constructed as follows, where z̄A (resp. z̄B) is a unique renaming of each zi by z

A
i (resp. zBi ),

p
ϕ[x]/t[x,z̄]
−−−−−−−→A (p1, p2)

q
ψ[x]/u[x,z̄]
−−−−−−−→B (q1, q2)

}

=⇒ 〈p, q〉
ϕ∧ψ[x]/(t[x,z̄A],u[x,z̄B])

−−−−−−−−−−−−−−−−→A×B (〈p1, q1〉, 〈p2, q2〉)

p
/a
−→A

q
/b
−→B

}

=⇒ 〈p, q〉
/(a,b)
−−−−→A×B

Unsatisfiable guards, unreachable states, and deadends are eliminated from A × B (where the first two are by
virtue of constructing A×B by using DFS).

Let A〈p,q〉(v) denote the A-output of A × B that is produced starting from state 〈p, q〉 for any v that is
accepted from that state. Similarly for B. The following property follows from the definitions.

(∀t ∈ Dom(A) ∩Dom(B)) A〈q0
A
,q0

B
〉(t) = B〈q0

A
,q0

B
〉(t)⇔ A(t) = B(t)

A tree context is a tree term with exactly one occurrence of a special free variable •. A promise of a state
〈p, q〉 is a pair 〈α[•], β[•]〉 of tree contexts where α = • or β = •, such that there exists a derivation in A×B for
some input tree t and position π in t that reaches 〈p, q〉 at π and, for some output position π′, the π′-traces of the
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outputs from A and B are equal and the remaining outputs from position π′ in A and B are α[A〈p,q〉(t|π)] and
β[B〈p,q〉(t|π)] respectively. Two promises 〈α1[•], β1[•]〉 and 〈α2[•], β2[•]〉 conflict if α1[u] 6= α2[u] or β1[u] 6= β2[u]
for some tree u. Otherwise, we say that the promises match. Note that matching really means that the promises
are identical trees (modulo equality of labels).

Example 5. Consider two SFTs A and B over t2〈int〉 where QA = {p} and QB = {q} that contain the following
transitions:

p
/ǫ
−→A, p

x≤2/f(x,f(x,z1,ǫ),z2)
−−−−−−−−−−−−−−→A (p, p), q

/ǫ
−→B, q

x≥2/f(x,z1,z2)
−−−−−−−−−−→B (q, q).

Then A×B contains the following transitions

〈p, q〉
/(ǫ,ǫ)
−−−→A×B, 〈p, q〉

x=2/(f(x,f(x,zA
1
,ǫ),zA

2
),f(x,zB

1
,zB

2
))

−−−−−−−−−−−−−−−−−−−−−−−→A×B (〈p, q〉, 〈p, q〉)

State 〈p, q〉 has a promise 〈•, •〉 for position ε since 〈p, q〉 is the initial state. It also has a conflicting promise
〈f(2, •, ǫ), •〉 due to the following. Consider the input tree t = f(2, t1, t2) and position π = 1 in t. After a single
step derivation in A × B we get that A(t) = f(2, f(2, A(t1), ǫ), A(t2)) and B(t) = f(2, B(t1), B(t2)). Thus, for
the output position π′ = 1 we have that, the π′-traces of A(t) and B(t) are equal, A(t)|π′ = f(2, A〈p,q〉(t|π), ǫ)
and B(t)|π′ = B〈p,q〉(t|π). ⊠

A state 〈p, q〉 is input dependent for A if there exist v1 6= v2 such that A〈p,q〉(v1) 6= A〈p,q〉(v2). Similarly for
B. A state 〈p, q〉 is input dependent if it is input dependent for both A and B.

We make use of the following key lemma in the main theorem that provides us with an argument to detect
A ≇ B in O(|A×B|) number of steps. The lemma is not constructive; it does not provide a witness t such that
A(t) 6= B(t).

Lemma 1 (Promise). If an input dependent state 〈p, q〉 is reached with two conflicting promises then A ≇ B.

Proof. Suppose there is a state 〈p, q〉 with conflicting promises 〈α1[•], β1[•]〉 and 〈α2[•], β2[•]〉. Since 〈p, q〉 is
reachable and not a deadend, there exist input trees u1 and u2 where u1|π1

= v and u2|π2
= v for some positions

π1 and π2, and v is an input term accepted from 〈p, q〉, and

– 〈p, q〉 7→ 〈α1[•], β1[•]〉 is reached at some position π′
1
in the outputs from u1,

– 〈p, q〉 7→ 〈α2[•], β2[•]〉 is reached at some position π′
2
in the outputs from u2.

By single-valuedness of A and B there exist vA = A〈p,q〉(v) and vB = B〈p,q〉(v) such that

A(u1)|π′
1
= α1[v

A], A(u2)|π′
2
= α2[v

A], B(u1)|π′
1
= β1[v

B], B(u2)|π′
2
= β2[v

B ].

Suppose A ∼= B. Then α1[v
A] = β1[v

B] and α2[v
A] = β2[v

B]. We reach a contradiction by case analysis. Note
that the cases make use of the assumption that in each promise at least one of the terms is a •.

– Case α1 = •, β1 = •, α2 = •, β2 6= •: Then v
B = vA = β2[v

B], but β2 6= •.
– Case α1 6= •, β1 = •, α2 = •, β2 6= •: Then α1[v

A] = vB, vA = β2[v
B ], but α1[β2[v

B ]] 6= vB .
– Case α1 = •, β1 6= •, α2 = •, β2 6= •: Then β1[v

B] = vA = β2[v
B]. This is only possible if β1[t] = β2[t] for

a fixed tree t (e.g. β1 = f(t0, •, t) and β2 = f(t0, t, •)) or else 〈α1, β1〉 and 〈α2, β2〉 match. Thus vB = t.
By input independence of 〈p, q〉 for B we can choose v and v0 6= v so that vB 6= vB

0
= B〈p,q〉(v0). But this

contradicts that vB
0
= t must hold.

The remaining cases are symmetrical. ⊠

We apply the following normalization on A × B before turning to the main algorithm. First, we effectively

decide if a state 〈p, q〉 is input dependent for A (resp. B) and, otherwise compute a concrete term t
〈p,q〉
A (resp.

t
〈p,q〉
B ) such that for all v, A〈p,q〉(v) = t

〈p,q〉
A (resp. B〈p,q〉(v) = t

〈p,q〉
B ). Next, for each transition

〈p, q〉
ϕ/(t,u)
−−−−→ (〈p1, q1〉, 〈p2, q2〉)

if 〈pi, qi〉 is not input dependent for A, replace zi in t by t
〈pi,qi〉
A , similarly for u and B. In the following assume:

(*) If an output variable zi occurs in t (resp. u) then 〈pi, qi〉 is input dependent for A (resp. B).
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The main algorithm is a search procedure (that can be implemented using DFS). There is a set Q of
reached states annotated with promises. Initially Q = {〈q0A, q

0

B〉 7→ 〈•, •〉}. Given an unexplored reached state
〈p, q〉 7→ 〈α[•], β[•]〉 the following steps are performed.

Check final outputs: If 〈p, q〉
/(a,b)
−−−−→ and if α[a] 6= β[b] then A ≇ B.

Check transitions: Perform the following steps for each transition

〈p, q〉
ϕ[x]/(t[x,zA

1
,zA

2
],u[x,zB

1
,zB

2
])

−−−−−−−−−−−−−−−−−−→ (〈p1, q1〉, 〈p2, q2〉)

Unify α[t] with β[u]. If a unifier does not exist then A ≇ B. Else, the result is a pair (C[x], θ) where C is
a conjunction of equality constraints on labels and θ is a substitution from those z̄ that occur in t or u to
tree terms.
Validate labels: If ϕ ∧ ¬C is satisfiable then there exists a label x such that α[t[x, z̄A]] 6= β[u[x, z̄B]] for

all z̄A and z̄B. Thus A ≇ B.
Validate trees: Suppose zA

1
7→ v[x, zB

1
, zB

2
] ∈ θ. (The other cases are symmetrical.) We proceed by case

analysis on v.
Independent term: Assume v does not contain zB

1
. Suppose v′ is an arbitrary ground instance of

v. By (*), there exist two outputs a1 6= a2 for zA
1

and therefore, either t[ , a1, ] 6= t[ , v′, ] or
t[ , a2, ] 6= t[ , v′, ]. Thus A ≇ B.

Mixed dependency: Assume v contains zB
1
and also zB

2
. By using (*), there exist two different outputs

for zB
2
independent of zA

1
and x. Thus, there exist two conflicting promises for 〈p1, q1〉. By the Promise

lemma, A ≇ B.
Multiple labels: Assume v[x, zB

1
] contains x and zB

1
but not zB

2
. Check if any possible value for x

makes any difference in v. If
ϕ[x1] ∧ ϕ[x2] ∧ v[x1, ǫ] 6= v[x2, ǫ]

is satisfiable then there exist two conflicting promises for 〈p1, q1〉. By the Promise lemma, A ≇ B.
Dependent term: Let t0 be any value such that ϕ[t0] is true. Note that v[t0, •] is the same independent

of t0 by the previous step. Let α1 = •, β1 = v[t0, •]:
1. If 〈p1, q1〉 /∈ Q then add 〈p1, q1〉 7→ 〈α1, β1〉 to Q and push 〈p1, q1〉.
2. else let 〈α2, β2〉 = Q(〈p1, q1〉). If 〈α1, β1〉 and 〈α2, β2〉 conflict (are not identical), then, by the

Promise lemma, A ≇ B.
Partial equivalence: The search is exhaustive and establishes that A ∼= B.

Recall that a label theory is a quantifier free set of formulas that is closed under substitutions, Boolean
operations and equality, and allows free variables of the label sort. A typical label theory is quantifier free
integer linear arithmetic. Note that decidability of a theory refers to decidability of the problem of checking
satisfiability of a given formula in the theory.

Theorem 2 (Equivalence). Equivalence of linear single-valued STTs is decidable over a decidable label theory.

Proof. Termination of the partial equivalence checking algorithm follows from finiteness of QA×B and decid-
ability of the assumed label theory. Partial correctness of the algorithm and how the Promise lemma is used
follows from the description of the core steps of the algorithm. Decidability of domain equivalence follows from
Proposition 1. ⊠

Note that the satisfiability checks that are actually performed during the search require the use of at most
two free label variables and no other free variables. This observation is relevant in order to provide a precise
complexity bound for the given algorithm, provided that the complexity of the used label theory over at most
two variables is known. The algorithm can be implemented using any SMT solver or constraint solver as an
oracle that supports satisfiability checking and model generation (that is needed above), which we have done
using the SMT solver Z3 [6].

4.3 Checking Non-equivalence Symbolically

The algorithm produces at most |QA×QB| states and requires examining at most |RA| · |RB | transitions. This
bound obviously does not work when comparing tree transducers whose number of outputs is unbounded. In
practice, however, we can use a common symbolic algorithm that unfolds an STT. In the general case it can be
used as a semi-decision algorithm for non-equivalence. Given a transducer A, that does not contain ǫ loops, we
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can encode a predicate AccA(q
0

A, t, s, n), such that A takes the term t and produces the term s with at most n
transitions along any given branch. Non-equivalence can then be checked by showing that

∃t, s, n .

(
(AccA(q

0

A, t, s, n) ∧ ¬AccB(q
0

B , t, s, n))
∨ (¬AccA(q

0

A, t, s, n) ∧ AccB(q
0

B , t, s, n))

)

.

The definition is given by:

AccA(q, f(t0, t1, . . . , tk), s, n) ≡
∨

τ∈RA








n > 0 ∧ ϕ[t0]∧
s = u[t0, ℓ1(s), . . . , ℓk(s)]∧
k∧

i=1

AccA(qi, ti, ℓi(s), n− 1)








AccA(q, ǫ, ǫ, n) ≡ true

where, as usual, τ is of the form q(f(x, y1, . . . , yk))
ϕ
−→ u[x, q1(y1), . . . , qk(yk)], and ℓ1(s) selects the subterm

of s corresponding to the path supplied in u. The formulas produced by unfolding AccA are always ground,
and satisfiability of the formulas can be checked using the background label theory together with the theory of
algebraic data-types. For single valued STTs we can fix n to |QA ×QB| to bound unfolding; for general STTs
we can convert the definition into first-order formulas whose instantiations correspond to step-wise unfoldings
of the transition relation.

5 Related Work

Tree transducers and various extensions thereof provide a syntax-directed view of studying different formal mod-
els of transformations over tree structured data [15]. Top-down tree transducers were originally introduced in [30,
32] for studying properties of syntax-directed translations. The handbook [16] provides a uniform treatment of
foundational properties of tree transducers and relations to context-free languages. Basic compositionality results
of tree transducers were established in [3, 7].

Decidability of equivalence of single-valued top-down tree transducers follows from the decidability result of
single-valuedness of top-down tree transducers [8, 13]. A specialized method for checking equivalence of deter-
ministic top-down tree transducers is provided in [5]. Decision problems, e.g. equivalence, for specific classes of
tree transducers are often based on establishing unique normal forms and considering deterministic transducers,
including string transducers [4], top-down tree transducers [11], and top-down tree-to-string transducers [24].

Several extensions of top-down tree transducers have been studied in the literature (the following list is
not exhaustive). Extended top-down tree transducers allow nonflat left-hand sides in rules [2]. Attributed tree-
transducers describe parse trees in attribute grammars [14]. Macro tree-transducers incorporate the notion
of implicit tree contexts [12] and have been studied in the context of analysis of XML transformation lan-
guages, with macro attributed tree-transducers [15], multi-return macro tree transducers [22], and macro forest
transducers [29] as further extensions. Pebble tree transducers were introduced for type checking XML query
languages [26] and are extended to pebble macro tree transducers in [10]. Formal relationships between monadic
second order logic and macro tree transducers is studied in [9]. Extended top-down tree transducers were re-
cently studied in the context of natural language processing, where it is shown that several interesting cases
are not closed under composition [25]. Higher-order multi-parameter tree transducers [23] allow possibly infinite
trees in the output and can be applied to higher-order recursion schemes. A related notion of pattern-matching
recursion schemes is introduced in [28] to model functional programs that manipulate algebraic data-types.

The above generalizations are all proper extensions of the basic top-down tree transducer model. To the best
of our knowledge, none of the extensions has considered a symbolic representation of the transducers modulo
a given label theory. The work in [27] introduces the first symbolic generalization of a finite state (string)
transducer called a predicate-augmented finite state transducer in the context of natural language processing.
A symbolic representation of finite (string) transducers modulo a given label theory, called symbolic finite
transducers, is introduced in [19] in order to encode string sanitization operations over large (possibly infinite)
alphabets for web security analysis. The results here extend the algorithms of the string case to trees, in order
to symbolically represent transductions over tree structured data such as Html or XML documents. Streaming
transducers [1] provide another recent symbolic extension of finite transducers where the label theories are
restricted to be total orders.
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6 Conclusions

We intend to investigate several extensions of our main results for STTs. Single-valued deterministic STTs
correspond directly to first-order functional programs. One direction is to develop ground decision procedures
for first-order functional programs given as STTs. On the other hand, first-order functional programs are of
course much more expressive than STTs (and equivalence of first-order functional programs is Π1

1
complete).

For example list-reversal is not expressible as an STT. It is tempting to extend our results to more general func-
tional programs. Recent work on counter-example guided refinement for verification of higher-order functional
programs [28], for instance, is based on repeated refinements starting from tree transducers. Using STTs instead
could allow using SMT tools for analyzing functional programs. A simpler extension of our results for STTs is
to consider equivalence of non-linear STTs. We conjecture that our Theorem 2 can be extended to nonlinear
and single-valued STTs, but our proof cannot be used directly for this case: non-linearity creates dependencies
across several states from the same transducer that has to be recorded in a product construction. We also
conjecture the theorem can be extended to nonlinear and finite-valued STTs. However, a generalization to the
finite-valued case is not expected to be straightforward, because the corresponding generalization of decidabil-
ity of equivalence for finite-valued tree transducers [31] uses results from combinatorics and is mathematically
challenging.
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Abstract. The logic formulas which characterize a model up to the timed testing preorder can be used for
deciding a problem of recognising timed testing relations. In the paper we use compositional methods for
construction of the such characteristic formulas in a model of timed event structures with discrete internal
actions.

Keywords: Timed event structures, testing relations, logical characterization.

1 Introduction

Complex systems are not trivial for analysis. One of useful tools for that is the notion of equivalence. As a
matter of fact, equivalences are used in specification and verification both to compare two distinct systems and
to reduce the structure of a system.

Among the variety of equivalences are testing ones presented in [9]. These equivalences have been considered
for synchronous and asynchronous formal system models without time delays [1, 7, 6, 9, 10] and for models with
discrete [8, 12, 11] and dense [3, 4] time.

In paper [3], a framework for testing preorders and equivalences in the setting of timed event structures
has been developed. In that model, a time interval associated with an event means the interval, during which
the event can occur. Occurrence of the event does not take any time. The alternative characterization of the
timed testing relations is given. In [5], the problem of decidability of timed must-equivalences is reduced to the
model-checking one. As a basic logic, we take the timed logic Lν [13], which has been used for construction of a
characteristic formula for a timed automaton up to the timed bisimilarity and, as a consequence, for reduction
of the timed bisimilarity decidability problem to the model-checking one. In [5], a characteristic formula up to
the timed testing preorders is constructed. We do it for timed event structures with discrete internal actions.
The characteristic formula consists of formulas for each class of the class graph. Each subformula is modelling
a possible transition from the class and contain conditions on the formula clocks.

Usually, complex systems consist of subsystems. In the case when events of different subsystems are in the
same relation — partial order, conflict or concurrency — we say that the system is a composition of subsystems.

So, it is interesting to construct characteristic formulas for the whole system using only similar formulas
for subsystems. In such way we can avoid construction of region and class graphs, algorithms for which are
exponential. According to a usual structure of the characteristic formula, we construct its subformulas using
the formulas for classes of substructures.

The rest of the paper is organized as follows. In Section 2, we remind the basic notions concerned with
timed event structures and timed testing. In Section 3, we obtain a class graph from the state-space. In Section
4, we construct a formula which characterizes a timed event structure up to the timed testing preorders. In
Section 5, the characteristic formula for a timed event structure is constructed on the basis of the formulas for
its substructures. Conclusion is given in Section 6.

⋆ This work is supported in part by the grant DFG-RFBR (N 436 RFBR 113/1002/01 and 09-01-91334)
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2 Timed Event Structures

In this section, we remind a model of timed event structures.
Let Act be a finite set of visible actions and τ be an internal action. Then Actτ = Act ∪ {τ}. A (labelled)

event structure over Actτ is a 4-tuple S= (E,≤, #, l), where E is a countable set of events; ≤ ⊆ E × E is a
partial order (the causality relation); # ⊆ E ×E is a symmetric and irreflexive relation (the conflict relation);
l : E → Actτ is a labelling function. It is supposed that the causality relation satisfies the principle of finite
causes, i.e. ∀e ∈ E . {e′ ∈ E | e′ ≤ e} is finite, and the conflict relation satisfies the principle of conflict heredity,
i.e. ∀e, e′, e′′ ∈ E . e # e′ ≤ e′′ ⇒ e #e′′. In the following, we will suppose that sets of events are finite.

For pairs of events are neither in causality nor in conflict relations, we define the concurrency relation as
⌣ = (E × E) \ (≤ ∪ ≥ ∪ #).

Let C ⊆ E. Then C is left-closed iff ∀e, e′ ∈ E . e ∈ C ∧ e′ ≤ e ⇒ e′ ∈ C; C is conflict-free iff
∀e, e′ ∈ C . ¬(e # e′); C is a configuration of S iff C is left-closed and conflict-free. Let Conf(S) denote the
set of all configurations of S. For C ∈ Conf(S), we define the set of events enabled in C as En(C) = {e ∈ E |
C ∪ {e} ∈ Conf(S)}.

We propose some usual notations: N0 be the set of natural numbers with zero, R+ be the set of positive
real numbers, and R+

0 be the set of nonnegative real numbers. For any d ∈ R+
0 , {d} denotes its fractional part,

⌊d⌋ and ⌈d⌉ — its smallest and largest integer parts, respectively.
Define the set Interv(R+

0 ) = {[d1, d2] ⊂ R+
0 | d1, d2 ∈ N0}.

We are now ready to introduce the concept of timed event structures.

Definition 1 A (labelled) timed event structure over Actτ is a pair TS = (S,D), where S = (E,≤,#, l) is
a (labelled) event structure over Actτ ; D : E → Interv(R+

0 ) is a timing function such that D(e) = [d, d] for
some d ∈ N0 for all e with l(e) = τ .

In that model, a time interval associated with an An event can occur during interval associated with it. Oc-
currence of the event does not take any time. An example of timed event structure is shown in Figure 1.

e1 : a

e3 : τ

[1, 1]

[0, 1]

TS1

e2 : a

e4 : τ

[1, 1]

[0, 1]

##
-

Fig. 1. An example of timed event structure

Let Eτ denote the set of all labelled timed event structures over Actτ . For convenience, we fix timed event
structures TS = (S = (E,≤,#, l), D), TS′ = (S′ = (E′,≤′,#′, l′), D′) from the class Eτ and work with them
further.

TS is called conflict-free, if E is conflict-free. TS′ is called a substructure of TS, if E′ ⊂ E, ≤′⊆≤|E′ ,
#′ ⊆ # |E′ , l′ = l |E′ , D′ = D |E′ .

A state of TS is a pair M = (C, δ), where C ∈ Conf(S) and δ : E → R+
0 . The initial state of TS is

MTS = (C0, δ0) = (∅, 0). A state M = (C, δ) is said to be terminated, if En(C) = ∅. Let ST (TS) denote the set
of all states of TS.

A timed event structure progresses through a sequence of states in one of two ways given below.
Let M1 = (C1, δ1),M2 = (C2, δ2) ∈ ST (TS) such that M1 is a non-terminated state. The occurrence of e

in M1 leads to M2 (denoted as M1
e→ M2 or M1

a→ M2, if l(e) = a ), if δ1(e) ∈ D(e) and ∀e′ ∈ En(C1) ∃d ∈
R+

0 . δ1(e
′) + d ∈ D(e), C2 = C1 ∪ {e} and

δ2(e
′) =

{
0, if e′ ∈ En(C2) \ En(C1)
δ1(e

′), otherwise.

The passage of d inM1 leads toM2 (denoted asM1
d→M2), if ∀e ∈ En(C1) ∃d′ ∈ R+

0 (d
′ ≥ d) . δ1(e)+d′ ∈ D(e),

C2 = C1 and δ2(e) = δ1(e) + d for all e ∈ E.
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The weak leading relation ⇒ on the states of TS is the largest relation defined by:
ϵ⇒ ⇐⇒ τ→

∗
and

x⇒ ⇐⇒
ϵ⇒ x→ ϵ⇒, where

τ→
∗
is the reflexive and transitive closure of

τ→ and x ∈ Act∪R+. We consider the relation
d⇒ as

possessing the time continuity property.
From now on, we will use the following notions and notations. Let Act(R+

0 )= {a(d) | a ∈ Act ∧ d ∈ R+
0 }

be the set of timed actions of Act over R+
0 , (Act(R

+
0 ))

∗ be the set of finite timed words over Act(R+
0 ). The

function △ : (Act(R+
0 ))

∗ → R+
0 measuring the duration of a timed word is defined by: △(ϵ) = 0, △(w.a(d)) =

△(w) + d. The domain for real-time languages is denoted by Dom(Act, R+
0 ) = {⟨w, d⟩ | w ∈ (Act(R+

0 ))
∗, d ∈

R+
0 , d ≥ △(w)}. In natural way the weak leading relation ⇒ is extended to timed words from (Act(R+

0 ))
∗ and

Dom(Act, R+
0 ). We write here some rules: if M

d′⇒ a⇒M ′, then M
a(d′)⇒ M ′;

if M
w⇒M ′, then M

⟨w, △(w)⟩
=⇒ M ′.

The set L(TS) = {⟨w, d⟩ ∈ Dom(Act,R+
0 ) | MTS

⟨w,d⟩
=⇒} is the language of TS. For instance, for the timed

event structure TS1 in Figure 1, we have L(TS1) = {⟨ϵ, d⟩, ⟨a(1), 1⟩, ⟨a(1)a(0), 1⟩ | 0 ≤ d ≤ 1}.
We define the timed testing relations in terms of an alternative characterization [3]. For must-preoder to

exist, inclusion of sets of enabled visible actions and the possibility of time passing in states of two timed
event structures reachable by the same timed word are necessary. The formal definition relies on the following
notations. Let M ∈ ST (TS) and ⟨w, d⟩ ∈ Dom(Act, R+

0 ). Then S(M) = {x ∈ Actτ ∪ R+ | M
x→} and

Acc(TS, ⟨w, d⟩) = {S(M ′) | MTS
⟨w, d⟩
=⇒ M ′, M ′ ̸ τ→} (timed acceptance set). Let N,N ′ ⊂ 2Act∪R+

. Then
N ⊂⊂ N ′ ⇐⇒ ∀S ∈ N ∃S′ ∈ N ′ . [(S′ |Act⊆ S |Act) ∧ (S |R+= ∅ ⇒ S′ |R+= ∅)]; N ≡ N ′ ⇐⇒ N ⊂⊂
N ′ ∧ N ′ ⊂⊂ N .

Definition 2 TS ≤must TS′ ⇐⇒ ∀⟨w, d⟩ ∈ Dom(Act,R+
0 ) . Acc(TS

′, ⟨w, d⟩)
⊂⊂ Acc(TS, ⟨w, d⟩); TS ≃must TS′ ⇐⇒ TS ≤must TS′ and TS′ ≤must TS.

The timed event structures TS2 and TS′
2 shown in Figure 2 are not timed must-equivalent, because, for

example, for the timed word ⟨w, d⟩ = ⟨a(0.5), 1.5⟩ ∈ L(TS2) ∩ L(TS′
2) it is not true

(
Acc(TS′

2, ⟨w, d⟩) ⊂⊂
Acc(TS2, ⟨w, d⟩)

)
.

[0, 1]a
b

c
#
[1, 3]

[0, 2]

1

q

TS2

[0, 1]a
b

c
#
[1, 3]

[0, 2]

1

q

TS′
2

[0, 1]a c[0, 1]-

#

Fig. 2. An example of non-timed must-equivalent timed event structures

3 From State-Space to Class Graph

For the purpose of constructing a characteristic formula, the infinite state-space is transformed to a finite
representation in such a way that states reachable by the same timed word be collected together in one class. We
will briefly consider the transformation through this section. As usual, in order to get a discrete representation
of the state-space of a timed event structure, the concept of regions (equivalence classes of states) [2] is used.
To get a deterministic representation, classes are used.

In the definition of a region, we will use the notion of common states. A subset µ ⊆ ST (TS) is called a
common state of TS. The initial common state of TS is µ0 = {MTS}. Sometimes µ is denoted as (M1, . . . ,Mn)
or (⟨C⟩n, ⟨δ⟩n), where Mi = (Ci, δi) ∈ µ (1 ≤ i ≤ n), ⟨C⟩n = (C1, . . . , Cn), ⟨δ⟩n = (δ1, . . . , δn).

Let n+ = {1, . . . , n}. Renaming π(n) : n+ → n+ is extended to ⟨C⟩n as π(n)(⟨C⟩n) = (Cπ(n)(1), . . . , Cπ(n)(n)),
in a similar way π(n)(⟨δ⟩n) is defined and π(n)(µ) = (π(n)(⟨C⟩n), π(n)(⟨δ⟩n)).

A visible action and time can be executed in a common state only if an internal action is not enabled. So, the
relation

z→ is defined on common states as follows: µ
τ→ µ′ iff µ ̸= µ′ and µ′ = {(C ′, δ′) | ∃(C, δ) ∈ µ . (C, δ) τ→

(C ′, δ′)} ∪ µ; µ z→ µ′ iff µ ̸ τ→ and µ′ = {(C ′, δ′) | ∃(C, δ) ∈ µ . (C, δ) z→ (C ′, δ′)} (z ∈ Act ∪R+).
STC(TS) denotes the set of all common states reachable from µ0. Below we will consider common states

only from STC(TS). The leading relation on common states of STC(TS) is extended to timed words from
Dom(Act,R+

0 ) just as on the states of ST (TS).
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Let µ = (C1, . . . , Cn, δ1, . . . , δn) ̸= µ′ = (C ′
1, . . . , C

′
n, δ

′
1, . . . , δ

′
n). Then µ ≃ µ′ iff (C1, . . . , Cn) = (C ′

1, . . . , C
′
n)

and ∀1 ≤ i ≤ m . ⌊δ1| . . . |δn(i)⌋ = ⌊δ′1| . . . |δ′n(i)⌋; ∀1 ≤ i, j ≤ m {δ1| . . . |δn(i)} ≤ {δ1| . . . |δn(j)} ⇐⇒
{δ′1| . . . |δ′n(i)} ≤ {δ′1| . . . |δ′n(j)}, and {δ1| . . . |δn(i)} = 0 ⇐⇒ {δ′1| . . . |δ′n(i)} = 0, where δ1| . . . |δn is the
concatenation of vectors δ̄i (1 ≤ i ≤ n) and m =

∑
1≤i≤n | Ci |.

A set R = [µ] = {µ′ | ∃π(n) µ ≃ π(n)(µ′)} is called a region of TS. We define R0 = [µ0]. The leading relation
on regions and the stable partition into regions are defined in usual way.

A region graph of TS is a tuple RG(TS) = (VRG, ERG, lRG), where the set of vertices VRG is the stable
partition of STC(TS), the set of edges ERG is the leading relation on regions of VRG and the labelling function

lRG : ERG −→ Actτ ∪ {χ} is defined as l((R,R′)) = z ⇐⇒ R
z→ R′.

An example of region graph is shown in Figure 3. Let us consider common states included in some re-
gions of RG(TS1). The region R0 consists of the common state µ0 = {(∅, 0̄)}, R4 = {µ4}, where µ4 =
{(∅, 1̄), ({e3}, (1, 1, 1, 0)), ({e3, e4}, (1, 1, 1, 0)}, R5 = {µ5}, where µ5 = {({e1}, 1̄), ({e2}, 1̄), ({e2, e3}, (1, 1, 1, 0)}.

RG(TS1) : R1

χ
R0

- R2

χ
- R3

τ
- R4

τ
- R5

a
- R6

a
-

CG(TS1) : Q1

χ
Q0

- Q2

χ
- Q3

a
- Q4

a
-

Fig. 3. An example of region and class graphs

Each region Ri is associated with its own counter xRi from a countable set of counters X. For simplicity,
we will denote xRi by xi. RC(Ri) denotes the set of counters used in predecessors of region Ri, xi is included
into RC(Ri) if some event becomes enabled in states of region.

To receive the deterministic representation and eliminate τ -transitions, the notion of a class [3] as the
τ -closure of regions is used.

Let Q ⊆ VRG. A set Qτ = {R′ ∈ VRG | ∃R ∈ Q . R
ϵ⇒ R′} is called a class of TS. Define Q0 = {R0}τ , and

Der(Q, z) =
∪
R∈Q{R′ | R z→ R′}.

For classesQ,Q1 and z ∈ Act∪{χ}, the leading relation on classes is given by:Q
z→ Q1, ifQ1 = (Der(Q, z))τ .

We need the following notations: S(Q) = {z ∈ Act ∪ {χ} | Q z→}, QC(Q) =
∪
R∈QRC(R).

A class graph of TS is the labelled directed graph CG(TS) = (VCG, ECG, lCG). The set of vertices VCG is
the set of reachable classes of TS, ECG is the leading relation on the classes of VCG and the labelling function
lCG : ECG −→ (Act ∪ {χ}).

An example of class graph is shown in Figure 3. Consider some classes of CG(TS1): Q0 consists of region
R0, Q2 = {R2, R3, R4}.

4 Formula Construction

As a basic logic, we take the timed logic Lν [13]. The characteristic formula of TS consists of the formulas of
classes.

In the formula, we use the notations Qa and Qχ, if Q
a→ Qa and Q

χ→ Qχ, and we write its optional parts
between ⟨⟨ and ⟩⟩. The clocks x̂i correspond to counters xi ∈ QC(Q), and the clock x̂ is used additionally.
For each class Q, a formula FQ is constructed as follows: FQ = ∀∀β(Q) ⇒ ψQ;ψQ =

∧
a̸∈S(Q)|Act

[a]ff ∧∧
a∈S(Q)|Act

[a](⟨⟨XQa in⟩⟩ FQa
) ∧ ⟨⟨Fχ⟩⟩ ∧ ⟨⟨FQχ

⟩⟩ ∧ (ACC(Q) ∨ ⟨τ⟩tt);
Informally, ψQ can be written as:

ψQ =
[ a part for actions which
can’t be run in Q

]
∧

[ a part for actions which
can be run Q

]
∧

⟨⟨ Qχ doesn’t exist⟩⟩ ∧ ⟨⟨ Qχ exists⟩⟩ ∧ [ a simulation of Acc(TS, ⟨w, d⟩)].

The conditions β(Q) hold for the time assignment of states only from R̂. XQa = {x̂ | x ∈ QC(Qa)\QC(Q)}
(the set of reset clocks) is added, if it is not empty; Fχ = x̂ in (∀∀x̂ > 0⇒

∧
a∈Actτ [a]ff) is added into ψQ, if the

class Qχ does not exist; FQχ charaterizes the existing class Qχ; ACC(Q) is simulating sets Acc(TS, ⟨w, d⟩)
for timed words connected with class Q;

For a timed event structure TS, a characteristic must-formula is defined as F
must

TS = x̂0 in FQ0 .
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Theorem 1 [5] TS ≤must TS′ ⇐⇒ TS′ |=D F
must

TS , where D corresponds to the definition of FQ for each
Q from VCG(TS).

Let us consider characteristic must-formula for TS1 and part of identifiers. Let Act = {a}. Then Fmust

TS1
=

x̂0 in
(
∀∀ x̂0 = 0⇒

[
FQ1∧[a]ff∧(ACC(Q0) ∨ ⟨τ⟩tt)

])
, FQ1 = ∀∀ 0 < x̂0 < 0⇒

[
FQ2∧[a]ff∧(ACC(Q1) ∨ ⟨τ⟩tt)

]
,

FQ2 = ∀∀ x̂0 = 1⇒
[
x̂ in (∀∀ x̂ > 0⇒ [a]ff)∧ [a]FQ3 ∧ [a]ff ∧(ACC(Q2)∨⟨τ⟩tt)

]
, ACC(Q0) = Fall∧ x̂ in (∀∀ x̂ >

0⇒ (⟨a⟩tt ∨ ⟨τ⟩tt)), ACC(Q2) = Fall, Fall = [a]tt.

5 Compositional Methods

Let us consider timed event structures TS1 and TS2 from Eτ and their characteristic must-formulas F
must

TS1
,

F
must

TS2
. Suppose that their event sets do not intersect.

Let TS1 and TS2 be substructures of TS such that the event set of TS is a union of their event sets. We
say TS is constructed from TS1 and TS2 using the operator || (; or #) if the events of TS1 and TS2 are in the
pairwise ⌣-relation (≤-relation or #-relation, respectively). In the case of the operator ;, TS1 must be conflict
free. Our aim is to construct the characteristic must-formula for TS using characteristic must-formulas of its
substructures without constructing the region and class graphs of TS.

Suppose TS = TS1αTS2, where α ∈ {; ,#, ||}.
Let K1 and K2 be non-intersecting sets of clocks and Id1 and Id2 be non-intersecting sets of identifiers used

in the characteristic must-formulas F
must

TS1
and F

must

TS2
, and their meanings are specified by the declarations D1

and D2.
By definition, F

must

TS1
= x10 in F

1
0 and F

must

TS2
= x20 in F

2
0 .

Composition with operator ;. Suppose TS = TS1;TS2, where TS1 is a conflict free structure.
In the formula F

must

TS1
, there are subformulas for classes which are lists in the class graph. Denote the set of

such identifiers as LIST (TS1). By construction, F 2
0 = ∀∀β(F 2

0 ) ⇒ ψ(F 2
0 ) and F

1 from LIST (TS1) are of the
form F 1 = ∀∀β(F 1)⇒ ψ(F 1).

Let K = K1 ∪K2 be the set of clocks and Id = Id1 ∪ Id2 be the set of identifiers. Then the declaration D
of Id coincides with D1 and D2 on all identifiers except those from LISTS(TS1). For F

1 from LIST (TS1), we
define D(F 1) = x20 in ∀∀β(F 1)⇒ ψ(F 2

0 ), i.e. we combine time conditions of the list vertices of the class graph
of TS1 with the ψ-part of the formulas of the initial class of TS2. Then F = x10 in F

1
0 .

Theorem 2 F is the characteristic must-formula of TS.

Composition with operator #. Suppose TS = TS1#TS2. Let K be the set of clocks and Id be the set of
identifiers, which do not intersect with K1 ∪K2 and Id1 ∪ Id2.

To connect clocks and identifiers from substructures formulas with those from the structure formula, we will
use the synchronizing functions. The main idea of construction of the characteristic must-formula for TS is
sequential consideration of formulas for classes of TS1 and TS2 and composition of parts of these formulas.

Let F, F0 ∈ Id, x̂0 ∈ K, define F = x̂0 in F0.
Base. Beginning from F0, we construct identifiers from Id. Construct F0 as a composition F 1

0#F
2
0 , where

F 1
0 ∈ Id1, F 2

0 ∈ Id2. By definition, the formula for the class F0 is of the form ∀∀β(F0) ⇒ ψF0 . Define β(F0) =
(x̂0 = 0) and construct ψF0

as a composition ψF 1
0
#ψF 2

0
. Synchronize clocks x̂10, x̂

2
0 and x̂0.

Step. Let Fm be the current identifier which we construct. We suppose that β(Fm) has been defined already on
previous step and ψFm

must be constructed as ψF 1#ψF 2 for some identifiers F 1, F 2 from Id1, Id2, respectively.
Using the form of the characteristic formulas, define ψFm =

∧
a∈S1∩S2 [a]ff ∧

∧
a∈S1∪S2 [a](⟨⟨Xa in⟩⟩ Fa) ∧

⟨⟨Fχ ⟩⟩ ∧ ⟨⟨FQχ ⟩⟩ ∧ (ACC ∨ ⟨τ⟩tt).
Let us consider how to define parts of ψFm . The acceptance set is modeled as ACC = ACC1 ∨ACC2.
If the action a ∈ Act can be executed in both substructures, then Fa will be found as a composition of

subformulas of the substructures formulas F 1
a#F

2
a . We construct the condition β(Fa) such that it includes the

corresponding conditions of the substructures formulas and additional conditions for clocks, for which only one
synchronized clock exists K1 or K2, namely, if we add a new counter which is synchronized only with the counter
from one substructure, we include the relation of the new counter with counters from another substructure. And
we will keep similar relations on next steps. Define ψFa as a composition ψF 1

a
#ψF 2

a
.

If the action a ∈ Act can be executed only in the substructure TS1 (TS2), then Fa is obtained from F 1
a

(F 2
a ), by replacing synchronized clocks and identifiers.
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If there is no F 1
Qχ

and F 2
Qχ

, then Fχ is included. If there is only F 1
Qχ

(or F 2
Qχ

), then FQχ is obtained

from F 1
Qχ

(F 2
Qχ

) by replacing synchronized clocks and identifiers. Suppose F 1
Qχ

and F 2
Qχ

both exist. If clocks,

corresponding to the relations
χ→ on classes in both substructures, are synchronized, then define ψFQχ

as a
composition ψF 1

Qχ
#ψF 2

Qχ
. Otherwise, we can order clocks from sudstructures formulas and decide which of

F iQχ
(i = 1, 2) to prefer. And then ψFQχ

is defined as a composition ψF i
Qχ

#ψF j (i ̸= j ∈ {1, 2}). F jQχ
will be

considered on next step.

Theorem 3 The formula F is the must-characteristic formula of TS.

Composition with operator ||. Suppose TS = TS1||TS2. Under assumptions on the sets of clocks, identifiers
and functions to and from of the previous paragraph we construct must-characteristic formula of TS. Let
F ′, F0 ∈ Id, x̂0 ∈ K, define F ′ = x̂0 in F0.

Base. Beginning from F0, we construct identifiers from Id. Construct F0 as a composition F 1
0 ||F 2

0 , where
F 1
0 ∈ Id1, F 2

0 ∈ Id2. By definition, the formula for the class F0 is of the form ∀∀β(F0) ⇒ ψF0 . Define β(F0) =
(x̂0 = 0) and construct ψF0 as a composition ψF 1

0
||ψF 2

0
. Synchronize clocks x̂10, x̂

2
0 and x̂0.

Step. Let Fm be the current identifier which we construct. We suppose that β(Fm) has been defined already on
previous step and ψFm must be constructed as ψF 1 ||ψF 2 for some identifiers F 1, F 2 from Id1, Id2, respectively.
Definition of parts of ψFm is similar to the case for the operation #. Note distinguishing feature, ψ(Fa) is defined
as a composition ((ψF 1

a
||ψF 2)||(ψF 1 ||ψF 2

a
)).

Theorem 4 The formula F ′ is the must-characteristic formula of TS.

6 Conclusion

The characteristic formula allows us to decide the problem of recognizing the timedmust-equivalence by reducing
it to the model-checking one. This article is concentrated on constructing a characteristic formula for timed
event structures which can be represented as a composition of its substructures. We develop the methods of
composition of the characteristic must-formulas of substructures for operators of causality, concurrency and
conflict. It is obvious that identifiers and declarations defined here could be easily used for constructing the
characteristic may-formulas for all these operators.
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Abstract. We present a general framework for debugging systems of correlated SQL views. The debugger
locates an erroneous view by navigating a suitable computation tree. This tree contains the computed
answer associated with every intermediate relation, asking the user whether this answer is expected or not.
The correctness and completeness of the technique is proven formally, using a general definition of SQL
operational semantics. The theoretical ideas have been implemented in an available tool which includes
the possibility of employing trusted specifications for reducing the number of questions asked to the user.

1 Introduction

SQL [12] is the de facto standard language for querying and updating relational databases. Its declarative nature
and its high-abstraction level allows the user to easily define complex operations that could require hundreds of
lines programmed in a general purpose language. In the case of relational queries, the language introduces the
possibility of querying the database directly using a select statement. However, in realistic applications, queries
can become too complex to be coded in a single statement and are generally defined using views. Views can be
considered in essence as virtual tables. They are defined by a select statement that can rely on the database
tables as well as in other previously defined views. Thus, views become the basic components of SQL queries.
As in other programming paradigms, views can have bugs which produce unexpected results. However, we
cannot infer that a view is buggy only because it returns an unexpected result. Maybe it is correct but receives
erroneous input data from the other views or tables it depends on. There are very few tools for helping the user
to detect the cause of these errors; so, debugging becomes a labor-intensive and time-consuming task in the case
of queries defined by means of several intermediate views. The main reason for this lack of tools is that the usual
trace debuggers used in other paradigms are not available here due to the high abstraction level of the language.
A select statement is internally translated into a sequence of low level operations that constitute the execution
plan of the query. Relating these operations to the original query is very hard, and debugging the execution plan
step by step will be of little help. In this paper, we propose a theoretical framework for debugging SQL views
based on declarative debugging, also known as algorithmic debugging [11]. This technique has been employed
successfully in (constraint) logic programming [11], functional programming [9], functional-logic programming
[2], and in deductive database languages [1]. The overall idea of declarative debugging [7] can be explained
briefly as follows:
– The process starts with an initial error symptom, which in our case corresponds to the unexpected result of
a user-defined view.
– The debugger automatically builds a tree representing the computation. Each node of the tree corresponds
to an intermediate computation with its result. The children of a node are those nodes obtained from the
subcomputations needed for obtaining the parent result. In our case, nodes will represent the computation of a
relation R together with its answer. Children correspond to the computation of views and tables occurring in
R if it is a view.
– The tree is navigated. An external oracle, usually the user, compares the computed result in each node with
the intended interpretation of the associated relation. When a node contains the expected result, it is marked
as valid, otherwise it is marked as nonvalid.
– The navigation phase ends when a nonvalid node with valid children is found. Such node is called a buggy
node, and corresponds to an incorrect piece of code. In our case, the debugger will end pointing out either an
erroneously defined view, or a table containing a nonvalid instance.
Our goal is to present a declarative debugging framework for SQL views, showing that it can be implemented
in a realistic, scalable debugging tool.

⋆ This work has been partially supported by the Spanish projects STAMP (TIN2008-06622-C03-01), Prometidos-CM
(S2009TIC-1465) and GPD (UCM-BSCH-GR35/10-A-910502)
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Owner

id name

1 Mark Costas
2 Helen Kaye
3 Robin Scott
4 Tom Cohen

Pet

code name species

100 Wilma dog
101 Kitty cat
102 Wilma cat
103 Lucky dog
104 Rocky dog
105 Oreo cat
106 Cecile turtle
107 Chelsea dog

PetOwner

id code

1 100
1 101
2 102
2 103
3 104
3 105
4 106
4 107

Fig. 1. All Pets Club database instance

We have implemented our debugging proposal in the Datalog Educational System (DES [10]), which makes it
possible for Datalog and SQL to coexist as query languages for the same database. The current implementation
of our proposal for debugging SQL views and instructions to use it can be downloaded from https://gpd.sip.

ucm.es/trac/gpd/wiki/GpdSystems/Des.

2 SQL Semantics

The first formal semantics for relational databases based on the concept of set (e.g., relational algebra, tuple
calculus [3]) were incomplete with respect to the treatment of non-relational features such as repeated rows and
aggregates, which are part of practical languages such as SQL. Therefore, other semantics, most of them based
on multisets [4], have been proposed. In our framework we will use the Extended Relational Algebra [6, 5]. We
start by defining the concepts of database schemas and instances.

A table schema is of the form T (A1, . . . , An), with T being the table name and Ai the attribute names
for i = 1 . . . n. We will refer to a particular attribute A by using the notation T.A. Each attribute A has an
associated type (integer, string, . . . ). An instance of a table schema T (A1, . . . , An) is determined by its particular
rows. Each row contains values of the correct type for each attribute in the table schema. Views can be thought
of as new tables created dynamically from existing ones by using a SQL query. The general syntax of a SQL
view is: create view V(A1, . . . , An) as Q, with Q a SQL select statement, and V.A1, . . . , V.An the names of the
view attributes. In general, we will use the name relation to refer to either a table or a view (observe that the
mathematical concept of relation is defined over sets, but in our setting we define relations among multisets).
A database schema D is a tuple (T ,V), where T is a finite set of table schemas and V a finite set of view
definitions. Although database schemas also include constraints such as primary keys, they are not relevant to
our setting.

A database instance d of a database schema is a set of table instances, one for each table in T . To represent
the instance of a table T in d we will use the notation d(T ).

The syntax of SQL queries can be found in [12]. The dependency tree of any view V in the schema is a tree
with V labeling the root, and its children the dependency trees of the relations occurring in its query. The next
example defines a particular database schema that will be used in the rest of the paper as a running example.

Example 1. The Dog and Cat Club annual dinner is going to take place in a few weeks, and the organizing
committee is preparing the guest list. Each year they browse the database of the All Pets Club looking for
people that own at least one cat and one dog. Owners come to the dinner with all their cats and dogs. However,
two additional constraints have been introduced this year:

– People owning more than 5 animals are not allowed (the dinner would become too noisy).
– No animals sharing the same name are allowed at the party. This means that if two different people have a

cat or dog sharing the same name neither of them will be invited. This severe restriction follows after last
year’s incident, when someone cried Tiger and dozens of pets started running without control.

Figure 1 shows the All Pets Club database instance. It consists of three tables: Owner, Pet, and PetOwner which
relates each owner with its pets. Primary keys are shown underlined. Figure 2 contains the views for selecting
the dinner guests. The first view is AnimalOwner, which obtains all the tuples (id,aname,species) such that id is
the owner of an animal of name aname of species species. LessThan6 returns the identifiers of the owners with
less than six cats and dogs. CatsAndDogsOwner returns pairs (id,aname) where id is the identifier of the owner
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create or r ep l a c e view AnimalOwner ( id , aname , s p e c i e s ) as
select O. id , P. name , P. s p e c i e s
from Owner O, Pet P, PetOwner PO
where O. id = PO. id and P. code = PO. code ;

create or r ep l a c e view LessThan6 ( id ) as
select id from AnimalOwner
where s p e c i e s=’ cat ’ or s p e c i e s=’ dog ’
group by id having count (∗ )<6;

create or r ep l a c e view CatsAndDogsOwner ( id , aname) as
select AO1. id ,AO1. aname
from AnimalOwner AO1, AnimalOwner AO2
where AO1. id = AO2. id and AO1. s p e c i e s=’ dog ’

and AO2. s p e c i e s=’ cat ’ ;

create or r ep l a c e view NoCommonName( id ) as
select id from CatsAndDogsOwner
except
select B. id from CatsAndDogsOwner A, CatsAndDogsOwner B

where A. id <> B. id
and A. aname = B. aname ;

create or r ep l a c e view Guest ( id , name) as
select id , name
from Owner natural inner join NoCommonName

natural inner join LessThan6 ;

Fig. 2. Views for selecting dinner guests

of either a cat or a dog with name aname, such that id owns both cats and dogs. NoCommonName is defined by
removing owners sharing pet names from the total list of cats and dog owners. Finally, the main view is Guest,
which selects those owners that share no pet name with another owner (view NoCommonName) and that have
less than six cats and dogs (view LessThan6). However, these views contain a bug that will become apparent
in the next sections.

The Extended Relational Algebra (ERA from now on) [6] is an operational SQL Semantics allowing aggre-
gates, views and most of the common features of SQL queries. The main characteristics of ERA are:

1. The table instances and the result of evaluating queries/views are multisets, (it is also possible to consider
lists instead of multisets if we consider relevant the order among rows in a query result).

2. ERA expressions define new relations by combining previously defined relations using multiset operators
(see [5] for a formal definition of each operator).

3. We use ΦR to represent a SQL query or view R as an ERA expression, as explained in [5]. Since a query/view
depends on previously defined relations, sometimes it will be useful to write ΦR(R1, . . . , Rn) indicating that
R depends on R1, . . . , Rn. IfM1, . . . ,Mn are multisets we use the notation ΦR(M1, . . . ,Mn) to indicate that
the expression ΦR is evaluated after substituting R1, . . . , Rn by M1, . . . ,Mn.

4. Tables are denoted by their names, that is, ΦT = T if T is a table.
5. The computed answer of ΦR with respect to some schema instance d will be denoted by ∥ ΦR ∥d, where

– If R is a database table, ∥ ΦR ∥d= d(R).
– If R is a database view or a query and R1, . . . , Rn the relations defined in R then ∥ ΦR ∥d= ΦR(∥ ΦR1

∥d
, . . . , ∥ ΦRn ∥d).

Observe that ∥ ΦR ∥d is well defined since mutually recursive view definitions are not allowed1. We assume that
∥ ΦR ∥d actually corresponds to the answer obtained by a correct SQL implementation, i.e., that the available
SQL systems implement ERA. In fact our proposal is valid for any semantics that associate a formula ΦR to
any relation R and allow the recursive definition of computed answer of item 5 above.

1 Recursive views are allowed in the SQL:1999 standard but they are not supported in all the systems, and they are not
considered here.
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AnimalOwner

id aname species

1 Wilma dog
1 Kitty cat
2 Wilma cat
2 Lucky dog
3 Rocky dog
3 Oreo cat
4 Cecile turtle
4 Chelsea dog

LessThan6

id

1
2
3
4

CatsAndDogsOwner

id aname

1 Wilma
1 Kitty
2 Wilma
2 Lucky
3 Oreo
3 Rocky

NoCommonName

id

3

Guest
id name

3 Robin Scott

Fig. 3. Intended answer for the views in Example 1

3 Declarative Debugging Framework

In this section, we assume a set of SQL views V = {V1, . . . , Vn} such that for some 1 ≤ i ≤ n, and for some
database instance d, Vi has produced an unexpected result in some SQL system. We also assume that this SQL
system implements the ERA operational semantics of previous section. Our debugging technique will be based
on the comparison between the answers by a SQL system implementing the ERA semantics, and the oracle
intended answers. Next, we define the concept of intended answer for schema relations.

Definition 1. Intended Answers for Schema Relations
Let D be a database schema, d an instance of D, and R a relation defined in D. The intended answer for R
w.r.t. d, is a multiset denoted as I(R, d) containing the answer that the user expects for the query select * from
R; in the instance d.

The intended answer depends not only on the view semantics but also on the contents of the tables in the
instance d. This concept corresponds to the idea of intended interpretations employed usually in algorithmic
debugging. Figure 3 contains the intended answer for each view defined in Figure 2. For instance, it is expected
that AnimalOwner will identify each owner id with the names and species of his pets. It is also expected than
LessThan6 will contain the id of all four owners, since all of them have less than six cats and dogs. The intended
answer for view CatsAndDogsOwner contains the id and name attributes of those entries in AnimalOwner
corresponding to owners with at least one dog and one cat, and removing pets different from cats and dogs.
View NoCommonName is expected to contain only one row for owner with identifier 3. The reason is that both
owners 1 and 2 share a pet name (Wilma). Finally, the only expected Guest will be the owner with identifier
3, Robin Scott. If now we try the query select * from Guest; in a SQL system, we obtain a computed answer
representing the multiset {|(1,Mark Costas), (2,Helen Kaye), (3, Robin Scott)|}. This computed answer is
different from the intended answer for Guest, and indicates that there is some error. However, we cannot ensure
that the error is in the query for Guest, because the error can come from any of the relations in its from clause.
And also from the relations used by these relations, and so on. In order to define the key concept of erroneous
relation it will be useful to define the auxiliary concept of inferred answer.

Definition 2. Inferred Answers
Let D be a database schema, d an instance of D, and R a relation in D. The inferred answer for R, with respect
to d, E(R, d), is defined as

1. If R is a table, E(R, d) = d(R).
2. If R is a view, E(R, d) = ΦR(I(R1, d), . . . , I(Rn, d)) with R1, . . . , Rn the relations occurring in R.

Thus, in the case of tables, the inferred answer is just its table instance. In the case of a view V , the inferred
answer corresponds to the computed result that would be obtained assuming that all the relations Ri occurring
in the definition of V contain the intended answers. For instance, consider Example 1 and the instance d of
Figure 1. Assume that all the tables contain the intended answers, i.e., for every table T , I(T, d) = d(T ). Then
the inferred answer for view CatsAndDogsOwner is the same as its computed answer ∥ CatsAndDogsOwner ∥d:

E(CatsAndDogsOwner, d) = ΦCatsAndDogsOwner(I(AnimalOwner, d)) =
{| (1,Wilma), (2, Lucky), (3, Rocky)|}

However, this result is different from the intended answer for this view (Fig. 3). A discrepancy between I(R, d)
and E(R, d) shows that R does not compute its intended answer, even assuming that all the relations it depends
on contain their intended answers. Such relation is erroneous:
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Definition 3. Erroneous Relation
Let D be a database schema, d an instance of D, an R a relation defined in D. We say that R is an erroneous
relation when I(R, d) ̸= E(R, d).

Definition 3 clarifies the fundamental concept of erroneous relation. However, it cannot be used directly
for defining a practical debugging tool, because in order to point out a view V as erroneous, it would require
comparing I(V, d) and E(V, d). By Definition 2, to obtain E(V, d), the tool will need the intended answer I(R, d)
for every R occurring in the query defining V . But I(R, d) is only known by the user, who should provide this
information during the debugging process. Obviously, a technique requiring such amount of information would
be rejected by most of the users. Instead, we will require from the oracle only to answer questions of the form
’Is the computed answer (...) the intended answer for view V ?’ Thus, the declarative debugger will compare
the computed answer –obtained from the SQL system– and the intended answer –known by the oracle– In a
first phase, the debugger builds a computation tree for the main view. The definition of this structure is the
following:

Definition 4. Computation Trees
Let D be a database schema with views V, d an instance of D, and R a relation defined in D. The computation
tree CT (R, d) associated with R w.r.t. d is defined as follows:

– The root of CT (R, d) is (R 7→∥ ΦR ∥d).
– For any node N = (R′ 7→∥ ΦR′ ∥d) in CT (R, d):
• If R′ is a table, then N has no children.
• If R′ is a view, the children of N will correspond to the CTs for the relations occurring in the query
associated with R′.

In practice, the nodes in the computation tree correspond to the syntactic dependency tree of the main SQL view,
with the children at each node corresponding to the relations occurring in the definition of the corresponding
view. After building the computation tree, the debugger will navigate the tree, asking the oracle about the
validity of some nodes:

Definition 5. Valid, Nonvalid and Buggy Nodes
Let T = CT (R, d) be a computation tree, and N = (R′ 7→∥ ΦR′ ∥d) a node in T . We say that N is valid when
∥ ΦR′ ∥d= I(R′, d), nonvalid when ∥ ΦR′ ∥d ̸= I(R′, d), and buggy when N is nonvalid and all its children in
T are valid.

The goal of the debugger will be to locate buggy nodes. The next theorem shows that a computation tree with
a nonvalid root always contains a buggy node, and that every buggy node corresponds to an erroneous relation.

Theorem 1. Let d be an instance of a database schema D, V a view defined in D, and T a computation tree
for V w.r.t. d. If the root of T is nonvalid then:

– Completeness. T contains a buggy node.
– Soundness. Every buggy node in T corresponds to an erroneous relation.

The debugging process starts when the user finds a view V returning an unexpected result. The debugger
builds the computation tree for V , which has a nonvalid root as required by the theorem. Figure 4 shows the
computation tree for our running example (after removing the repeated children). Nonvalid nodes are underlined,
and the only buggy node (in bold face) corresponds to view CatsAndDogsOwner.

4 Conclusions

In this paper, we propose using algorithmic debugging for finding errors in systems involving several SQL views.
To the best of our knowledge, it is the first time that a debugging tool of these characteristics has been proposed.
The debugger is based on the navigation of a suitable computation tree corresponding to some view returning
some unexpected result. The validity of the nodes in the tree is determined by an external oracle, which can
be either the user, or a trusted specification containing a correct version of part of the views in the system.
The debugger ends when a buggy node, i.e., a nonvalid node with valid children, is found. We prove formally
that every buggy node corresponds to an erroneous relation, and that every computation tree with a nonvalid
root contains some buggy node. Although the results are established in the context of the Extended Relational
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Guest

LessThan6

AnimalOwner

PetOwnerPetOwner

NoCommonName

CatsAndDogsOwner

AnimalOwner

PetOwnerPetOwner

Owner

Fig. 4. Computation tree for view Guest

Algebra, they can be easily extended to other possible SQL semantics, such as the Extended Three Valued
Predicate Calculus [8].
The technique is easy to implement, obtaining an efficient, platform-independent and scalable debugger without
much effort. The tool is very intuitive, because it automates what usually is done when an unexpected answer
is found in a system with several views: check the relations in the from clause, and if some of them return
an unexpected answer, repeat the process. Automating this process is of great help, especially when the tool
includes additional features as advanced navigation strategies, or the possibility of using trusted specifications.
We have successfully implemented our proposal in the existing, widely-used DES system.
As future work, we plan the development of a graphical interface, which can be very helpful for inspecting the
computation tree providing information about the node validity. It will also be useful to consider individual
wrong tuples in the unexpected results and study its provenance[13], for a fine-grain error detection.
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Abstract. The intention of this paper is to introduce a timed extension of transition systems with in-
dependence, and to study its categorical interrelations with other timed ”true-concurrent” models. In
particular, we show the existence of a chain of coreflections leading from a category of the model of timed
transition systems with independence to a category of a specially defined model of marked Scott domains.
As an intermediate semantics we use a model of timed event structures, able to properly capture the
dependencies and conflict among events which arise in the presence of time delays of the events.

1 Introduction

The behaviour of concurrent systems is often specified extensionally by describing their ”state-transitions”
and the observable behaviours that such transitions produce. The simplest formal model of computation able to
express naturally this idea is that of labelled transition systems, where the labels on the transitions represent the
observable part of system’s behaviour. However, transition systems are an interleaving model of concurrency,
which means that they do not allow one to draw a natural distinction between interleaved and concurrent
executions of system’s actions. Two most popular ”true concurrent” extensions of transition systems, aiming to
overcome the limitation of interleaving approach, are asynchronous transition systems, introduced independently
by Bednarczyk [2] and Shields [7], and transitions systems with independence, proposed by Winskel and Nielsen
[6].

Category theory [5] has been used to structure the seemingly confusing world of models for concurrency.
Within this framework, objects of categories represent processes and morphisms correspond to behavioural
relations between the processes, i.e. to simulations. This approach allows for natural formalization of the fact
that one model is more expressive than another in terms of an ”embedding”, most often taking the form of a
coreflection, i.e. an adjunction in which the unit is an isomorphism. For example, Hildenbrandt and Sassone
[4] have constructed a full subcategory of a category of asynchronous transition systems and have shown the
existence of a coreflection between the subcategory and a category of transition systems with independence. In
this paper we focus on the latter model due to its simplicity.

It is generally acknowledged that time plays an important role in many concurrent and distributed systems.
This has motivated the lifting of the theory of untimed systems to real-time setting. Timed extensions of
interleaving models have been studied thoroughly within the two last decades (see [1,3] among others), while
real-time ”true concurrent” models have hitherto received scant attention.

The intention of this paper is to introduce a timed extension of transition systems with independence, and
to study its categorical interrelations with other timed ”true-concurrent” models. In particular, we show the
existence of a chain of coreflections leading from a category of the model of timed transition systems with
independence to a category of a specially defined model of marked Scott domains. As an intermediate semantics
we use a model of timed event structures, able to properly capture the dependencies and conflict among events
which arise in the presence of time delays of the events.

The paper is organized as follows. In Section 2, the notions and notations concerning the structure and
behaviour of timed transition systems with independence are described. In section 3, an unfolding mapping
from timed transition systems with independence to timed occurrence transition systems with independence is
constructed, and it is shown that together with the inclusion functor the unfolding functor defines a coreflection.
Section 4 establishes the interrelations in terms of the existence of a coreflection between timed occurrence
transition systems with independence and timed event structures. In Section 5, using the equivalence of the
categories of timed event structures and marked Scott domains, stated in [8], functors between the categories
of timed transition systems with independence and marked Scott domains are constructed to constitute a
coreflection.
⋆ This work is supported in part by DFG-RFBR (grant No 436 RUS 113/1002/01, grant No 09-01-91334).
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2 Timed Transition Systems with Independence

In this section, we describe the basic notions and notations concerning the structure and behaviour of timed
transition systems with independence.

We start with untimed case. A transition system with independence is a tuple TI = (S, sI , L, Tran, I), where
S is a countable set of states, sI ∈ S is the initial state, L is a countable set of labels, Tran ⊆ S × L× S is the
transition relation, and I⊆ Tran × Tran is the irreflexive, symmetric independence relation, such that, using
≺ to denote the following relation on transitions (s, a, s′) ≺ (s′′, a, u) ⇐⇒ ∃(s, b, s′′), (s′, b, u) ∈ Tran s.t.
(s, a, s′) I (s, b, s′′)∧(s, a, s′) I (s′, b, u)∧(s, b, s′′) I (s′′, a, u), and ∼ for the least equivalence relation containing
≺, we have:

1. (s, a, s′) ∼ (s, a, s′′)⇒ s = s′′,
2. (s, a, s′) I (s, b, s′′)⇒ ∃(s′, b, u), (s′′, a, u) ∈ Tran � (s, a, s′) I (s′, b, u) ∧ (s, b, s′′) I (s′′, a, u),
3. (s, a, s′) I (s′, b, u)⇒ ∃(s, b, s′′), (s′′, a, u) ∈ Tran � (s, a, s′) I (s, b, s′′) ∧ (s, b, s′′) I (s′′, a, u),
4. (s, a, s′) ∼ (s′′, a, u) I (w, b, w′)⇒ (s, a, s′) I (w, b, w′).

Let Diama,b(s, s
′, s′′, u) ⇐⇒ ∃(s, a, s′), (s, b, s′′), (s′, b, u), (s′′, a, u) ∈ Tran � (s, a, s′) I (s, b, s′′) ∧ (s, a, s′) I

(s′, b, u) ∧ (s, b, s′′) I (s′′, a, u). We say that the transitions above form an independence diamond, and denote
the ∼-equivalence class of a transition t ∈ Tran as [t].

A transition system with independence functions by executing transitions from one state to another. A
sequence of transitions π = t0, . . . , tn such that ti = (si, ai, si+1) ∈ Tran (0 ≤ i < n) and s0 = sI is called a
computation. Let ≃⊆ Comp(TI)×Comp(TI) be the least equivalence relation such that πs(s, a, s

′)(s′, b, u)πv ≃
πs(s, b, s

′′)(s′′, a, u)πv ⇐⇒ Diama,b(s, s
′, s′′, u), and let [π] stand for the ≃-equivalence class of a computation

π. A transition t is said to be reachable, if there exists a computation π ∈ Comp(TI) such that t appears
in π. From now on, we consider only those transition systems with independence in which all transitions are
reachable.

We now incorporate time into the model of transition systems with independence. By analogy with the paper
[3], we assume a global, fictitious clock, whose actions advance time by nonuniform amounts and whose value
is set to zero at the beginning of system’s functioning. All transitions are associated with timing constraints
represented as minimal and maximal time delays, and happen ”instantaneously”, while timing constraints
restrict the times at which transitions may be executed. Unlike the paper [3], in our timed model the time
domain is changed to the integers, and the maximal delays associated with transitions are always equal to
∞, therefore they are not specified explicitly. Also, it is worth saying that our timed model with the empty
independence relation is a discrete-timed automata [1] with one clock which is never reset and with the only
comparison operation ≥ appearing in the timing constraints of the clock.

Let N be the set of non-negative integers.

Definition 1. A timed transition system with independence is a tuple TTI = (S, sI , L, Tran, I, δ), whereJTTIK = (S, sI , L, Tran, I) is the underlying transition system with independence, and δ : Tran → N is the
delay function such that δ(t) = δ(t′) for any t, t′ ∈ Tran such that t ∼ t′.

A timed computation is a sequence of pairs Π = (t0, d0), . . . , (tn, dn), where each pair is an element of
Tran× N, such that:

1. JΠK = t0, . . . , tn, . . . ∈ Comp(JTTIK),
2. i ≤ j ⇒ di ≤ dj , for all 0 ≤ i, j ≤ n,
3. δ(ti) ≤ di, for all 0 ≤ i ≤ n.

The rationale behind the definition above is simple. Item 1 guarantees that any timed computation is well-
defined from the untimed point of view. Item 2 asserts that in a timed computation the time moments at
which the transitions are executed agree with the order of the transitions. Item 3 says that each execution of
a transition respects the associated delay. We will denote the empty timed computation as ϵ and the set of all

timed computations of TTI as TComp(TTI). Let Π ≃ Π ′ def⇐⇒ JΠK ≃ JΠ ′K. It is easy to see that ≃ is an
equivalence relation; the ≃-class of a timed computation Π is denoted as [Π].

For timed transition systems with independence TTI = (S, sI , L, Tran, I, δ) and TTI ′ = (S′, s′I , L′,
T ran′, I ′, δ′), a morphism h : TTI → TTI ′ is a pair of mappings h = (σ : S → S′, λ : L →∗ L′)1 such
that
1 A partial mapping from a set A into a set B is denoted as f : A→∗ B. Let dom f = {a ∈ A | f(a) is defined}. For a
subset A′ ⊆ A, define fA′ = {f(a′) | a′ ∈ A′ ∩ dom f}.
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1. if Π ∈ TComp(TTI), then h(Π) ∈ TComp(TTI ′) and cod 2(h(Π)) = σ(cod(Π)), where h(Π) is in-
ductively defined as follows: h(ϵ) = ϵ, h

(
Π((s, a, s′), d)

)
= h(Π)

(
(σ(s), λ(a), σ(s′)), d

)
, if a ∈ domλ, and

h
(
Π((s, a, s′), d)

)
= h(Π), otherwise,

2. if Π ≃ Π ′, then h(Π) ≃ h(Π ′).

Timed transition systems with independence and morphisms between them form a category TTSI with unit
morphisms 1TTI = (1S ,1L) : TTI → TTI for any TTI = (S, sI , L, Tran, I, δ), and with composition defined
in a componentwise manner.

3 Unfolding of Timed Transition Systems with Independence

The aim of this section is to study unfolding of timed transition systems with independence. To that end, we first
define a subclass of timed transition systems with independence that serves as a target of unfolding. After that,
we construct an unfolding mapping and show that together with the inclusion functor it defines a coreflection.

A timed occurrence transition system with independence ToTI = (S, s0, L, Tran, I, δ) is an acyclic timed
transition system with independence such that (s′′, a, u) ̸= (s′, b, u) ∈ Tran ⇒ ∃s ∈ S s.t. Diama,b(s, s

′, s′′, u)
for all t ∈ Tran. Let ToTSI ⊂ TTSI be the full subcategory of timed occurrence transition systems with
independence.

Define an unfolding mapping ttsi .totsi : TTSI→ ToTSI as follows. For each timed transition system with
independence TTI = (S, sI , L, Tran, I, δ), let ttsi .totsi(TTI) be (S≃, [ϵ], L, Tran≃, I≃, δ≃), where

– S≃ = {[Π] | Π ∈ TComp(TTI)},
– ([Π], a, [Π ′]) ∈ Tran≃ ⇐⇒ ∃t = (s, a, s′) ∈ Tran, ∃d ∈ N � Π ′ ≃ Π(t, d),
– ([Π], a, [Π(t, d)])I≃([Π̄], b, [Π̄(t̄, d̄)]) ⇐⇒ tIt̄,
– δ≃([Π], a, [Π(t, d)]) = δ(t).

Lemma 1. Given a timed transition system with independence TTI, ttsi .totsi(TTI) is a timed occurrence
transition system with independence.

In order to demonstrate that the mapping ttsi .totsi is adjoint to the inclusion functor ToTSI ↪→ TTSI,
we define the following morphism and prove that it is the unit of this adjunction. For a transition system
with independence TTI, let εTTI = (σε, 1L) : ttsi .totsi(TTI) → TTI, where σε([Π]) = cod(Π) for any [Π] ∈
Sttsi.totsi(TTI). It is easy to see that εTTI is a morphism in TTSI.

Lemma 2 (εTTI is universal). For any timed transition system with independence TTI, any timed occurrence
transition system with independence ToTI and any morphism h : ToTI → TTI, there exists a unique h′ : ToTI
→ ttsi .totsi(TTI) such that h = εTTI ◦ h′.

The next theorem presents a categorical characterization of the unfolding.

Theorem 1 (↪→⊣ ttsi .totsi). The unfolding mapping ttsi .totsi extends to a functor from TTSI → ToTSI
which is right adjoint to the functor ↪→: ToTSI→ TTSI. Moreover, this adjunction is a coreflection.

4 Relating Timed Occurrence Transition Systems with Independence and Timed
Event Structures

In this section we relate timed occurrence transition systems with independence and timed event structures,
establishing the close relationships between the categories of the models.

We start with the definition of an untimed variant of event structures. An event structure is a triple E =
(E,≤,#), where E is a countable set of events; ≤⊆ E × E is a partial order (the causality relation) such that
↓e = {e′ ∈ E | e′ ≤ e} is a finite set for each e ∈ E, #⊆ E × E is the symmetric irreflexive conflict relation
such that e # e′ ≤ e′′ ⇒ e # e′′. A set of events C ⊆ E is said to be a configuration of an event structure E if
∀e ∈ C � ↓e ⊆ C, and ∀e, e′ ∈ C � ¬(e # e′). We say that events e, e′ ∈ E are concurrent and write e ⌣ e′ if
¬(e ≤ e′ ∧ e′ ≤ e′ ∧ e # e′). Introduce the concept of a reflexive conflict as follows: e ∨∨ e′ ⇐⇒ e # e′ ∨ e = e′.

We recall the definition of timed event structures from [8].

2 cod(Π) denotes the ending point of a timed computation Π.



Dubtsov R. Timed Transition Systems with Independence and Marked Scott Domains: an Adjunction 213

Definition 2. A timed event structure is a tuple T E = (E,≤,#,∆), where (E,≤,#) is an event structure and
∆ : E → N is the delay function such that e′ ≤ e ⇒ ∆(e′) ≤ ∆(e).

A timed configuration of T E is a pair (C, t), where C is a configuration of (E,≤,#) and t ∈ N ∪ {∞} such
that ∆(e) ≤ t for each e ∈ C. The set of all (finite) timed configurations of a timed event structure T E is
denoted as TConf(T E) (TConf0(T E)). We define a transition relation −→ on the set TConf(T E) as follows:
(C, t) −→ (C ′, t′) if C ⊆ C ′ and t ≤ t′. Clearly, the relation −→ specifies a partial order on the set TConf(T E).

Let T E = (E,≤,#,∆) and T E ′ = (E′,≤′,#′,∆′) be timed event structures. A partial mapping θ : E →∗ E′

is a morphism if ↓θ(e) ⊆ θ ↓e; θ(e) ∨∨ θ(e′) ⇒ e ∨∨ e′, for all e, e′ ∈ dom θ; ∆′(θ(e)) ≤ ∆(e), for all e ∈ dom θ.
Timed event structures with their morphisms define a category TES with unit morphisms 1TS = 1E : TS → TS
for all TS = (E,≤,#,∆) and the composition being a usual composition of partial functions.

We now establish the categorical relationships between timed event structures and timed occurrence tran-
sition systems with independence. For this purpose, we first define a mapping tpes.totsi : TPES → ToTSI
extending the mapping pes.otsi from [6] to the timed case. For a timed event structure T E = (E,≤,#,∆), define
tpes.totsi(T E) to be (S, sI , L, Tran, I, δ), where

– S = Conf(E,≤,#),
– sI = ∅,
– L = E,
– (C, e, C ′) ∈ Tran ⇐⇒ C ′ \ C = {e},
– (C, e, C ′)I(C̄, ē, C̄ ′) ⇐⇒ e ⌣ ē,
– δ(C, e, C ′) = ∆(e).

It is easy to see that the above definition is correct, i.e. tpes.totsi maps timed event structures to timed occurrence
transition systems with independence.

Next, we construct a mapping totsi .tpes : ToTSI → TPES which is an extension of the functor otsi .pes
from [6], transforming timed occurrence transition systems with independence into timed event structures. For
a timed occurrence transition system with independence ToTI = (S, sI , L, Tran, I, δ), let totsi .tpes(ToTI) be
(Tran∼,≤,#,∆), where

– Tran∼ = {[t] | t ∈ Tran},
– [t] < [t′] ⇐⇒
∀π ∈ Comp(JToTIK) � t̄′ ∼ t′ ⇒ (∃t̄ ∈ π � t̄ ∼ t); ≤= (<)∗,

– [t] # [t′] ⇐⇒
∀π ∈ Comp(JToTIK), ∀t̄ ∈ [t], ∀t̄′ ∈ [t′] � t̄ ∈ π ⇒ t̄′ /∈ π,

– ∆([t]) = max{δ(t′) | [t′] ≤ [t]}.

On morphisms h = (σ, λ) : ToTI → ToTI ′ in ToTSI, the mapping totsi .tpes acts as follows: totsi .tpes(h)
= θ, where θ([(s, a, s′)]) = [(σ(s), λ(a), σ(s′)], if a ∈ domλ, and θ([(s, a, s′)]) is undefined, otherwise.

Proposition 1. totsi .tpes : ToTSI→ TPES is a functor.

Finally, we define the unit of the adjunction. For a timed event structure T E , let

ηT E : ET E → Etotsi.tpes◦tpes.totsi(T E)

be a mapping such that ηT E(e) = [(C,∆(C)), e, (C ∪ {e}, ∆(C ∪ {e}))]. It is straightforward to show that ηT E
is an isomorphism in TPES. In order to show the existence of the adjunction, we need to check that ηT E is
indeed a unit, i.e. it is universal.

Lemma 3 (ηT E is universal).
For any timed event structure T E, any timed occurrence transition system ToTI, and any morphism θ :

T E → totsi .tpes(ToTI), there exists a unique morphism h : tpes.totsi(T E)→ ToTI such that θ = totsi .tpes(h)◦
ηT E .

The next theorem establishes the existence of a coreflection between the categories of timed event structures
and timed occurrence transition systems with independence.

Theorem 2 (tpes.totsi ⊣ totsi .tpes). The map tpes.totsi can be extended to a functor tpes.totsi : TPES →
ToTSI, which is left adjoint to the functor totsi .tpes. Moreover, this adjunction is a coreflection.
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5 Marked Scott Domains

We conclude the paper by extending the established chain of coreflections to marked Scott domains. To that
end, we first recall related notions and notations.

Let (D,⊑) be a partial order, d ∈ D and X ⊆ D. Then, ↑d = {d′ ∈ D | d ⊑ d′} is an upper cone of element
d, ↓d = {d′ ∈ D | d′ ⊑ d} is a lower cone of element d. X is downward (upward) closed if ↓d ⊆ X (↑d ⊆ X) for
every d ∈ X. X is a compatible set (denoted as X↑), if the following assertion is true: ∃d ∈ D∀x ∈ X � x ⊑ d,
i.e., X has an upper bound. If X = {x, y}, we write x ↑ y instead of {x, y}↑. The least upper bound of the set
X is denoted as

⊔
X (if exists), and the greatest lower bound — as

d
X (if exists). The least upper bound of

two elements x and y is denoted as x ⊔ y, and the greatest lower bound — as x ⊓ y. X is a finitely compatible
set if any finite subset of it X ′ ⊆ X is compatible. X is a (upper) directed set if any finite subset X ′ ⊆ X has
an upper bound belonging to the set X (thus, X is a finitely compatible and nonempty set).

(D,⊑) is a directed-complete partial order (dcpo for short) if every directed subset X ⊆ D has
⊔
X. d is a

finite (compact) element of a dcpo (D,⊑) if, for any directed subset X ⊆ D, the following assertion is true:
d ⊑

⊔
X ⇒ ∃x ∈ X � d ⊑ x. The set of finite elements is denoted as C(D).

A dcpo (D,⊑) is said to be algebraic if, for any d ∈ D, d =
⊔
{e ⊑ d | e ∈ C(D)}. It is said to be ω-algebraic

if C(D) is countable. (D,⊑) is a consistently complete partial order (ccpo) if any finitely compatible subset
X ⊆ D has

⊔
X. Clearly, a ccpo has the least element ⊥ =

⊔
∅, and is also a dcpo. An ω-algebraic ccpo is called

a Scott domain. A Scott domain (D,⊑) is said to be finitary if ↓d is finite for every d ∈ C(D). An element p of
a Scott domain (D,⊑) is said to be prime if, for any compatible subset X ⊆ D � p ⊑

⊔
X ⇒ ∃x ∈ X � p ⊑ x.

The set of the prime elements is denoted as P (D). A Scott domain (D,⊑) is called prime algebraic if, for any
d ∈ D, d =

⊔
{p ⊑ d | p ∈ P (D)}; coherent if all subsets X ⊆ D satisfying the condition ∀d′, d′′ ∈ X � d′ ↑ d′′

have
⊔
X.

Let (D,⊑) be a Scott domain and ≺=@ \ @2 be a covering relation. For elements d, d′ ∈ D such that
d ≺ d′, the pair [d, d′] is called a prime interval. The set of all prime intervals is denoted as I(D). We write
[c, c′] ≤ [d, d′] iff c = c′ ⊔ d ∧ d′ = c′ ⊔ d. The relation ∼ is defined to be a transitive symmetric closure of the
relation ≤. Note that ∼-equivalent prime intervals model the same action. Let [d, d′]∼ denote the ∼-equivalence
class of the prime interval [d, d′].

We are now ready to define marked Scott domains. Informally, a marked Scott domain is meant to be a
prime algebraic, finitary, and coherent Scott domain with the prime intervals modeling two (instantaneous and
delayed) types of system actions. The former actions do not require time and are marked by zero, and the latter
ones take one unit of time and are marked by one. It is natural to require that the ∼-equivalent prime intervals
corresponding to one and the same system action are marked identically.

Definition 3. A marked Scott domain is a triple (D,⊑,m), where (D,⊑) is a prime algebraic, finitary, and
coherent Scott domain and m : I(D) −→ {0, 1} is the marking function such that [c, c′] ∼ [d, d′] ⇒ m([c, c′]) =
m([d, d′]).

Introduce auxiliary notions and notations. For d, d′ ∈ D and i ∈ {0, 1}, we write d ≺i d′, if d ≺ d′ ∧
m([d, d′]) = i, and d 4i d′, if d ≺i d′ ∨ d = d′; ⊑i= (≺i)∗; ↓id = {d′ | d′ ⊑i d}, and ↑id = {d′ | d ⊑i d′};
P i(D) = {p ∈ P (D) | ∃d ∈ D � m([d, p]) = i}. For a finite element d ∈ D and a covering chain σ having the
form ⊥ = d0 ≺k1 d1 · · · dn−1 ≺kn dn = d (this chain is finite since (D,⊑) is finitary), define the norm of d
along σ by ∥d∥σ =

∑n
i=1 ki. Since (D,⊑) is a prime algebraic Scott domain and m respects ∼, the value of ∥d∥σ

does not depend on σ. Therefore, we shall use ∥d∥ to denote the norm of a finite element d. For a non-finite
element d ∈ D, its norm is defined as follows: ∥d∥ = sup{∥d′∥ | d′ ∈ ↓d ∩ C(D)}. A marked domain (D,⊑,m)
is said to be linear if for any d ∈ D such that ∥d∥ < ∞, (↑1d,⊑1) ∼= (N,≤); regular if for any d, d′ ∈ D,
d ↑ d′ ⇒ ∀d1 ∈ ↑1d, ∀d′1 ∈ ↑1d′ � (d1 ↑ d′1).

It is not difficult to see that linear regular marked domains, together with the additive stable mappings [9]
preserving 40 and ≺1, form the category MDom.

As shown in [8], marked Scott domains are related with timed event structures via a pair of functors
tpes.mdom : TPES→MDom and mdom.tpes : MDom→ TPES defined as follows3.

For a timed event structure TE = (E,≤,#,∆), let tpes.mdom(TE) be (TConf(TE),−→,mTE), where

m(
[
(C, t), (C ′, t′)

]
) =

{
0, if C ′ \ C = {e} ∧ d′ = d,
1, if C ′ = C ∧ d′ = d+ 1.

For a marked Scott domain MD = (D,⊑,m) ∈MDom, define mdom.tpes(MD) to be (E,≤,#,∆), where
E = P 0(D), p ≤ p′ ⇐⇒ p ⊑ p, p # p′ ⇐⇒ p ̸↑ p′, and ∆(p) = ∥p∥.
3 We do not specify how tpes.mdom and mdom.tpes act on morphisms since it is not essential to this paper.
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Theorem 3. [8]. The functors tpes.mdom and mdom.tpes constitute an equivalence between the categories
TPES and MDom.

Theorems 1, 2 and 3 yields the following corollary fact.

Theorem 4. The functor ↪→ ◦tpes.totsi◦mdom.tpes : MDom→ TTSI is left adjoint to the functor tpes.mdom◦
totsi .tpes ◦ ttsi .totsi : TTSI→MDom. Moreover, this adjunction is a coreflection.
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Abstract. The intention of the paper is to provide a uniform logic characteristic for timed extensions of
partial order based equivalences (pomset trace equivalence, history preserving bisimulation and hereditary
history preserving bisimulation) in the setting of timed event structures. For this purpose, we use open
maps based characterizations of the equivalences, provided in [10], and the logics of path assertions from
[6].

1 Introduction

Category theory has been widely used for the specification, analysis and verification of concurrent systems,
and for understanding the particular issues that can arise when concurrency is present. Two category-theoretic
approaches were initiated by Joyal, Nielsen, and Winskel in [6] where they have proposed abstract ways of
capturing the notion of behavioral equivalences through open maps based bisimilarity and its logical counterpart
— path bisimilarity. In the open maps based approach, a category M of models is identified, and then a
subcategory P of path objects corresponding to executions of the models is chosen relative to which open maps
are defined. Two models are P-bisimilar if and only if there exists a span of open maps between the models.
Path bisimilarity is defined as a relation over paths which are morphisms of M from the objects of P. As shown
in [6], one can characterize this bisimilarity by an associated logic language of path assertions, which is a modal
logic, where modalities are indexed by morphisms of P. These category-theoretic approaches have been well
studied in the context of a wide range of models for concurrency (see [2, 6, 8, 9] among others). The situation is
less settled in the case of real-time models, only few examples are known. In [4] and [10], it has been provided
an open maps based characterization of bisimulation on timed transition systems and of partial order based
equivalences on timed event structures, respectively. The categorical framework of open maps has been used
in [3] to prove that timed delay equivalence is indeed an equivalence relation in the setting of timed transition
systems with invariants. In [11] it has been shown how several categorical (open maps, path-bisimilarity and
coalgebraic) approaches to an abstract characterization of bisimulation relate to each other and to the numerous
behavioural equivalences in the setting of timed transition systems.

The intention of the paper is to provide a uniform logic characteristic for timed extensions of partial order
based equivalences (pomset trace equivalence, history preserving bisimulation and hereditary history preserving
bisimulation) in the setting of timed event structures. For this purpose, we use open maps based characterizations
of the equivalences, provided in [10], and the logics of path assertions from [6].

The rest of the paper is organized as follows. Basic notions and notations concerning timed event structures
are introduced in Section 2. The timed behavioural equivalences — timed pomset trace equivalence, timed history
preserving bisimulation and timed hereditary history preserving bisimulation — are developed in Section 3. In
the next section, we recall open maps based characterizations of the equivalences under consideration, provided
in the paper [10]. In Section 5, we treat the logics of path assertions from [6] to show that these logics are
characteristic for the timed behavioural equivalences.

2 Timed Event Structures

In this section some basic notions and notations concerning timed event structures are introduced.
First, we recall a classical notion of prime event structures [12] which constitute a major branch of partial

order models. Let L be a finite set of actions. A (labelled) event structure over L is 4-tuple S = (E,≤,#, l), where
E is a set of events; ≤ ⊆ E×E is a partial order (the causality relation), satisfying the principle of finite causes:
∀e ∈ E ⋄ {e′ ∈ E | e′ ≤ e} is finite; # ⊆ E × E is a symmetric and irreflexive relation (the conflict relation),

⋆ This work is supported in part by DFG-RFBR (grant No 436 RUS 113/1002/01, grant No 09-01-91334)
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satisfying the principle of conflict heredity: ∀e, e′, e′′ ∈ E ⋄ e # e′ ≤ e′′ ⇒ e #e′′; l : E → L is a labelling
function. For an event structure S = (E,≤,#, l), we define ⌣ = (E × E) \ (≤ ∪ ≤−1 ∪ #) (the concurrency
relation). For C ⊆ E, the restriction of S to C, denoted S⌈C, is defined as (C,≤ ∩(C×C),#∩(C×C), l |C). Let
C ⊆ E. Then C is left-closed iff ∀e, e′ ∈ E ⋄ e ∈ C ∧ e′ ≤ e⇒ e′ ∈ C; C is conflict-free iff ∀e, e′ ∈ C ⋄ ¬(e # e′);
C is a configuration of S iff C is left-closed and conflict-free. Let C(S) denote the set of all finite configurations
of S.

We are now ready to present a dense time extension of event structures, called timed event structures [10]. In
the model, time constraints are added to event structures by associating their events with a set of earliest and
latest times, w.r.t. a global clock, at which the events can occur. The occurrences of enabled events themselves
take no time but they can be suspended for a certain time (between their earliest and latest times) from the
start of the system. Let R be the set of nonnegative real numbers.

Definition 1 A (labelled) timed event structure over L is a triple TS = (S,Eot, Lot), where S = (E,≤,#, l)
is a (labelled) event structure over L; Eot, Lot : E → R are functions of the earliest and latest occurrence times
of events, satisfying Eot(e) ≤ Lot(e) for all e ∈ E.

A timed event structure TS = (S = (E,≤,#, l), Eot, Lot) is said to have a valid timing, if e′ ≤ e then
Eot(e′) ≤ Eot(e), and Lot(e′) ≤ Lot(e), for all e, e′ ∈ E. In the following, we will consider only timed event
structures having a valid timing and call them simply timed event structures.

For depicting timed event structures, we use the following conventions. The action labels and time constraints
associated with events are drawn near the events. If no confusion arises, we will often use action labels rather
event identities to denote events. The <-relation is depicted by arcs (omitting those derivable by transitivity),
and conflicts are also drawn (omitting those derivable by conflict heredity). To make our examples easier to
understand, we will sometimes give for them algebraic expressions (see [1]) over actions with the time intervals
of the corresponding events. The algebraic syntax includes the primitive constructs: sequential composition
(;), parallel composition (∥), and sum (+). The operation ; (∥, +, respectively) may be easily ‘interpreted’ by
indicating that all events in one component are in the <-relation (⌣-relation, #-relation, respectively) with all
events in the other.

c : e3

a : e1

[0, 1]

[0, 3]

b : e2

[0, 2]
TS : -

#

Fig. 1. A trivial example of a labelled timed event structure

Example 1. Contemplate the timed event structure TS shown in Fig. 1. We can see that TS consists of three
events e1, e2 and e3 labelled by actions a, b and c, respectively. The events have time constraints. For example,
the earliest and the latest times of e1 are 0 and 1, respectively. Moreover, e1 causally precedes e2, and e3 conflicts
with e2.

Timed event structures TS = (E,≤,#, l, Eot, Lot) and TS′ = (E′,≤′,#′, l′, Eot′, Lot′) are isomorphic,
denoted as TS ≃ TS′, if there exists a bijection φ : E → E′ such that e ≤ e′ iff φ(e) ≤′ φ(e′), e # e′ iff
φ(e) #′ φ(e′), l(e) = l′(φ(e)), Eot(e) = Eot′(φ(e)) and Lot(e) = Lot′(φ(e)), for all e, e′ ∈ E.

An execution of a timed event structure is a timed configuration which consists of a configuration and a timing
function recording global time moments at which events occur, and satisfies some additional requirements. Let
TS = (S,Eot, Lot) be a timed event structure, C ∈ C(S), and T : C → R. Then TC = (C, T ) is a timed
configuration of TS iff ∀ e ∈ C ⋄ Eot(e) ≤ T (e) ≤ Lot(e) and ∀ e, e′ ∈ C ⋄ e ≤TS e′ ⇒ T (e) ≤ T (e′).
Informally speaking, the first condition expresses that an event can occur at a time when its timing constraints
are met; and the second condition says that for all two events e and e′ occurred if e causally precedes e′ then e
should temporally precede e′. The initial timed configuration of TS is TCTS = (∅, ∅). We use T C(TS) to denote
the set of timed configurations of TS.

The semantics of timed event structures is defined by means of timed pomsets. A timed pomset is a timed
event structure TP = (ETP , ≤TP , #TP , lTP , EotTP , LotTP ) with #TP = ∅ and EotTP (e) = LotTP (e) for all



218 Ershov Informatics Conference 2011

e ∈ ETP . We use T PomL to indicate the set of timed finite pomsets labelled over L and O to denote the empty
timed pomset (∅, ∅, ∅, ∅).

Let TS be a timed event structure and TC = (C, T ), TC ′ = (C ′, T ′) ∈ T C(TS). The restriction of TS to
TC, denoted TS⌈TC, is defined as (S⌈C, T ). Thus, a timed configuration TC of TS can be regarded as a timed
pomset TS⌈TC. We shall write TC → TC ′ iff C ⊆ C ′ and T ′|C = T .

3 Observational Equivalences

In this section, we recall some notions and notations concerning timed extensions of partial order based equiva-
lences (pomset trace equivalence, history preserving bisimulation and hereditary history preserving bisimulation)
from the paper [10].

First, introduce the some auxiliary notations. Let TP ′ = (E′,≤′, l′, Eot′) and TP = (E,≤, l, Eot) be
timed pomsets. Then TP ′ is an augment of TP , if there exists a bijection ϕ : E′ → E such that e ≤′ e′

if ϕ(e) ≤ ϕ(e′), l′(e) = l(ϕ(e)), Eot′(e) = Eot(ϕ(e)), for all e, e′ ∈ E′. For a timed event structure TS,
Ltp(TS) = {TP ∈ T PomL | TP is an augment of TS⌈TC for some TC ∈ T C(TS)} is the timed pomset
language of TS.

Definition 2 Two timed event structures TS and TS′ are timed pomset trace equivalent (tp-equivalent) iff
Ltp(TS) = Ltp(TS

′).

Example 2. First, consider the timed event structures TS1 = a[0, 1] ; b[0, 2] and TS2 = (a[0, 1] ; b[0, 2]) + (a[0, 1]
; c[0, 2]). Clearly, TS1 and TS2 are not tp-equivalent because, for example, the timed pomset a[1, 1] ; c[2, 2]
belongs to Ltp(TS

2) but does not to Ltp(TS
1).

Next, the timed event structure TS2 and the timed event structure TS3 = a[0, 1] ; (b[0, 2] + c[0, 2]) are
tp-equivalent.

We now present the definitions of timed history preserving bisimulation and timed hereditary history pre-
serving bisimulation from the paper [10].

Definition 3 Let TS and TS′ be timed event structures.

– timed history preserving bisimulation (thp-bisimulation) between TS and TS′ is a relation B consisting of
triples (TC, f, TC ′), where TC is a timed configuration of TS, TC ′ is a timed configuration of TS′, and
f : TS⌈TC → TS′⌈TC ′ is an isomorphism, such that ((∅, ∅), ∅, (∅, ∅)) ∈ B and for all (TC, f, TC ′) ∈ B it
holds:
• if TC → TC1 in TS, then TC ′ → TC ′

1 in TS′ and (TC1, f1, TC
′
1) ∈ B with f ⊆ f1, for some TC ′

1 ∈
T C(TS′) and f1,
• if TC ′ → TC ′

1 in TS′, then TC → TC1 in TS and (TC1, f1, TC
′
1) ∈ B with f ⊆ f1, for some TC1 ∈

T C(TS) and f1,
– thp-bisimulation B between TS and TS′ is called timed hereditary history preserving bisimulation (thhp-

bisimulation) if for all (TC, f, TC ′) ∈ B it holds:
• if TC1 → TC in TS, then TC ′

1 → TC ′ in TS′ and (TC1, f1, TC
′
1) ∈ B with f1 ⊆ f , for some TC ′

1 ∈
T C(TS′),
• if TC ′

1 → TC ′ in TS′, then TC1 → TC in TS and (TC1, TC
′
1) ∈ B with f1 ⊆ f , for some TC1 ∈

T C(TS),
– TS and TS′ are thp-bisimilar (thhp-bisimilar) iff there exists thp-bisimulation (thhp-bisimulation) between
TS and TS′.

Example 3. First, contemplate the timed event structures TS2 and TS3 from Example 2. They are not thp-
bisimilar, because, for instance, in TS3 there exists a timed configuration obtained by an execution of the action
a at time 0, which can be extended by a further execution of either the action b or the action c at time 1 but it
is not the case in TS2.

Second, deal with the timed event structures TS4 = (a[0, 2] ∥ (b[0, 2] + c[0, 2])) + (b[0, 2] ∥ (a[0, 2] + c[0, 2]))
and TS5 = ((a[0, 2] ∥ (b[0, 2] + c[0, 2]))+(a[0, 2] ∥ b[0, 2]) + (b[0, 2] ∥ (a[0, 2] + c[0, 2])). It is easy to see that they
are thp-bisimilar. On the other hand, TS4 and TS5 are not thhp-bisimilar. For example, the timed configuration
obtained by an execution of the action a at time 1 in the central part of TS5 can be related only to the timed
configuration obtained by an execution of the action a at time 1 in the right part of TS4. Hence, the timed
configurations further obtained by an execution of the action b at time 1 in the corresponding parts of TS5
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and TS4 must be related. However, moving back by an execution of the action a at time 1 we get the timed
configurations, which can not be related, because in TS4 an execution of the action c at time 2 is further
possible, but it is not the case in TS5.

Finally, consider the timed event structures TS6 =
(
a[0, 1] ; (b[0, 2] + b[0, 2])

)
+ c[0, 4] and TS7 = (a[0, 1] ;

b[0, 2]) + c[0, 4] + c[0, 4]. It is easy to see that they are thhp-bisimilar.

4 Open Maps Bisimulation

4.1 Preliminaries

The concept of open map (open morphism) appears in work of Joyal and Moerdijk [5] where a concept of a
subcategory of open maps of a (pre)topos is defined. As reported in [6, 8], the open map approach provides
general concepts of bisimilarity for any categorical model of computations.

First, a category M whose objects represent models has to be identified. A morphism m : X −→ Y in M
should intuitively be thought of as a simulation of the object X in the object Y . Then, inside the category
M, a subcategory of ‘path objects’ and ‘path extension’ morphisms between these objects is to be chosen. The
subcategory of path objects is denoted by P. Given a path object P in P and a model object X in M, a path is a
morphism p : P −→ X in M. We think of p as representing a particular way of realizing P in X.

Second, we have to identify morphisms m : X −→ Y which have the property that whenever a computation
path of X can be extended via m in Y then that extension can be matched by an extension of the computation
path in X. A morphism m : X → Y in M is called P-open if whenever f : P1 → P2 in P, p : P1 → X and
q : P2 → Y in M, and m◦p = q ◦f , there exists a morphism h : P2 → X in M such that p = h◦f and q = m◦h.

Third, an abstract notion of bisimilarity has to be introduced. The definition is given in terms of spans of

open maps. Two objects X and Y in M are said to be P-bisimilar if there exists a span X
m←− Z m′

−→ Y with a
common object Z of P-open morphisms.

4.2 Category CT SL

First, we recall the definitions of the category CT SL of timed event structures and its two subcategories of
timed pomsets from the paper [10].

Definition 4 Let TS = (E, ≤, #, l, Eot, Lot) and TS′ = (E′, ≤′, #′, l′, Eot′, Lot′) be timed event structures.
A mapping µ : TS → TS′ is called morphism, if µ : E → E′ is a function satisfying the following conditions:
l′ ◦ µ = l and for all TC = (C, T ) ∈ T C(TS) it holds:

– µ(TC) ∈ T C(TS′), where µ(TC) = ({µ(e) | e ∈ C}, T ′) with T ′ ◦ µ = T ,
– ∀e, e′ ∈ C ⋄ µ(e) = µ(e′) ⇒ e = e′.

Informally speaking, for any timed configuration TC of TS a morphism µ : TS → TS′ specifies the timed
configuration µ(TC) such that TS⌈TC is an augment of TS′⌈µ(TC). Hence, morphisms from Definition 4
represent some notions of simulation.

Timed event structures (labelled over L) with morphisms between them form a category of timed event
structures CT SL in which the composition of two morphisms defined as the usual composition of functions and
the identity morphism is the identity function.

With respect to a set of actions L, let T PL denote the full subcategory of the category CT SL with objects of
T PomL, and T P0

L stand for the subcategory of the category T PL, whose morphisms are the identity functions
and morphisms of T PL with the empty timed pomset as domain.

The following theorem from [10] establishes that tp-equivalence and thhp-bisimulation coincide with T P0
L-

bisimilarity and T PL-bisimilarity, respectively.

Theorem 1 Let TS1 and TS2 be timed event structures of CT SL. Then,

(i) TS1 and TS2 are tp-equivalent iff they are T P0
L-bisimular,

(ii) TS1 and TS2 are thhp-bisimilar iff they are T PL-bisimular.

The natural question is now: Do the timed partial order equivalences have logic characterizations in the
spirit of e.g. the logic characterization of (strong) history-preserving bisimulation provided in the paper [6] in
the setting of event structures? The question is answered positively in the next section.
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5 Path Bisimulation

To obtain a logic characteristic of bisimilarity induced by a span of open maps, Joyal, Nielsen, and Winskel [6]
have proposed its relation based generalization called path bisimilarity.

Let M be a category of models, let P be a small category of path objects, where P is a subcategory of M,
let I be a common initial object(1) of P and M.

Definition 5 A path-P-bisimulation between objects X1 and X2 of M is a set R of pairs of paths (p1, p2) with
common domain P , so p1 : P → X1 is a path in X1 and p2 : P → X2 is a path in X2, such that:

(o) (i1, i2) ∈ R, where i1 : I → X1 and i2 : I → X2 are the unique paths starting in the initial object, and for
all (p1, p2) ∈ R and for all m : P → Q, where m is a morphism of P, holds

(i) if there exists q1 : Q→ X1 with q1 ◦m = p1 then there exists q2 : Q→ X2 with q2 ◦m = p2 and (q1, q2) ∈ R
and

(ii) if there exists q2 : Q→ X2 with q2 ◦m = p2 then there exists q1 : Q→ X1 with q1 ◦m = p1 and (q1, q2) ∈ R.

A path-P-bisimulation is called a strong path-P-bisimulation if it holds

(iii) if (q1, q2) ∈ R, with q1 : Q → X1 and q2 : Q → X2 and m : P → Q, where m is a morphism of P, then
(q1 ◦m, q2 ◦m) ∈ R.

Two objects X1 and X2 are (strong) path-P-bisimilar iff there is a (strong) path-P-bisimulation between them.

It is easy to see that strong path-T P0
L-bisimilarity coincides with path-T P0

L-bisimilarity, since the morphisms
of T P0

L are either the identity functions or the morphisms of T PL with the empty timed pomset as domain.
Recall the definition of path-P-assertions A from [6]: A :=

∧
j∈J

Aj | ¬A | ⟨m⟩A | ⟨m⟩A, where J is an indexing

set, possibly empty or infinite, and m is a morphism of P. The modality ⟨m⟩ is a ‘forwards’ modality, while ⟨m⟩
is a ‘backwards’ modality. The empty conjunction (when the indexing set J is empty) stands for true.

For the semantics of path-P-assertions, it is needed to specify when a path p : P → X satisfies a path-P-
assertion. For this purpose, the satisfaction relation |= is defined by structural induction on assertions:

– p |=
∧
j∈J

Aj iff p |= Aj for all j ∈ J .

– p |= ¬A iff p ̸|= A,
– p |= ⟨m⟩A for m : P → P ′ iff there is a path p′ : P ′ → X for which p′ |= A and p = p′ ◦m,
– p |= ⟨m⟩A for m : P ′ → P iff there is a path p′ : P ′ → X for which p′ |= A and p′ = p ◦m,

Intuitively, the formulas have the following meaning: the formula p |=
∧
j∈J

Aj says that p satisfies Aj for all

j ∈ J ; the formula p |= ¬A implies that p does not satisfy A; for any morphism m : P → P ′ of P the formula
p |= ⟨m⟩A denotes that there exists a path p′ : P ′ → X such that p′ satisfies A and p′ is an extension of p via
m; and for any morphism m : P ′ → P of P the formula p |= ⟨m⟩A means that there exists a path p′ : P ′ → X
such that p′ satisfies A and p is an extension of p′ via m. We call forward path-P-assertions those built without
backwards modalities.

Consider the following logic characteristics for path-T P0
L-bisimilarity and (strong) path-T PL-bisimilarity.

Theorem 2 Let TS1 and TS2 be timed event structures of CT SL. Then,

(i) TS1 and TS2 are (strong) path-T P0
L-bisimilar iff the two initial paths p01 : O → TS1 and p02 : O → TS2

satisfy the same path-T P0
L-assertions;

(ii) TS1 and TS2 are path-T PL-bisimilar iff the two initial paths p01 : O → TS1 and p02 : O → TS2 satisfy the
same forwards path-T PL-assertions;

(iii) TS1 and TS2 are strong path-T PL-bisimilar iff the two initial paths p01 : O → TS1 and p02 : O → TS2 satisfy
the same path-T PL-assertions.

Sketch proof: Immediately follows from Theorem 15 in the paper [6]. ♢

We are now ready to present the main result of this work, establishing that the timed partial order equiva-
lences can be characterized as relations over paths.

(1) In the case when M is CT SL and P is T P0
L or T PL, the initial object I is the empty timed event structure O.
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Theorem 3 Let TS1 and TS2 be timed event structures of CT SL. Then,
(i) TS1 and TS2 are tp-equivalent iff they are (strong) path-T P0

L-bisimilar,
(ii) TS1 and TS2 are thp-bisimilar iff they are path-T PL-bisimilar,
(iii) TS1 and TS2 are thhp-bisimilar iff they are strong path-T PL-bisimilar.

Sketch proof:

(i) According to Theorem 1(i), tp-equivalence coincides with T P0
L-bisimilarity. The fact that T P0

L-bisimilarity
implies (strong) path-T P0

L-bisimilarity follows from Lemma 16 [6]. Hence, it is sufficient to show that if two
timed event structures TS1 and TS2 are path-T P0

L-bisimilar then they are tp-equivalent. Suppose that R
is a path-T P0

L-bisimulation between TS1 = (E1,≤1,#1, l1, Eot1, Lot1) and TS2 = (E2, ≤2, #2, l2, Eot2,
Lot2). We only prove that Ltp(TS1) ⊆ Ltp(TS2) (the proof of the reverse inclusion is similar). Take an
arbitrary TP = (ETP , ≤TP , lTP , EotTP ) ∈ Ltp(TS1). This implies that TP is an augment of TS1⌈TC1

for some TC1 = (C1, T1) ∈ T C(TS1). Hence, there is a bijection p1 : ETP → C1 such that e ≤TP e′ if
p1(e) ≤1 p1(e

′), lTP (e) = l1(p1(e)), EotTP (e) = T1(p1(e)), for all e, e
′ ∈ ETP . Obviously, p1 is a morphism

from TP to TS1 of the category CT SL. Let i1 : O → TS1 and i2 : O → TS2 be the initial paths. Clearly,
(i1, i2) ∈ R and there is a morphism m : O → TP in T P0

L such that p1 ◦ m = i1. Due to R being a
path-T P0

L-bisimulation there exists p2 : TP → TS2 such that (p1, p2) ∈ R and p2 ◦m = i2. Define TC as
a pair (ETP , EotTP ). Since the timed pomset TP is a timed event structure with a valid timing, TC is a
timed configuration of TP . According to p2 being a morphism of CT SL, we have p2(TC) ∈ T C(TS2) and
TP is an augment of TS2⌈p2(TC). Hence, TP ∈ Ltp(TS2).

(ii) We first prove the ”if” part (i.e. thp-bisimulation implies path-T PL-bisimilarity). Let B be a thp-bisimulation

between timed event structures TS1 and TS2. For a triple (TC1, f, TC2) ∈ B, specify morphisms pf1 :

TS1⌈TC1 → TS1 and pf2 : TS2⌈TC2 → TS2 as the inclusions. Define a relation R = {(pf1 ◦m, p
f
2 ◦ f ◦m) |

m : TP → TS1⌈TC1 is a morphism of T PL and (TC1, f, TC2) ∈ B}. The properties of the relation R,
required of path-T PL-bisimulation, are inherited from those of B.
We now prove the ”only if” part, i.e. path-T PL-bisimilarity implies thp-bisimulation. Assume that R is a
path-T PL-bisimulation between TS1 and TS2. Let TP = (ETP , ≤TP , lTP , EotTP ) be a timed pomset from
T PomL and let TC = (ETP , EotTP ). It is easy to see that TC is a timed configuration of TP , because
the timed pomset TP has a valid timing. For a path pi : TP → TSi (i = 1, 2), let TCpi denote the timed
configuration pi(TC) of TSi. Define a relation B as the set {(TS1⌈TCp1 , p2 ◦ p−1

1 , TS2⌈TCp2) | (p1, p2) ∈ R,
for all i = 1, 2 pi : TP → TSi is an isomorphism between TP and TSi⌈TCpi}. Since R is a path-T PL-
bisimulation, it is easy to check that for all (p1, p2) ∈ R p1 is an isomorphism between TP and TS1⌈TCp1
iff p2 is an isomorphism between TP and TS2⌈TCp2 . Hence, the relation B inherits the properties required
by the definition of thp-bisimulation from those of R.

(iii) Due to Theorem 1(ii) thhp-bisimulation and T PL-bisimilarity coincide. According to Lemma 16 [6], T PL-
bisimilarity implies strong path-T PL-bisimilarity. The proof of that strong path-T PL-bisimilarity implies
thhp-bisimulation is similar to the proof of the ”only if” part of item (ii). ♢

Example 4. First, consider the non-tp-equivalent timed event structures TS1 and TS2 from Example 2. Ac-
cording to Theorem 3, they are non-path-T PL-bisimilar. Hence, there exists a path-T P0

L-assertion which dis-
tinguishes TS1 and TS2, by Theorem 2. Really, the initial path p02 : O → TS2 satisfies the path-T P0

L-assertion
⟨m⟩

∧
j∈J=∅ , where m : O → a[1, 1] ; c[2, 2] is a morphism of T P0

L, but the initial path p01 : O → TS1 does
not.

Second, contemplate the timed event structures TS2 and TS3 from Example 2. Due to Example 3, TS2

and TS3 are non-thp-bisimilar. Hence, they are non-path-T PL-bisimilar, by Theorem 3. Then, there exists a
path-T PL-assertion without backwards modalities, which distinguishes these timed event structures, according
to Theorem 2. Let us verify the fact. Contemplate the following morphisms of T PL: µ0 : O → a[1, 1], µ1 :
a[1, 1]→ a[1, 1] ; b[1, 1], and µ2 : a[1, 1]→ a[1, 1] ; c[1, 1]. It is clear that the initial path p03 : O → TS3 satisfies

the path-T PL-assertion ⟨µ0⟩
[
(⟨µ1⟩

∧
j∈J=∅ )

∧
(⟨µ2⟩

∧
j∈J=∅ )

]
but the initial path p02 : O → TS2 does not.

Finally, deal with the non-thhp-bisimilar timed event structures TS4 and TS5 from Example 3. Due to
Theorem 3, they are non-strong path-T PL-bisimilar. This implies the existence of a path-T PL-assertion with
backwards modalities which discriminates TS4 and TS5, by Theorem 2. Check the statement. Consider the fol-
lowing morphisms of T PL: m0 : O → a[1, 1] ∥ b[1, 1], m1 : a[1, 1]→ a[1, 1] ∥ b[1, 1], m2 : b[1, 1]→ a[1, 1] ∥ b[1, 1],
m3 : a[1, 1]→ a[1, 1] ∥ c[1, 1], andm4 : b[1, 1]→ b[1, 1] ∥ c[1, 1]. It is easy to see that the initial path p05 : O → TS5

satisfies the path-T PL-assertion ⟨m0⟩
[
(⟨m1⟩¬⟨m3⟩

∧
j∈J=∅ )

∧
(⟨m2⟩¬⟨m4⟩

∧
j∈J=∅ )

]
but the initial path

p04 : O → TS4 does not.
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Abstract. Language-based information-flow security has emerged as a promising technology to guarantee confiden-
tiality in on-line systems, where enforcement mechanisms are typically presented as run-time monitors, code trans-
formations, or type-systems. Recently, an alternative technique, called secure multi-execution, has been proposed. The
main idea behind this novel approach consists on running a program multiple times, once for each security level, using
special rules for I/O operations. Compared to run-time monitors and type-systems, secure multi-execution does not
require to inspect the full code of the application (only its I/O actions). In this paper, we propose the core of a library
to provide non-interference through secure-multi execution. We present the code of the library as well as a running
example for Haskell. To the best of our knowledge, this paper is the first work to consider secure-multi execution in a
functional setting and provide this technology as a library.

1 Introduction

Over the past years, there has been a significant increase in the number of online activities. Users can do almost everything
using a web browser. Even though web applications are probably among the most used pieces of software, they suffer from
vulnerabilities that permit attackers to steal confidential data, break the integrity of systems, and affect the availability of
services. Web-based vulnerabilities have already outplaced those of all other platforms [1] and there are no reasons to
think that this situation is going to change [9].

In this work, we focus on preserving confidentiality of data through the security policy known as non-interference [3,
10] (i.e. not leaking secrets into public channels). Confidentiality policies are getting more and more relevant for widely
open connected systems as the web, where compromised confidential data can be used to impersonate users in Facebook,
Twitter, Flickr, and other social networks.

Language-based information-flow security [27] has developed approaches to analyze applications’ code, leading to
special-purpose languages, interpreters or compilers [19, 24] that guarantee security policies like non-interference. Rather
than producing new languages from scratch, security can also be provided by libraries [14]. The potential of this approach
has been shown across a range of programming languages and security policies [32, 25, 23, 4, 15, 6].

Traditionally, information-flow analysis on a program is done statically (e.g. using a type-system), dynamically (e.g.
using an execution monitor), or with a combination of both. Recently, authors in [7] devised an alternative approach,
called secure multi-execution, based on the idea of executing the same program several times, once for each security level.
As opposed to previous enforcement mechanisms, this novel approach does not demand to design type-systems or deploy
heavy-weight monitoring of programs; it only requires modifying the semantics of I/O operations.

In this paper, we present the main ideas of a library based on monads [17, 16] to provide non-interference through
secure-multi execution. The ideas can be easily applied to any pure language and are illustrated with an implementation
for the programming language Haskell. To the best of our knowledge, this paper is the first one to consider secure-multi
execution as library in a pure functional setting.

2 Secure Multi-execution

Devriese and Piessens [7] propose the novel approach of secure multi-execution to enforce non-interference. We organize
security levels in a security lattice L, where security levels are ordered by a partial order ⊑, with the intention to only
allow leaks from data at level ℓ1 to data at level ℓ2 when ℓ1 ⊑ ℓ2. Secure multi-execution runs a program multiple times,
once for each security level. In order to enforce security, the I/O operations of those multiple copies of the program are
interpreted differently. Outputs on a given channel at security level ℓ is performed only in the execution of the program
linked to that security level. Inputs coming from a channel at security level ℓ are replaced by a default value if the execution
of the program is linked to a security level ℓe such that ℓ ̸⊑ ℓe. In that manner, the execution of the program linked to
level ℓe never obtains information higher than its security level. In the case that ℓe = ℓ, the input operation is performed
normally. Finally, if ℓ ⊑ ℓe, the execution of the program linked to level ℓe reuses the inputs obtained by the execution
linked to level ℓ.
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Devriese and Piessens show that secure multi-execution is sound and precise. Soundness states that each execution
linked to a given level cannot get any information from higher levels and consequently, all of its output will have to be
generated from information at its level or below, guaranteeing non-interference. Precision establishes that if a program
satisfies non-interference under normal execution, then its behavior is the same as the one obtained by secure multi-
execution on terminating runs.

3 Secure Multi-execution in Haskell

In most pure functional programming languages, computations with side-effects such as inputs and outputs can be dis-
tinguished by its type. For instance, in Haskell every computation performing side-effects must be encoded as a value of
the monad (or abstract data type) IO [22]. Specifically, a value of type IO a is an action (i.e., a computation which may
have side-effects) which produces a value of type a when executed. This manner in which monads identify computations
with side-effects fits particularly well with the idea of secure multi-execution of giving different interpretations to I/O
operations as specified by the execution level.

data Level = L | H deriving (Eq ,Enum)

· ⊑ ·, · @ · :: Level → Level → Bool

H ⊑ L = False

⊑ = True

p @ q = p ⊑ q ∧ p ̸≡ q

Fig. 1. Security lattice

For simplicity, we consider a two-point security lattice
with elements L and H , where L ⊑ H and H ̸⊑ L. Lev-
els L and H represent public and secret confidentiality levels,
respectively. The implementation shown here, however, works
for an arbitrary finite security lattice. In Fig. 1 we show the im-
plementation of the lattice as elements of the datatype Level
and define the order relationship ⊑ and the non-reflexive @.

We propose a library that works by replacing I/O ac-
tions (i.e., values of the IO monad) by a pure description of
them [31]. Haskell programs which perform some I/O actions

have type a → IO b. That is, given some argument of type a , the program performs some I/O actions and then returns
a value of type b as the result. In secure multi-execution, the I/O actions performed by such program must be interpreted
differently depending on the security level linked to a given execution (see Section 2). Hence, programs to be run under
secure multi-execution do not return I/O actions, but rather a pure description of them. With this in mind, secure pro-
grams have the type a → ME b, where monad ME describes the side-effects produced during the computation. When
the program is executed, those I/O descriptions are interpreted according to the specification of secure multi-execution.
For security levels L and H , the program is run twice, where the I/O actions are interpreted differently on the execution
linked at level L, and on the one linked at level H . Figure 2 summarizes the ideas behind our library. Function run exe-
cutes and links the program to the security level given as argument. Observe that function run is also responsible for the
interpretation of the I/O actions described in the monad ME .

a) a // IO b

b) a // ME b
run L //

run H
// IO b

c) data ME a = Return a
|Write FilePath String (ME a)
| Read FilePath (String → ME a)

Fig. 2. Type for a typical program with side-effects (a) and a secure
multi-execution program (b), and definition of ME (c).

For simplicity, we only consider reading and writ-
ing files as the possible I/O actions. It is easy to gen-
eralize our approach to consider other I/O operations.
Function level :: FilePath → Level assigns security
levels to files indicating the confidentiality of their con-
tents. We assume that, when a file is read, its access
time gets updated as a side-effect of the operation. An
attacker, or public observer, is able to learn the content
of public files as well as their access time.

Monad ME describes the I/O actions performed
by programs and is defined in Fig. 2(c). Constructors
Return , Write , and Read model programs performing different actions. Program Return x simply returns value x with-
out performing any I/O operations. Program Write file x p models a program that writes string x into file file and then
behaves as program p. Program Read file g models a program that reads the contents x of file file and then behaves as
program g x . Technically, ME is an intermediate monad that provides a pure model of the reading and writing of files in
the IO monad.

Users of the library do not write programs using the constructors of ME directly. Instead, they use the interface pro-
vided by the monad: return :: a → ME a and (>>=) :: ME a → (a → ME b) → ME b. The return function lifts
a pure value into the ME monad. The operator >>=, called bind, is used to sequence computations. A bind expression
(m>>= f ) takes a computation m and function f which will be applied to the value produced by m and yields the resulting
computation. These are the only primitive operations for monad ME , and consequently, programmers must sequence indi-
vidual computations explicitly using the bind operator. Fig. 3 shows the implementation of return and>>=. The expression



Jaskelioff M., Russo A. Secure Multi-Execution in Haskell 225

return x builds a trivial computation, i.e., a computation which does not perform any Write/Read actions and just returns
x .

instance Monad ME where

return x = Return x

(Return x ) >>= f = f x

(Write file s p)>>= f = Write file s (p >>= f )

(Read file g)>>= f = Read file (λi → g i >>= f )

Fig. 3. Definitions for return and >>=

Values in ME are introduced with Return , so this is the
only case where f is applied. In the other two cases,
the Write/Read operations are preserved and bind with f
(>>=f ) is recursively applied. Besides return and (>>=),
the monad ME has operations to denote I/O actions on
files. These operations model the equivalent operations
on the IO monad and are given by the following func-
tions.

writeFile :: FilePath → String → ME ()
writeFile file s = Write file s (return ())

readFile :: FilePath → ME String
readFile file = Read file return

4 An Interpreter for the Monad ME

run :: Level → ChanMatrix → ME a → IO a
run l (Return a) = return a
run l c (Write file o t)
| level file ≡ l = do IO .writeFile file o

run l c t
| otherwise = run l c t

run l c (Read file f )
| level file ≡ l = do x ← IO .readFile file

broadcast c l file x
run l c (f x )

| level file @ l = do x ← reuseInput c l file
run l c (f x )

| otherwise = run l c (f (defvalue file))

Fig. 4. Interpreter for monad ME

Fig. 4 shows the interpreter for programs of type ME a . In-
tuitively, run l c p executes p and links the execution to
security level l . Argument c is used when inputs from execu-
tions linked to lower levels need to be reused (explained be-
low). The implementation is pleasantly close to the informal
description of secure multi-execution in Section 2. Outputs
are only performed (IO .writeFile file o) when the confiden-
tiality level of the output file is the same as the security level
linked to the execution (level file ≡ l ). Inputs are obtained
(IO .readFile file) when files’ confidentiality level is the same
as the security level linked to the execution (level file ≡ l ).
Data from those inputs is broadcasted to executions linked
to higher security levels in order to be properly reused when
needed (broadcast c l file x ). If the current execution level
is higher than the file’s confidentiality level (level file @ l)),

the content of the file is obtained from the execution linked to the same security level as the file (reuseInput c l file).
Otherwise, the input data is replaced by a default value. Function defvalue :: FilePath → String sets default values for
different files. Unlike [7], and to avoid introducing runtime errors, we adopt a default value for each file (i.e., input point)
in the program. Observe that inputs can be used differently inside programs. For instance, the contents of some files could
be parsed as numbers, while others as plain strings. Therefore, choosing a constant default value, e.g. the empty string,
could trigger runtime errors when trying to parse a number out of it.

An execution linked to security level ℓ reuses inputs obtained in executions linked to lower levels. Hence, we im-
plement communication channels between executions, from a security level ℓ′ to a security level ℓ, if ℓ′ @ ℓ. In the
interpreter, the argument of type ChanMatrix consists of a matrix of communication channels indexed by security levels.
An element cℓ′,ℓ of the matrix denotes a communication channel from security level ℓ′ to ℓ where ℓ′ @ ℓ; otherwise
cℓ′,ℓ is undefined. In this manner, execution linked at level ℓ′ can send its inputs to the execution linked at level ℓ, where
ℓ′ @ ℓ. Messages transmitted on these channels have type (FilePath,String), i.e., pairs of a filename and its contents.
Function broadcast c l file x broadcasts the pair (file, x ) on the channels linked to executions at higher security levels,
i.e., channels cl,ℓ such that l @ ℓ. Function reuseInput c l file matches the filename file as the first component of the
pairs in channel clevel file,l and returns the second component, i.e., the contents of the file.

Multithreaded secure multi-execution is orchestrated by the function sme. This function is responsible for creating
communication channels to implement the reuse of inputs, creating synchronization variables to wait for the different
threads to finish, and, for each security level, forking a new thread that runs the interpreter at that level. Fig. 5 shows a
specialized version of sme for the two-point security lattice. However, in the library implementation, the function sme
works for an arbitrary finite lattice. Function newChanMatrix creates the communication channels. Synchronization
variables are just simple empty MVars. When a thread tries to read (takeMVar ) from an empty MVar it will block until
another thread writes to it (putMVar ) [21]. Function forkIO spawns threads that respectively execute the interpreter run
at levels L and H , and then signal termination by writing (putMVar l (); putMVar h ()) to the thread’s synchronization
variable. The main thread locks on these variables by trying to read from them (takeMVar l ; takeMVar h).
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Unlike [7], function sme does not require the scheduler to keep the execution at level L ahead of the execution at
level H . In [7], this requirement helps to avoid timing leaks at the price of probably modifying the runtime system (i.e,
the scheduler). As mainstream information-flow compilers, monad ME also ignores timing leaks.

5 A Motivating Example

sme ::ME a → IO ()
sme t = do

c ← newChanMatrix
l ← newEmptyMVar
h ← newEmptyMVar

forkIO (do run L c t ; putMVar l ())
forkIO (do run H c t ; putMVar h ())

takeMVar l ; takeMVar h

Fig. 5. Secure multi-execution

We present a small example of how to build programs using monad
ME . We consider the scenario of a financial company who wants
to preserve the confidentiality of their clients but, at the same time,
compute statistics by hiring a third-party consultant company. Given
certain loan, the company wants to write code to compute the cost
of credit [5] and the total amount of interest that it will receive as
income. When taking a loan, credit terms usually indicate a due
date as well as a cash discount if the credit is canceled before an
expiration date. We consider credit terms of the form “discount /
discount period net / credit period”, which indicates that if payment
is made within discount period days, a discount percent cash dis-

count is allowed. Otherwise, the entire amount is due in credit period days. Given a credit term, the amount of money
paid when the credit is due is loan − loan × (1 − discount/100). The yearly cost of credit, i.e., the cost of borrowing
money under certain terms is discount

100−discount ×
360

credit period−discount period . For instance, in an invoice of $1000 with terms
2 /10 net 30, the total interest payed at the due date is $1000 − $1000 × (1 − .2) = $20, and the cost of credit becomes
2
98 ×

360
20 = .3673, i.e., 37%.

In this setting, we consider the amount of every loan to be confidential (secret) information, while cost of credit is
public and thus available for statistics. By writing our program using monad ME , we can be certain that confidential
information is never given for statistics. In other words, the third-party consultant company does not learn anything about
the amount in the loans provided by the financial company. Figure 6 shows one possible implementation of the program
to compute interests and cost of credit. Files "Client" and "Client-Interest" are considered secret (level H ),
while "Client-Terms" and "Client-Statistics" are considered public (level L). The code is self-explanatory.

If a programmer writes, by mistake or malice, show ccost ++ loanStr as the information to be written into the public
file (see commented line), then secure multi-execution avoids leaking the sensitive information in loanStr by given the
empty string to the execution linked to security level L.

data CreditTerms = CT {discount :: Rational , ddays :: Rational ,net :: Rational }
calculator ::ME ()
calculator = do loanStr ← readFile "Client"

termsStr ← readFile "Client-Terms"
let loan = read loanStr

terms = read termsStr
interest = loan − loan ∗ (1− discount terms / 100)
disct = discount terms / (100− discount terms)
ccost = disct ∗ 360 / (net terms − ddays terms)

writeFile "Client-Interest" (show interest)
writeFile "Client-Statistics" (show ccost)

-- writeFile "Client-Statistics" (show ccost ++ loanStr)

Fig. 6. Financial calculator

6 Related Work

Previous work addresses non-interference and functional languages [11, 33, 24, 29]. The seminal work by Li and Zdance-
wic [14] shows that information-flow security can also be provided as a library for real programming languages. Morgen-
stern et al. [18] encode a programming language aware of authorization and information-flow policies in Agda. Devriese
and Piessens [8] enforce non-interference, either dynamically or statically, using monad transformers in Haskell. Differ-
ent from that work, the monad ME does not encode static checks in the Haskell’s type-system or monitor every step of
programs’ executions. Moreover, Devriese and Piessens’ work requires to encode programs as values of a certain data
type, while our approach only models I/O operations.
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Russo et al. [26] outline the ground idea for secure multi-execution as a naive transformation. A transformed program
runs twice: one execution computes the public results, where secret inputs were removed, and the second execution
computes the secret outputs of the program. Devriese and Piessens [7] propose secure multi-execution as a novel approach
to enforce non-interference. Devriese and Piessens implement secure multi-execution for the Spider-monkey JavaScript
engine. The implementation presented in this work is clean and short (approximately 130 lines of code), and thus making
it easy to understand how multi-execution works concretely. Unlike [7], our approach does not consider termination and
timing covert channels. We argue that dealing with termination and timing covert channels in a complex language, without
being too conservative, is a difficult task. In this light, it is not surprising that the main information-flow compilers (Jif [20]
–based on Java–, and FlowCaml [30] –based on Caml–) ignore those channels.

Close to the notion of secure multi-execution, Jif/split [34] automatically partitions a program to run securely on
heterogenously trusted hosts. Different from secure multi-execution, the partition of the code is done to guarantee that if
host h is subverted, hosts trusting h are the only ones being compromised. Swift [2] uses Jif/split technology to partition
the program into JavaScript code running on the browser, and JavaScript code running on the web server.

7 Concluding Remarks

We propose a monad and an interpreter for secure multi-execution. To the best of our knowledge, we are the first ones
to describe secure multi-execution in a functional language. We implement our core ideas in a small Haskell library of
around 130 lines of code and present a running example. The implementation is compact and clear, which makes it easy
to understand how secure multi-execution works concretely. Broadcasting input values to executions at higher levels is
a novelty of our implementation if compared with Devriese and Piessens’ work. This design decision is not tied to the
Haskell implementation, and the idea can be used to implement the reuse of inputs in any secure multi-execution approach
for any given language. The library is publicly available [13].

Future work Our long-term goal is to provide a fully-fledged library for secure multi-execution in Haskell. The IO
monad can perform a wide range of input and output operations. It is then interesting to design a mechanism capable to
lift, as automatically as possible, IO operations into the monad ME [12]. Another direction for future work is related
with declassification, or deliberate release of confidential information [28]. Declassification in secure multi-execution is
still an open challenge. Due to the structure of monadic programs, we believe that it is possible to identify, and restrict,
possible synchronization points where declassification might occur. Then, declassification cannot happen arbitrarily inside
programs but only on those places where we can give some guarantees about the security of programs. To evaluate the
capabilities of our library, we plan to use it to implement a medium-size web application. Web applications are good
candidates for case studies due to their demand on confidentiality as well as frequent input and output operations (i.e.
server requests and responses). It is also our intention to perform benchmarks to determine the overhead introduced by
our library. The library seems to multiply execution time by the number of levels, but since file operations are only done
once, the reality could be better if the broadcast mechanism is not expensive.
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Abstract. We call a theory problem a conjunction of theory literals and a theory solver any system that solves theory
problems. For implementing efficient theory solvers one needs benchmark problems, and especially hard ones. Un-
fortunately, hard benchmarks for theory solvers are notoriously difficult to obtain. In this paper we present two tools:
Hard Reality for generating theory problems from real-life problems with non-trivial boolean structure and GoRRiLA
for generating random theory problems for linear arithmetic. Using GoRRiLA one can generate problems containing
only a few variables, which however are difficult for all state-of-the-art solvers we tried. Such problems can be useful
for debugging and evaluating solvers on small but hard problems. Using Hard Reality one can generate hard theory
problems which are similar to problems found in real-life applications, for example, those taken from SMT-LIB [3].

1 Introduction

All modern satisfiability modulo theories (SMT) solvers contain two major parts: the boolean reasoning part and the theory
reasoning part. Both boolean and theory reasoning are important for an efficient solver and both are highly optimised.
Usually, a theory solver can be seen as a standalone procedure solving satisfiability of sets of theory literals (e.g. if
we consider linear real arithmetic then the theory solver is required to solve systems of equations and inequalities).
The development of theory solvers is on its own right a highly non-trivial problem. Unfortunately, currently there are
no available benchmarks for debugging and evaluating theory solvers. Indeed, almost all problems in the standard SMT
benchmark library SMT-LIB are problems with a non-trivial boolean structure and cannot be used for evaluating dedicated
theory solvers. Moreover, when evaluating an SMT solver it is usually not clear where the performance bottleneck is: in
the theory or the boolean part. In addition to the evaluation problem, one needs a good set of benchmarks for debugging
and checking consistency of theory solvers. There are three common ways of generating theory problems: (i) randomly,
(ii) based on proof obligations coming from applications, and (iii) based on logging benchmarks generated by running
solvers on real-life problems [10].

In this paper we present two tools: GoRRiLA for randomly generating small yet hard theory problems for linear
(integer and rational) arithmetic and Hard Reality for generating theory problems from real-life problems with non-trivial
boolean structure. The advantage of randomly generated problems is that we can generate many diverse problems, and
therefore such problems are well-suited for testing correctness especially of newly developing solvers. We observed that
there are a number of randomly generated problems with only few variables that are hard for all SMT solvers we tried. For
example in the case of linear integer arithmetic already problems with 4 variables can be hard for many state-of-the-art
SMT solvers. Therefore, we believe randomly generated problems can also be used for exploring efficiency issues with
theory solvers. Moreover, using our tool we found small linear integer arithmetic problems on which some state-of-the-art
SMT solvers return inconsistent results. In Section 2 we present our tool, called GoRRiLA, for randomly generating hard
linear arithmetic problems and evaluating solvers on such problems.

Randomly generated problems have one major disadvantage: usually they are very different from the problems occur-
ring in practice. On the other hand, problems coming from applications are not easy to find. In fact, this work appeared
as a side-effect of our work on evaluating solvers for linear arithmetic, since we were unable to find good collections of
systems of linear inequalities over rationals for testing and benchmarking our system. In Section 3 we present our tool,
called Hard Reality, for generating theory problems from real-life quantifier-free SMT problems. Using Hard Reality we
have been able to generate a variety of theory problems that at the same time are representative of the problems that the
theory parts of SMT solvers are dealing with.

The intended applications of the obtained theory benchmarks by GoRRiLA and Hard Reality are the following:

• testing correctness and efficiency of theory reasoners on both randomly generated and realistic benchmarks.
• evaluating and comparing dedicated theory reasoners and theory reasoners within SMT solvers.

⋆ Supported by a Royal Society University Research Fellowship
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In this paper we leave out evaluation of incrementality of theory solvers. Although incrementality is crucial for theory
solvers within SMT framework (see, e.g., [7]), we believe it is an orthogonal issue to the main goal of this paper: generation
of hard theory problems. Hard theory problems can also be used to evaluate incrementality of theory solvers, but this goes
beyond the scope of this paper.

2 GoRRiLA
It is well-known how to generate random propositional SAT problems and in particular hard SAT problems (see, e.g., [9]).
In this section we present a method for randomly generating hard linear arithmetic problems which is inspired by methods
used in the propositional case. First we consider the case of linear integer arithmetic and later show that our method is
also suitable for linear rational arithmetic. For each integer n≥ 1, let Xn denote a set of n variables {x1, . . . ,xn}.

A linear constraint with integer coefficients over the set of variables Xn, (or simply a linear constraint over Xn), is an
expression of the form a1x1 + . . .+anxn +a0 ⋄0 where ⋄ ∈ {≥,>,=, ̸=} and ai ∈ Z for 1≤ i≤ n. A linear problem with
integer coefficients over the set of variables Xn (or simply a linear problem) is a set of linear constraints.

Suppose we would like to generate a random linear inequality a1x1 + . . .+ anxn + a0 ≥ 0. To this end, we fix the
following parameters:

– the number n of variables;
– the lower and the upper integer bounds on coefficients;
– the number k of variables that can have non-zero coefficients in the constraint.

Let C denote the set of all integers between the lower and the upper bound on the coefficients. Then we generate:

1. a random subset i1, . . . , ik of Xn of cardinality k, each subset is selected with an equal probability;
2. uniformly and randomly k integers a1, . . . ,ak in C \{0};
3. uniformly and randomly an integer a0 ∈ C .

After that we use a1xi1 + . . .+akxik +a0 ≥ 0 as the random inequality. In the same way we can select random constraints
of other kinds, for example, strict inequalities.

In order to generate a random system of linear constraints we also fix, N≥, N>, N= and N̸= – the numbers of constraints
of each kind respectively. When all problem parameters are fixed a random linear problem is generated as a set containing
N⋄ random constraints of each type ⋄ ∈ {≥,>,=, ̸=}. Below we assume that ⋄ ranges over all constraint types {≥,>
,=, ̸=}. For simplicity, we assume that the set of coefficients C and the number of variables k in the constraints are
uniformly fixed. Similar to the propositional case, we can observe a transition from almost always satisfiable problems
to almost always unsatisfiable ones when we increase the number of constraints relative to the number of variables. As
in the propositional case, it turned out that problems hard for modern solvers occur in the region where approximately
50% of generated problems are satisfiable. In order to generate a sequence of hard random problems we take the number
of variables n as the leading parameter and the numbers of constraints of each type as N⋄ = q⋄ ∗n, where q⋄ is a rational
number. Generally, since we have different types of constraints, hard problems can occur with different combinations of
parameters q⋄, for our purposes we can take any such combination or introduce a bias towards some types of constraints.

Let us remark that any constraint with rational coefficients can be normalised into an equivalent constraint with in-
teger coefficients. Therefore we can use the procedure for generating linear integer problems to generate linear rational
problems.

We implemented our random generation procedure in GoRRiLA, where the user can specify problem parameters and
number of problems to be generated. Each randomly generated problem is submitted to a specified theory solver for
evaluation. As a result of a GoRRiLA run we obtain a file, each line of which encodes: a random problem, name of the
theory solver used for the evaluation of this problem, the result of the evaluation and the time used by the solver. Using
GoRRiLA, we also can evaluate and compare results with other solvers. GoRRiLA has an option to choose between
storing either the generated problems or their codes. Using codes is motivated by the fact that we can generate hundreds
of thousands of problems out of which only a small fraction is of interest to be generated explicitly.

Using GoRRiLA we found that many state-of-the-art SMT solvers return inconsistent results already on problems
with 3 variables. For example: SMT-COMP’08 versions of MathSAT and Z3 both return incorrect results and the SMT-
COMP’09 version of SatEEn returns segmentation fault on small problems generated by GoRRiLA within a few seconds.
Although these bugs (at least for MathSAT and Z3) seems to be fixed in the current versions of these solvers we believe
that if the designers of the systems used GoRRiLA, they would have found these bugs quickly and easily.

Using GoRRiLA we can easily generate linear integer problems with only 4 variables hard for all SMT solvers we
tried. For linear rational arithmetic we evaluated SMT solvers over 105 easy problems with 3 to 9 variables. All solvers
returned consistent results on these problems. Using GoRRiLA we can generate hard linear rational arithmetic problems
for all SMT solvers we tried, starting from 30 variables. Below we show the number of problems which turned out to
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random set(L) ⇒ add L to L ;
random set(F1∧ . . .∧Fn) ⇒ random set(F1); . . . ;random set(Fn);
random set(F1∨ . . .∨Fn) ⇒ random set(Fi), where i is a random integer between 1 and n.

Fig. 1. Naive algorithm for formulas in negation normal form

be hard for various SMT solvers, when we generated 1000 linear integer problems (LIA) with 4 variables and 100 linear
rational problems (LRA) with 40 variables. All experiments were run on a 2GHz Linux machine with 4GB RAM.

Barcelogic CVC3 MathSAT Z3
LIA (4 vars) > 10s 11 2 16 25
LRA (40 vars) > 10s 75 100 26 100

3 Hard Reality

We will work with a family A of randomised algorithms which, given a formula F as an input, produce a theory problem
G. This formula G will be relevant to F , in the sense described below.

We will use the notion of a path through (the matrix) of F , defined in [1, 4]. Essentially a path is a conjunction of
literals occurring in F , that is, a theory problem built from literals occurring in F . In the simplest case when F is in CNF ,
every path contains one literal from every clause in F . In general, the set of all paths G1, . . . ,Gn through F has the property
that F is equivalent to G1 ∨ . . .∨Gn. One can argue that each path through the matrix of F is relevant to SMT solving
for F since an SMT solver can generate this path as a theory problem. In the rest of this section we will describe several
randomized algorithms for generating relevant theory problems as paths through formulas.
Naive algorithm. We start with a naive algorithm shown in Figure 1. In the algorithm L ranges over literals. It uses a
set of theory literals L which initially is empty. When the algorithm terminates, the conjunction of literals in L is the
output theory problem. It is not hard to argue that the algorithm computes a random path through F , moreover, each path
is computed with an equal probability.
Improved Algorithm. The naive algorithm random set has a major deficiency that the probability of producing trivially
unsatisfiable theory set is very high. For example, if we consider a conjunction consisting of n repetitions of a tautology
(L∨¬L) then the probability of generating a trivially unsatisfiable theory set containing both L and ¬L is 1−1/2n−1. It
is worth noting that unit propagation in SMT solvers guarantees that such sets are never passed to theory solvers. There
is an easy fix to address this problem by restricting the random choice of the formula Fi in a disjunction to avoid having
complementary literals to L . If we change the algorithm in this way, it may be the case that the disjunctive case may fail:
this happens when every Fi in the disjunction is a literal whose complement is in L . In this case we restart the algorithm.

Algorithms of this kind still have a very high probability of generating a trivially unsatisfiable set in some cases,
especially when we have to deal with formulas containing equivalence or if-then-else. The problem occurs when the
algorithm is first applied to a non-literal F and later to the negation of F . In addition, it may generate problems that we
call unrealistic: these are problems that would be avoided by SMT solvers. For example, consider the case when we apply
it to a formula F ∧F . Then it will process both copies of F and may select different sets of literals from these copies.

Therefore, we modify the algorithm to avoid both kinds of problem. The modified algorithm stores arbitrary formulas
in L . We assume that the input formula contains no occurrences of subformulas of the form ¬¬F (such occurrences
of double negation can be trivially eliminated). Similarly to literals, we call formulas F and ¬F complementary. The
formula complementary to F will be denoted by F̃ . The improved algorithm is show in Figure 2. This algorithm stores
in L formulas to which it has previously been applied. It returns the conjunction of all literals in L . Upon failure, it
restarts from scratch. Next we consider connectives that often occur in the SMT problems and have to be handled with
care to avoid generating both trivial and unrealistic problems. These are if-then-else, ↔ and xor. In addition, the SMT-
LIB language has if-then-else terms that create extra problems for the algorithm. The rule for handling the if-then-else
connective is given below, other rules are omitted due to lack of space.

random set(if F then F1 else F2)⇒
case F ∈L or F̃2 ∈L : call random set(F ∧F1);
case F̃ ∈L or F̃1 ∈L : call random set(F̃ ∧F2);
otherwise: call randomly either random set(F ∧F1) or random set(F̃ ∧F2)

Implementation, Options and Experimental Results. We implemented the improved algorithm (Figure 2) in the Hard
Reality tool, which uses an SMT parser provided by the SMT-LIB initiative [8]. A simple way to use Hard Reality is by
providing:
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random set(L) ⇒ if L̃ ∈L then fail;
add L to L ;

random set(F1∧ . . .∧Fn) ⇒ if for some Fi we have F̃i ∈L then fail;
let G1, . . . ,Gm be all formulas among the Fi’s not belonging to L ;
add G1, . . . ,Gm to L ;
random set(G1); . . . ;random set(Gm);

random set(F1∨ . . .∨Fn) ⇒ if some Fi belongs to L then return;
let G1, . . . ,Gm be all formulas among the Fi’s

such that F̃i does not belong to L ;
if m = 0, then fail;
let i be a random integer between 1 and m;
add Gi to L ; random set(Gi)

Fig. 2. Improved algorithm

• a path to the directory with SMT problems,
• a path to an SMT solver,
• complexity of the resulting theory problem (this is done by specifying lower time limit required by the SMT solver to

solve the problem),
• search time limit for the output theory problem.

Given these options, for each file in the input directory Hard Reality will search for randomly generated problems based on
the improved algorithm, until a sufficiently hard problem is found (for the given SMT solver), or the search time reaches
the specified limit. Hard Reality has also options for generating a maximal satisfiable subset/minimal unsatisfiable subset
of the generated theory set (based on the SMT solver). We find that (attempting) generating maximal satisfiable sets
can produce hard problems. Generating minimal unsatisfiable problems also gives us an insight to the theory problems
occurring in applications.

Let us note that since an SMT solver typically needs to solve thousands of theory problems during the proof search,
even theory problems requiring tenths of a second to be solved can be considered as non-trivial. Hard Reality has suc-
cessfully generated problems using different solvers such as Barcelogic [11], CVC3 [2] and Z3 [6]. The following table
summarises the numbers of generated hard theory problems in different theories with the times based on the Z3 solver. It
is easier to generate problems hard for other solvers. The theory problems are generated from problems in the SMT-LIB.

Theory QF LRA QF LIA QF BV QF AUFBV
Timeout after 120s 79 1 2 14
Solved in 0.1s≤ t ≤ 120s 30 72 79 87

4 Conclusion

We presented two tools: GoRRiLA for random generation of small yet hard problems for linear arithmetic and Hard
Reality for randomly extracting hard and realistic theory problems.

GoRRiLA is well-suited for generating diverse problems for linear arithmetic which can be used for debugging and
exploring efficiency issues with theory solvers. We have shown that using GoRRiLA it is easy to find bugs in theory
solvers. We observe that generated problems with only few variables are already hard for theory reasoners within state-of-
the-art SMT solvers. As a future work it would be useful to extend GoRRiLA to other theory domains and combination
of theories.

Using Hard Reality we have been able to generate a number of theory problems which are closely related to problems
coming from applications and non-trivial for state-of-the-art SMT solvers. One of the issues we considered is how to
avoid generating trivially unsatisfiable problems. Other approaches to this problem can be investigated, in particular one
can first apply the definitional transformation to the original formula F to obtain a CNF equisatisfiable with F and delegate
the problem of choosing relevant theory literals to a SAT solver. Another approach to theory problem generation can be
based on logging problems generated on different branches during proof search of an SMT solver, but this would require
modifications to a specific SMT solver, whereas in our approach we can use any SMT solver as an input to Hard Reality
(or use no SMT solver at all). With our approach we were able to generate theory problems which were even harder for
solvers than the original problem used in the generation process. We observed that only when we used most efficient SMT
solvers we were able to generate theory problems hard for all solvers. A further application of Hard Reality can be in
using generated hard theory problems to evaluate incrementality of the theory solvers.
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Our benchmarking and testing of various versions of SMT solvers gave remarkable results: we have found a number of
problems on which these solvers were unsound and also many problems on which some versions of solvers were running
very long times as compared to other solvers. Although some of these bugs and performance problems have been fixed
in the following versions of the solvers these problems could have been fixed much earlier if the designers of the solvers
used our tools.

In a related work [5] random problems with non-trivial boolean structure are used for debugging solvers for theories of
bitvectors and arrays (the tool was later extended to other theories). The main differences with our work is that we are fo-
cusing on generating: (i) theory problems, (ii) which are hard and (iii) related to problems coming from applications. GoR-
RiLA and Hard Reality with examples of generated problems are freely available at http://www.cs.man.ac.uk/˜korovink/hr/.

We thank Leonardo de Moura and Nikolaj Bjørner with whom we exchanged many letters during this work.
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Abstract. The paper relates to practical aspects of insertion modeling. Insertion modeling system is an
environment for the development of insertion machines, used to represent insertion models of distributed
systems. The architecture of insertion machines and insertion modeling system IMS is presented. Inser-
tion machine for program verification is specified as an example, and as a starting point of ‘verifiable
programming’ project.

1 Introduction

Insertion modeling is the approach to modeling complex distributed systems based on the theory of interaction
of agents and environments [1–3]. Mathematical foundation of this theory was presented in [4]. During the last
decade insertion modeling was applied to the verification of requirements for software systems [5–9].

First time the theory of interaction of agents and environments was proposed as an alternative to well
known theories of interaction such as Milner’s CCS [10] and pi-calculus [11], Hoare’s CSP [12], Cardelli’s mobile
ambients [13] and so on. The idea of decomposition of a system to a composition of environment and agents
inserted into this environment implicitly exists in all theories of interaction and for some special case it appears
explicitly in the model of mobile ambients.

Another source of ideas for insertion modeling is the search of universal programming paradigms such as
Gurevich’s ASM [14], Hoare’s unified theories of programming [15], rewriting logic of Meseguer [16]. These ideas
were taken as a basis for the system of insertion programming [17] developed as the extension of algebraic
programming system APS [18]. Now this system initiated the development of insertion modeling system IMS
which started in Glushkov Institute of Cybernetics. The development of this system is based on the version of
APS enhanced by the former student of the first author of the paper V.Peschanenko. The first version of IMS
and some simple examples of its use are available from [19].

To implement the insertion model in IMS one must develop insertion machine with easily extensible input
language, the rules to compute insertion functions and a program of interpretation and analyzing of insertion
models. IMS is considered as an environment for the development of insertion machines. Presentation of the
architecture of insertion machines, input languages and examples of insertion machines is the main goal of the
paper. The second section presents the architecture of insertion modeling system and the general architecture of
insertion machines with examples. The third section presents the main properties of input languages of insertion
machines, and typical restrictions for insertion machines that can be met in practice. The verification insertion
machine for the class of imperative programming languages is considered in the fourth section This machine
does not depend on the syntax of input language and can be easily extended to the parallel programs over
shared and distributed memory (message pasing), and spatial mobile agents.

2 The Architecture of Insertion Modeling System

Insertion modeling system is an environment for the development of insertion machines and performing exper-
iments with them. The notion of insertion machine was first introduced in [17] and it was used as a tool for
programming with some special class of insertion functions. Later this notion was extended for more wide area
of applications, different levels of abstraction, and multilevel structures.

Insertion model of a system represents this system as a composition of environment and agents inserted into
it. Contrariwise the whole system as an agent can be inserted into another environment. In this case we speak
about internal and external environment of a system. Agents inserted into the internal environment of a system
themselves can be environments with respect to their internal agents. In this case we speak about multilevel
structure of agent or environment and about high level and low level environments.

As usually, insertion function is denoted as E[u] were E is the state of environment and u is the state of an
agent (agent in a given state). E[u] is a new environment state after insertion an agent u. So, the expression
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E[u[v], F [x, y, z]] denotes the state of a two level environment with two agents inserted into it. At the same
time E is an external environment of a system F [x, y, z] and F is an internal environment of it. All agents
and environments are labeled or attributed transition systems (labeled systems with states labeled by attribute
labels [9]). The states of transition systems are considered up to bisimilarity denoted as ∼B . This means that we
should adhere to the following restriction in the definition of states: if E ∼B E′ and u ∼B u′ then E[u] ∼B E′[u′].

The main invariant of bisimilarity is the behavior beh(E) of transition system in the state E (an oriented
tree with edges labeled by actions and nodes labeled by attribute labels,for exact definition see [4]). Therefore
the restriction above can be written as follows:

beh(E) = beh(E′) ∧ beh(u) = beh(u′)⇒ beh(E[u]) = beh(E′[u′])

Behaviors themselves can be considered as states of transition systems. If the states are behaviors then the
relation above is valid automatically, because in this case beh(E) = E,beh(u) = u. Otherwise the correctness
of insertion function must be proved in addition to its definition. In any case we shall identify the states with
the corresponding behaviors independently from their representation.

To define finite behaviors we use the language of behavior algebra (a kind of process algebra defined in [4]).
This algebra has operation of prefixing, nondeterministic choice, termination constants (∆, 0,⊥) and approxi-
mation relation. For attributed transition systems we introduce the labeling operator for behaviors. To define
infinite behaviors we use equations in behavior algebra. Usually these equations have the form of recursive defi-
nitions ui = Fi(u), i ∈ I. Left hand sides of these definitions can depend on parameters ui(xi) = Fi(u, x), i ∈ I.
To define the attribute labels we use the set of attributes, symbols taking their values in corresponding data
domains. These attributes constitute a part of a state of a system and change their values in time. All attributes
are devided to external (observable) and internal (nonobservable). By default the attribute label of a state is
the set of values of all observable attributes for this state.

The general architecture of insertion machine is represented on the Figure 1. The main component of

Fig. 1. Architecture of Insertion Machine

insertion machine is model driver, the component which controls the machine movement along the behavior
tree of a model. The state of a model is represented as a text in the input language of insertion machine
and is considered as an algebraic expression. The input language includes the recursive definitions of agent
behaviors, the notation for insertion function, and possibly some compositions for environment states. Before
computing insertion function the state of a system must be reduced to the form E[u1, u2, . . . ]. This functionality
is performed by the module called agent behavior unfolder. To make the movement, the state of environment
must be reduced to the normal form ∑

i∈I
ai.Ei + ε

where ai are actions, Ei are environment states, ε is a termination constant. This functionality is performed
by the module environment interactor. It computes the insertion function calling if it is necessary the agent
behavior unfolder. If the infinite set I of indices in the normal form is allowed, then the weak normal form
a.F +G is used, where G is arbitrary expression of input language.

Two kinds of insertion machines are considered: real time or interactive and analytical insertion machines.
The first ones exist in the real or virtual environment, interacting with it in the real or virtual time. Analytical
machines intended for model analyses, investigation of its properties, solving problems etc. The drivers for two
kinds of machines correspondingly are also divided on interactive and analytical drivers.
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Interactive driver after normalizing the state of environment must select exactly one alternative and perform
the action specified as a prefix of this alternative. Insertion machine with interactive driver operates as an agent
inserted into external environment with insertion function defining the laws of functioning of this environment.
External environment, for example, can change a behavior prefix of insertion machine according to their insertion
function. Interactive driver can be organized in a rather complex way. If it has criteria of successful functioning
in external environment intellectual driver can accumulate the information about its past, develop the models of
external environment, improve the algorithms of selecting actions to increase the level of successful functioning.
In addition it can have specialized tools for exchange the signals with external environment (for example,
perception of visual or acoustical information, space movement etc.).

Analytical insertion machine as opposed to interactive one can consider different variants of making decision
about performed actions, returning to choice points (as in logic programming) and consider different paths in
the behavior tree of a model. The model of a system can include the model of external environment of this
system, and the driver performance depends on the goals of insertion machine. In the general case analytical
machine solves the problems by search of states, having the corresponding properties(goal states) or states in
which given safety properties are violated. The external environment for insertion machine can be represented
by a user who interacts with insertion machine, sets problems, and controls the activity of insertion machine.

Analytical machine enriched by logic and deductive tools can be used for symbolic modeling. The state
of symbolic model is represented by means of properties of the values of attributes rather then their concrete
values.

General architecture of insertion modeling system is represented on Figure 2. High level model driver provides

Fig. 2. Architecture of Insertion Modeling System IMS

the interface between the system and external environment including the users of the system. Design tools based
on algebraic programming system APS are used for the development of insertion machines and model drivers
for different application domains and modeling technologies. Verification tools are used for the verification of
insertion machines, proving their properties statically or dynamically. Dynamic verification uses generating
symbolic model traces by means of special kinds of analytical model drivers and deductive components.

The repository of insertion machines collects already developed machines and their components which can
be used for the development of new machines as their components or templates for starting. Special library of
APLAN functions supports the development and design in new projects. The C++ library for IMS supports
APLAN compilers and efficient implementation of insertion machines. Deductive system provides the possibility
of verification of insertion models.

3 Input Languages of Insertion Machines

Input language of insertion machine is used to describe the properties of a model and its behavior. This de-
scription consists of the following parts: environment description, behavior description (including the behavior
of environment and the behaviors of agents), and insertion function. The behavior description has the following
very simple syntax:
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<behavior>::= Delta | bot | 0 | < action > | <action> . <behavior> |
<behavior> + <behavior>|
<environment state>[<list of named agent behaviors separated by ,>]|
<functional expression>

<named agent behavior>::=<agent name>:<behavior>
Therefore, the language of behavior algebra (termination constants, prefixing and nondeterministic choice) is

extended by functional expressions and explicit representation of insertion function. The syntax and semantics
of actions, environment states, and functional expressions are defined in the environment description. We shall
not consider all possibilities and details of environment description language restricting ourselves by making
only some necessary comments.

First of all note, that all main components of behavior algebra language (actions, environment states, and
functional expressions) are algebraic or logic expressions of base language (terms and formulas). This language is
a multisorted (multitype) first order logic language. The signature of this language is defined in the environment
description. Functional and predicate symbols can be interpreted and uninterpreted. Interpreted symbols have
fixed domains and interpretations given by algorithms of computing values or reducing to canonical forms. All
uninterpreted symbols have types and their possible interpretations are restricted by definite domains and ranges.
Uninterpreted functional symbols are called attributes. They represent the changing part of the environment.
Attributes of arity 0 are called simple attributes, others are called functional ones. Predicates are considered as
functions ranging in Boolean type {0, 1}. If an attribute f has functional type (τ1, τ2, . . .) → τ then attribute
expressions f(t1, t2, . . .) are available for all other expressions.

3.1 Examples of Insertion Machines

The simplest insertion machines are machines for parallel and sequential insertion. Insertion function is called
sequential if E[u, v] = E[u; v] where “;” means sequential composition of behaviors. Special case of sequential
insertion is a strong sequential composition: E[u] = (E;u). This definition assumes that actions of agents and
environment are the same and environment is defined by its behaviors. The sequentiality of this composition
follows from associativity of sequential composition of behaviors.

Example of insertion machine with strong sequential insertion is represented on Figure 3.1.

Model Sequential
interactor rs(P,Q,a)(

Delta[P+Q]=Delta[P]+Delta[Q],
Delta[a.P]=a.Delta[P],
Delta[P]=Delta[unfold P],
Q[P]=(Q;P)

);
unfolder rs(x,y)(

(x;y)=seq(x,y),
A=a.A+Delta,
C=c.C+Delta

);
initial(C[A]);
terminal(Delta[Delta])

)

Fig. 3. Example of Strong Sequential Insertion

The function seq is a function from IMS library that defines the sequential composition of behaviors:

(u; v) =
∑
u

a→u′

a.(u′; v) +
∑

u=u+ε

(ε; v), (0; v) = 0, (∆; v) = v, (⊥; v) = ⊥

The function unfold reduces the behavior expression to normal form
∑
ai.ui + ε. This insertion machine

generates a word cnam with nondeterministically chosen m,n ≥ 0 and successfully terminates. We can define
as the condition for the goal state the equality m = n and the driver for this machine will terminate on traces
cnan.

An example of sequential (not strong) insertion is shown on Figure 4.
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Model Imperative(
insertion rs(P,Q,H,a,x,y,u,v)(

E[P+Q]=Delta[P]+Delta[Q],
E[define env H.P]=H[P],
E[(x:=y).P]=assign proc(E,x,y,P),
E[check(u,x,y).P]=if(compute obj(E,u),E[x;P],E[y;P]),
E[a.P]=a.Delta[P],
E[P]=E[unfold P]

)where(
assign proc:=proc(E,x,y,P)(E.x−→compute obj(E,y);return E[P])

);
behaviors rs(P,Q,x,y,z,u)(

(x;y)=seq(x,y),
(u→ else Q)=check(u,P,Q),
while(u,P)=check(u,(P;while(u,P)),Delta),
for(x,y,z,P)=(x;while(y,(P;z)))

);
initial(

define env obj(i:Nil,x:10,y:Nil,fact:Nil);
y:=1;for(i:=1,i ≤ x,i:=i+1,y:=y*i);
fact:=y

);
terminal rs(E)(E[Delta]=1,E=0)

)

Fig. 4. Model of Simple Imperative Language

This example is a model of simple imperative language and can be considered as insertion representation of
its operational semantics.

Insertion function is called a parallel insertion function if E[u, v] = E[u ‖ v]. Special case of parallel compo-
sition is a strong parallel insertion:E[u] = E ‖ u]. As in the case of strong sequential composition this definition
assumes that actions of environment and agents are the same. Example of a model with strong parallel insertion
is presented on the Figure 5.

Model Parallel
interactor rs(P,Q,a)(

Delta[P+Q]=Delta[P]+Delta[Q],
Delta[a.P]=a.Delta[P],
Delta[P]=Delta[unfold P],
Q[P]=(Q ‖ P )

);
unfolder rs(x,y,n)(

(x;y)=seq(x,y),
x ‖ y = synchr(x,y)+lmrg(x,y)+lmrg(y,x)+delta(x,y),
x |ˆ 1=x,
x |ˆ 2=synchr(x,x)+lmrg(x,x)+delta(x,x),
x |ˆ n= x ‖ (x |ˆ(n-1))),

);
initial (Delta[((a;b) ‖ (a;b));a+b ]);
terminal (Delta[Delta])

)

Fig. 5. Example of Strong Parallel Insertion

Functions synchr, lmrg, and delta from IMS library are used for definition of parallel composition. Their
meaning can be define by the following formulas:

synchr(x, y) =
∑
x

a→x′

y
b→y′

(a× b).(x′, y′),
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lmrg(x, y) =
∑
x

a→a′

a. (x′ ‖ y) ,delta(x, y) =
∑

x=x+ε
y=y+µ

ε ‖ µ

Function a × b defined on the set of actions is called a combination of actions and must be defined by user in
terms of basic programming language as an associative commutative operation.

Note that the most of traditional algebras of interacting (communicating) processes can be modeled by
means of strong parallel insertion plus recursively defined functions (compositions). For example, CCS can be
modeled by strong sequential composition using the function a × b for defined so that a × b = τ if a = b and
a× b = 0 otherwise where 0.u = 0. Similarly CSP can be modeled using for combination a function defined so
that a × b = a if a = b and a × b = 0 otherwise. Other compositions for these caluli can be defined by simple
recursive definitions.

3.2 Restrictions on Insertion Functions

The most typical restriction is additivity. Insertion function is called additive if E[u + v] = E[u] + E[v], (E +
F )[u] = E[u] + F [u]. Another restriction, which allow to reduce the number of considered alternatives when
behaviors are analyzed is the commutativity of insertion function: E[u, v] = E[v, u]. Especially the parallel
insertion is a commutative one. Some additional equations: 0[u] = 0, ∆[u] = u,⊥[u] = bot.

The state of environment is called indecomposable if from E = F [u] it follows that E = F and u = ∆. Equal-
ity means bisimilarity. The set of all indecomposable states constitutes the kernel of a system. Indecomposable
states (if they exist) can be considered as states of environment without inserted agents. For indecomposable
states usually the following equations hold: E[0] = 0, E[∆] = E,E[⊥] = ⊥.

In [3] the classification of insertion functions was presented: one-step insertion, head insertion, and look-ahead
insertion. Later we shall use insertion functions with the following main rule:

E
a→ E′, α : u

b→ β : u′

E[α : u]
c→ E′[β : u′]

, P (E, a, α, b, β, c),

where P is a continuous predicate. Continuous means that the value of this predicate depends only on some
part of behavior tree in the environment state E, which has a finite height (prefix of the tree E of finite height).
Hereby, this rule refers to a head insertion. The rules for indecomposable environment states and for termination
constants should be added to the main rule.

The next rule

E
a→ E′, u

b→ β : u′

E [u]
c→ E′[u′]

, P (E, a, c),

is the particular case for the head insertion rule in combination with additivity and parallel insertion or com-
mutativity requirements. Such rule will be named permitted rule. It could be interpreted by as follows: agent
can execute the action a, and environment permits to execute this action. Predicate E for permitted rule will
be named permitted predicate.

4 Verification Machine for Programming Languages

Research of program verification has a big history, which is started from works of Hoare [21] and Floyd [22]. The
specification of programs looks like α→< P > β or α→ [P ]β. Formulae α and β (pre- and postcondition) are
formulae in specification language, which is assumed to be the first order predicate calculus, P - specification
program (it is supposed that an initial state of memory is given). The first formulae means that if condition α
is valid and program P terminates, then condition β is valid on a final memory state. The second one expresses
complete correctness and means that if condition α is valid then the program is terminating and condition β is
valid.

The first program for verification of partial correctness was developed by D. King at 1969. It was considered
as the first step for developing of verifying compiler. However, as per T. Hoare at 2006, a ‘verifying compiler’ is
still a Grand Challenge for Computing research.

In present work we consider the reduced variant of analytical insertion machine of Floyd’s method (Floyd’s
machine). Input is annotated program, which is based on assignments, conditional, go to statements and stop
statement. Annotations in program as usual are of two kinds - assumptions and assertions. The example of
annotated program is presented in Figure 6.
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L0: assumption:x ≥ 0
y:=x;
z:=1;

L1:y:=y-1;
L2:assertion: −1 ≤ y < x ∧ x! = z ∗ (y + 1)!;

if y ≥ 0
then z := z ∗ (y + 1)
else go to L3;
go to L1

L3:assertion: z = x!
stop

Fig. 6. Example of Annotated Program

The first assumption defines the precondition of program’s specification and the last one - its postcondition.
Hereby, the program is purposed for computation of factorial function in accordance with its specification. The
third annotation is required for loop’s breaking by control points and presents itself the main invariant of the
loop. Control points are states of the system, which are marked by annotations. The program itself is considered
as the attributed transition system. The set of actions of those system consists of assignment statements, stop
statement and ask u statement, where u is a condition. Attribute labels are labels of the program, which mark
some of its states. It decomposes into units while inserting into environment. Each unit begins from a labeled
statement. There are no labeled statements inside a unit, and its final statements are go to statements. Units
are collected into data structure named model, and the access to a unit, labeled by L, is defined by expression
(model.L).

The symbol of the factorial is not the symbol of the language and information about that function should
be somewhere in a library (knowledge base) of APLAN language in order to prove auxiliary statements. E.g.,
it could be the formulae, which gives the recursive definition of factorial:

(0! = 1) ∧ ∀ (x ≥ 0) ((x+ 1)! = x ∗ (x+ 1))

The insertion function of Floyd’s insertion machine is the permitting function for sequential or parallel
insertion. Formulae of predicate calculus are environment state. The transition relation of system is presented
in Figure 7.

ϕ [p]
ask u−−−−→ (ϕ ∧ [p]u) [p] , Sat(ϕ ∧ [p]u)

ϕ [p]
x:=y−−−→ ϕ [p ∗ (x := y)]

ϕ [p]
go to L−−−−−→ ϕ [p,model.L]

ϕ [p]
assumption ψ−−−−−−−−−→ (ϕ ∧ [p]ψ) [p]

ϕ [p]
assertion ψ−−−−−−−−→ ψ [empty] ,¬Sat(¬(ϕ→ [p]ψ))

ϕ [p]
assertion ψ−−−−−−−−→ 0, Sat(¬(ϕ→ [p]ψ))

ϕ [p]
stop−−−→ ψ [Delta]

Fig. 7. Relations of System’s Transitions

Here p is a parallel assignment or ∆. Function Sat u, which checks satisfiability of formulae u, is used for
permitting conditions. Conditional operator if u then P else Q is considered as functional expression and is
translated by unfolder by means of the rule:

if u then P else Q = ask u.P + (ask ¬u).Q

Loops operators and other programming constructions could be introduced in a similar way. The Floyd’s machine
could prove the partial correctness of non-deterministic program, because nondeterministic choice is an initial
operation of an input language of the system. If unfolding for parallel composition is defined, then Floyd’s
machine could prove a partial correctness of parallel programs over shared memory.

Floyd’s machine was realized in insertion modeling system IMS and is used for teaching of proving program-
ming in Ukrainian Taras Shevchenko National University of Kyiv.
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5 Conclusion

The main concepts of insertion modeling system has been considered in the paper. The system was successfully
used for the development of prototypes of the tools for industrial VRS (Verification of Requirement Specifica-
tions) system and research projects in Glushkov Institute of Cybernetics. Now it is used for the development
of program verification tool and ‘verifiable programming’ project. The its enhancement and new features are
added while developing new projects.

The far goal in the developing IMS consists in getting on its basis sufficiently rich cognitive architecture,
which could be used in the artificial intelligence research.
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Abstract. Multi-core processors have been broadly available to the public in the last five years. Parallelism has be-
come a common design feature for computational intensive algorithms. In this paper we present a parallel implemen-
tation of an algorithm called interval constraint propagation for solution of constraint satisfaction problems over real 
numbers. Unlike existing implementations of this algorithm, our implementation scales well to many CPU cores with 
shared memory for sparse constraint satisfaction problems. We present scalability data for a quad-core processor on a 
number of benchmarks for non-linear constraint solvers. 

1 Introduction 

Constraint programming is a technique for solving constraint satisfaction problems. Many leaders in the areas of ecom-
merce, transport, energy, consumer electronics, automotive industry, information & computer technology, aerospace-
defense-security, food & nutrition industry use constraint programming toolkits for scheduling, staff allocation, assign-
ment, routing, and design [1]. 

Interval constraint propagation was introduced in [9]. It is a data-driven algorithm that contains a large amount of 
parallelism. Existing parallel implementations of constraint propagation scale well to many CPU cores with shared 
memory only if the constraint satisfaction problem is dense, that is, when each constraint involves a large number of 
variables. In such cases, the time required to process the constraints outweighs the time needed to update the set of con-
straints waiting to be processed, and scalability factor is limited only by the number of processors [2, 10, 12]. However 
large dense constraint satisfaction problems are rare. For this reason, recent papers on parallel constraint solvers over 
integral and real numbers focus on parallel exhaustive search in combination with sequential constraint propagation [11, 
13, 14] rather than on pure parallel constraint propagation. 

In this paper we present a parallel implementation of interval constraint propagation that scales well to many CPU 
cores with shared memory for dense and sparse constraint satisfaction problems, which has been a challenge for some 
time. In experiments with a quad-core processor, our implementation scales linearly with the number of processors on a 
number of benchmarks for constraint solvers over real numbers. 

The paper is organized as follows. Sections 2 and 3 provide an overview of existing techniques in software paral-
lelization and outline the general principles of interval constraint propagation. In Section 4, we describe our parallel 
implementation of interval constraint propagation. Section 5 reports scalability data that we obtained with our parallel 
implementation on a set of benchmarks on a quad-core processor.  

2 Software Parallelization Techniques 

Support for multi-core processors and multi-processor machines becomes a de facto standard for computation-intensive 
applications, which makes software manufacturers develop libraries and language extensions that automate paralleliza-
tion. In this section we briefly review these means of parallelization from lower to higher level of the software stack: 
POSIX threads [4] and Windows threads libraries [5], Intel Threading Building Blocks library [6], OpenMP [7] and 
Cilk [8] language extensions. Concurrent programming languages such as SISAL [16] and distributed memory parallel-
ism are out of our scope. 

Ultimately, the libraries and extensions discussed in this section are functionally equivalent, that is we can program 
any parallel behavior using any of them. Below we point out the main differences between these libraries and language 
extensions. 

POSIX threads and Windows threads provide threading and synchronization primitives that are very close to the 
level of the operating system and hence are the fastest. The application that uses such libraries is fully responsible for 
thread workload balance, thread data locality, and other higher level aspects of parallelization. 

Intel (R) Threading Building Blocks (Intel TBB) library consists of a runtime resource manager and a C++ tem-
plate library that provide higher level parallel constructs, such as parallel reduction, parallel for, blocked range, etc. The 
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Intel TBB runtime resource manager takes some care of balancing thread workloads by transferring workload from 
overloaded CPU cores to idle CPU cores. The overhead introduced by the Intel TBB runtime resource manager is mod-
erate for all available implementations. 

The OpenMP and Cilk language extensions minimize the amount of changes in the source code that are needed to 
parallelize an existing sequential application. The OpenMP extension adds to the C and FORTRAN languages a number 
of pragmas that describe the parallelism existing in the source code. Similarly the Cilk extension describes parallelism 
by special keywords. 

Overall, Cilk is more sophisticated than OpenMP. In addition to parallel sections, parallel for-loops, and parallel 
reduction that are supported by both OpenMP and Cilk, Cilk provides more mechanisms to balance thread workloads 
and to support nested parallelism. However the OpenMP extension is more mature than the Cilk extension that only 
starts to be supported by commercial compilers. For this reason, we use the OpenMP extension to C to present parallel 
interval constraint propagation. 

3 Interval Constraint Propagation 

Interval constraint propagation [9] was invented in the late 1980s. It was one of the first constraint programming algo-
rithms for solving constraint satisfaction problems over real numbers. Given a set of constraints and a bounding box for 
the set of solutions to the constraints, interval constraint propagation reduces this bounding box without losing solu-
tions. Below we give pseudocode for interval constraint propagation. 

Let V be a set of variables that take values from the set R of real numbers. Let C be a set of constraints over V. Let 
proj(c, v) be the convex hull of projection of a constraint c (as a subset of some Rk) to the variable v (as an axis of the 
same Rk). We denote by dependent(v) ⊆ C the set of all constraints that contain v. We denote by c(v1, v2, …, vk) the fact 
that the constraint c contains only variables v1, v2, …, vk. We denote the empty set by {} and element selection (which 
can be non-deterministic) by select(). Finally, we denote the Cartesian product by ×. 

Sequential interval constraint propagation is shown in Fig.1. Notice that we overload notation and use the variables 
V to denote the projections of the bounding box to the axes of the solution space (lines 6, 7, 9 in Fig.1). A useful opti-
mization for inconsistent constraint satisfaction problems is to exit the while-loop as soon as newvi is empty (line 6 in 
Fig.1). 

 
 1 Q = C; 
 2 while (Q != {}) { 
 3     c(v[1], v[2], …, v[k]) = select(Q); 
 4     Q = Q \ { c }; 
 5     for (i = 1; i <= k; k++) { 
 6         newvi = proj(c ∩ v[1] × v[2] × … × v[k], v[i]); 
 7         if (v[i] != newvi) { 
 8             Q = Q ∪ dependent(v[i]); 
 9             v[i] = newvi; 
10 }}} 

Fig. 1. Sequential interval constraint propagation 

 
A correctly rounded floating point implementation of interval constraint propagation terminates in finite time, pre-

serves the set of solutions to C, and is deterministic despite a non-deterministic operation select (after the while-loop is 
exited, the bounding box for the set of solutions is the same regardless of the specific sequence of constraints returned 
by select in line 3 that can change from run to run). 

Accurately computing the projections proj(c, v) for an arbitrary constraint c is computationally infeasible [15]. For 
this reason, most implementations of interval constraint propagation decompose c into simple constraints that involve 
one operation/function and two or three variables [9], and in most cases interval constraint propagation is applied to 
sparse constraint satisfaction problems. For example, since computing x ⋅ (1 − x) means first computing r = 1 − x and 
then y = x ⋅ r, the constraint x ⋅ (1 − x) < 1 is replaced by constraints r = 1 − x, y = x ⋅ r, and y < 1. 
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4 Parallel Interval Constraint Propagation 

Interval constraint propagation is parallel by nature, because the bounding box for the set of solutions can be updated in 
parallel without damaging the correctness of the algorithm (line 6 in Fig.1). 

Since parallelization applies mostly to loops, the first candidate for parallelization is the while-loop (line 2 in 
Fig.2). To ensure correctness, we need to protect the set of constraints by either an OpenMP critical section or by an 
OpenMP lock (similar to critical sections, not shown). A similar implementation with additional pre-processing of the 
constraint satisfaction problem is described in [10]. 

 1 Q = C; 
 2 while (Q != {}) { 
 3    #pragma omp parallel shared(Q, v[]) 
 4    { 
 5        #pragma omp critical 
 6        { 
 7            c(v[1], v[2], …, v[k]) = select(Q); 
 8            Q = Q \ { c }; 
 9        } 
10        for (i = 1; i <= k; k++) { 
11            newvi = proj(c ∩ v[1] × v[2] × … × v[k], v[i]); 
12            if (v[i] != newvi) { 
13                #pragma omp critical 
14                { 
15                    Q = Q ∪ dependent(v[i]); 
16                    v[i] = newvi; 
17                } 
18 }}}} 

Fig. 2. Parallel interval constraint propagation with limited scalability 

 
Notice that we do not need to serialize updates to the bounding box (line 11 in Fig.2), because they are monotonic 

with respect to the set inclusion. Though a thread may ignore some updates to the bounding box made by the other 
threads, this fact does not lead to a loss in precision since all threads share the same set of constraints. The worst conse-
quence might be a minor loss in performance. 

The problem with the algorithm in Fig.2 is that it serializes the updates to the set of constraints (lines 8 and 15 in 
Fig.2). This fact limits the gain from additional CPU cores for large constraint satisfaction problems, especially large 
sparse constraint satisfaction problems that consist of simple constraints. Under such conditions, updates to the bound-
ing box are faster than updates to the set Q and, by the Amdahl’s law, the scalability factor is limited by 2x for any 
number of CPU cores. This fact agrees well with the scalability data reported in [10] – 1.25x on a machine with 64 
processors. 

To avoid synchronization on the set Q in the algorithm in Fig.2, we give to each thread its own copy of Q and let 
the threads share the bounding box. The downside of this design is that updates to these copies do not propagate across 
threads and some thread may exit the constraint propagation loop too early. Such an event would decrease the scalabil-
ity factor, because the constraint satisfaction problem C would be solved by one fewer CPU core. To preserve the scal-
ability factor, each thread needs to restart constraint propagation while there is a chance to update the bounding box. 

The resulting algorithm is shown in Fig.3a. Each thread tracks the size of the bounding box without synchroniza-
tion with the other threads (line 14 in Fig.3a; the function width returns the width of intervals) and restarts constraint 
propagation until the bounding box is small enough   (line 15 in Fig.3a). 

The algorithm in Fig.3a has a serious problem: it enters an infinite loop (lines 3-15 in Fig.3a), if interval constraint 
propagation “stagnates” and cannot solve the constraint satisfaction problem C to the desired accuracy ε. In the ideal 
world, we would quickly recognize such constraint satisfaction problem by their syntax and would apply a different 
parallelization technique. In the real world, such syntactic checks are not invented yet and we have to recognize “stag-
nation” at runtime by tracking the number of the threads that execute the while-loop (lines 5-15 in Fig.3a). As soon as 
there are no such threads, the thread can exit the parallel section without loss in scalability and accuracy. 

The algorithm that avoids the infinite loop is shown in Fig.3b. If interval constraint propagation converges to a 
small bounding box, the algorithms in Fig.3a and Fig.3b have the same scalability because the while-loop (lines 8-18 in 
Fig.3b) overweighs the serialized increments and decrements to the counter alive (lines 6-7 and 19-20 in Fig.3b). In 
case of “stagnation”, the scalability factor for the implementation in Fig.3b is limited unless the “stagnation” happens 
after a long computation. In the next section, we show the scalability data for the algorithm shown in Fig.3b. 
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 1 #pragma omp parallel shared(v[]) 
 2 { 
 3      do { 
 4         Q = C; solved = 1; 
 5         while (Q != {}) { 
 6             c(v[1], v[2], …, v[k]) = select(Q); 
 7             Q = Q \ { c }; 
 8             for (i = 1; i <= k; k++) { 
 9                 newvi = proj(c ∩ v[1] × v[2] × … × v[k], v[i]); 
10                 if (v[i] != newvi) { 
11                     Q = Q ∪ dependent(v[i]); 
12                     v[i] = newvi; 
13                 } 
14                 solved *= width(v[i]) < ε; 
15      }}} while (!solved); 
16 } 

Fig. 3a. Scalable parallel interval constraint propagation (convergent case) 

 
 

 1 alive = 0; 
 2 #pragma omp parallel shared(v[], alive) 
 3 { 
 4      do { 
 5         Q = C; reduced = 0; 
 6         #pragma omp atomic 
 7             alive += 1; 
 8         while (Q != {}) { 
 9             c(v[1], v[2], …, v[k]) = select(Q); 
10             Q = Q \ { c }; 
11             for (i = 1; i <= k; k++) { 
12                 newvi = proj(c ∩ v[1] × v[2] × … × v[k], v[i]); 
13                 if (v[i] != newvi) { 
14                     Q = Q ∪ dependent(v[i]); 
15                     v[i] = newvi; 
16                     reduced = 1; 
17                 } 
18         }} 
19        #pragma omp atomic 
20             alive -= 1; 
21      } while (reduced && alive); 
22 } 

Fig. 3b. Scalable parallel interval constraint propagation (general case) 

5 Scalability of Parallel Interval Constraint Propagation 

We experimented with benchmarks for constraint solvers over real numbers from the public AMPL repository [3]. Each 
problem involves 50-5000 variables and constraints. See the Appendix for sample problems used in the paper or visit 
the AMPL repository for more details. 

We benchmarked our parallel implementation of interval constraint propagation on a quad-core machine at 3GHz 
and with 8G RAM. The best of 8 experimental runs was recorded for each problem and a given number of threads. Each 
OpenMP thread was pinned to a unique CPU core. 

The table in Figure 4 shows the time (in seconds) spent by our parallel implementation of interval constraint 
propagation to solve each constraint satisfaction problem to accuracy of 10–4 or higher. The chart displays the speedup 
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compared to one CPU core. The second column in the table in Fig.4 shows how sparse is each constraint satisfaction 
problem: the number of variables in the biggest constraint and the total number of variables in the constraint satisfaction 
problem. We see that our implementation scales linearly to many CPU cores for sparse and dense constraint satisfaction 
problems.  
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artif 3/5000 0.281 0.203 0.172 0.141 
bdvalue 3/100 17.61 8.000 5.437 4.156 
broydn3d 3/1000 2.625 0.641 0.422 0.297 
cbratu2d 6/529 8.375 3.813 2.734 2.063 
cbratu3d 9/2000 2.500 1.031 0.766 0.609 
chandheq 64/64 0.188 0.078 0.063 0.047 
chemrcta 5/200 47.38 20.06 13.72 9.547 
chemrctb 2/100 9.671 5.203 3.078 2.391 
integreq 127/127 3.969 1.984 1.469 1.203 

Fig. 4. Scalability data for parallel interval constraint propagation. 

6 Concluding Remarks 

This paper presented a scalable parallel implementation of interval constraint propagation. 
The value and the novelty of our implementation is that it scales well to many processors with shared memory for 

large sparse and dense constraint satisfaction problems. Our experiments showed that interval constraint propagation 
can be highly scalable even if the constraint satisfaction problem is sparse and each constraint involves very few vari-
ables. The key feature of our implementation that unlocks scalability for sparse constraint satisfaction problems is the 
very small amount of synchronization across the threads. 

We plan to benchmark and tune our implementation of interval constraint propagation for machines with a large 
number of CPU cores. Another direction for our future research is to achieve scalability to many processors with shared 
memory in the case where interval constraint propagation stagnates.  
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Appendix 

For convenience, this section lists the constraint satisfaction problems from the public AMPL repository [3] that we 
used to benchmark our parallel implementation of interval constraint propagation. 

artif 

const int N = 5000; 
all (i = 2, 1, N+1; x[i] >= 0.00001; 

(-0.05*(x[i] + x[i+1] + x[i-1]) + atg( sin( i*x[i] ) )) = 0); 
x[1] = 0.0; x[N+2] = 0.0; 
 
Mathematical notation for the same constraints is N = 5000, x1 = xN+2 = 0, xi ≥ 0.00001, and −0.05⋅(xi + xi+1 + xi−1) + arctg 

sin(i⋅xi) = 0 for i = 2, …, N+1. 

bdvalue 

const int ndp = 100; 
h=1/(ndp-1); 
all(i = 2, 1, ndp-1; x[i] > -1; 

( -x[i-1]+2*x[i]-x[i+1]+0.5*h^2*(x[i]+i*h+1)^3 ) = 0); 
x[1] = 0.0; x[ndp] = 0.0; 

broydn3d 

const int N = 1000; 
kappa1 = 2.0, kappa2 = 1.0; 
all(i = 1, 1, N; x[i] = [-1,1]); 
(-2*x[2]+kappa2+(3-kappa1*x[1])*x[1]) = 0; 
all(i = 2, 1, N-1; (-x[i-1]-2*x[i+1]+kappa2+(3-kappa1*x[i])*x[i]) = 0); 
(-x[N-1]+kappa2+(3-kappa1*x[N])*x[N]) = 0; 

cbratu2d 

const int p = 23; 
lambda = 5.0; h = 1/(p-1); c = h^2/lambda; 
all(i = 2, 1, p-1; all(j = 2, 1, p-1; 

(4*u[i,j]-u[i+1,j]-u[i-1,j]-u[i,j+1]-u[i,j-1]- 
c*exp(u[i,j])*cos(x[i,j])) = 0)); 

all(i = 2, 1, p-1; all(j = 2, 1, p-1; 
(4*x[i,j]-x[i+1,j]-x[i-1,j]-x[i,j+1]-x[i,j-1]- 

c*exp(u[i,j])*sin(x[i,j])) = 0)); 
all(j = 1, 1, p; all(i = 1, 1, p; u[i,j] = [-1,1]; x[i,j] = [-1,1])); 
all(j = 1, 1, p; u[1,j] = 0.0; u[p,j] = 0.0; x[1,j] = 0.0; x[p,j] = 0.0); 
all(i = 2, 1, p-1; u[i,p] = 0.0; u[i,1] = 0.0; x[i,p] = 0.0; x[i,1] = 0.0); 

cbratu3d 

const int p = 10; 
lambda = 6.80812; h = 1/(p-1); c = h^2/lambda; 
all(i = 2, 1, p-1; all( j = 2, 1, p-1; all(k = 2, 1, p-1; 

u[i,j,k] = [-1, 1]; x[i,j,k] = [-1, 1]; 
(6*u[i,j,k]-u[i+1,j,k]-u[i-1,j,k]-u[i,j+1,k]-u[i,j-1,k]-u[i,j,k-1]-u[i,j,k+1]-

c*exp(u[i,j,k])*cos(x[i,j,k])) = 0; 
(6*x[i,j,k]-x[i+1,j,k]-x[i-1,j,k]-x[i,j+1,k]-x[i,j-1,k]-u[i,j,k-1]-u[i,j,k+1]-

c*exp(u[i,j,k])*sin(x[i,j,k])) = 0 
))); 



248 Ershov Informatics Conference 2011 

all(j = 1, 1, p; all(k = 1, 1, p; 
u[1,j,k] = 0.0; u[p,j,k] = 0.0; x[1,j,k] = 0.0; x[p,j,k] = 0.0 

)); 
all(i = 2, 1, p-1; all( k = 1, 1, p; 

u[i,p,k] = 0.0; u[i,1,k] = 0.0; x[i,p,k] = 0.0; x[i,1,k] = 0.0 
)); 
all(i = 2, 1, p-1; all(j = 2, 1, p-1; 

u[i,j,1] = 0.0; u[i,j,p] = 0.0; x[i,j,1] = 0.0; x[i,j,p] = 0.0 
)); 

chandheq 

const int n = 64; 
c = 1; 
all(i = 1, 1, n; x[i] = i/n; w[i] = 1/n; h[i] = [0, 1]); 
all(i = 1, 1, n; 
 sum (j = 1, 1, n; -0.5*c*w[j]/(x[i]+x[j])*h[j]*x[i]*h[i] + h[i]) = 1.0 
); 

chemrcta 

const int n = 100; 
pem = 1.0; peh = 5.0; d = 0.135; b = 0.5; 
beta = 2.0; gamma = 25.0; h = 1/(n-1); 
cu1 = -h*pem; cui1 = 1/(h^2*pem)+1/h; cui = -1/h - 2/(h^2*pem); 
ct1 = -h*peh; cti1 = 1/(h^2*peh)+1/h; cti = -beta -1/h - 2/(h^2*peh); 
all(i=1,1,n; t[i] = [0,1]; u[i] = [0,1]); 
(cu1*u[2]-u[1]+h*pem) = 0; (ct1*t[2]-t[1]+h*peh) = 0; 
all(i=2,1,n-1; 

(-d*u[i]*exp(gamma-gamma/t[i])+(cui1)*u[i-1] + cui*u[i] + u[i+1]/(h^2*pem)) = 
0; 

(b*d*u[i]*exp(gamma-gamma/t[i])+(cti1)*t[i-1] + cti*t[i] + t[i+1]/(h^2*peh)) = 
0 

); 
(u[n]-u[n-1]) = 0; (t[n]-t[n-1]) = 0; 

chemctrb 

const int n = 100; 
pe = 5.0; d = 0.135; b = 0.5; gamma = 25.0; 
h = 1/(n-1); ct1 = -h*pe; cti1 = 1/h + 1/(h^2*pe); cti = -1/h-2/(h^2*pe); 
all(i = 1, 1, n; t[i] <= 1); 
(ct1*t[2]-t[1]+h*pe) = 0; (t[n]-t[n-1]) = 0; 
all(i = 2, 1, n-1; 
 d*(b+1-t[i])*exp(gamma-gamma/t[i])+cti1*t[i-1]+cti*t[i]+t[i+1]/(h^2*pe)=0 
); 

integreq 

const int N=127; 
h = 1/(N+1); x[1] = 0; x[N+2] = 0; 
all(i = 1, 1, N; t[i+1] = i*h; x[i+1] < 1); 
all(i = 1, 1, N; 

( x[i+1]+h*( (1-t[i+1])*sum (j = 1, 1, i; t[j+1]*(x[j+1]+t[j+1]+1)^3) + 
t[i+1]*sum(j = i+1, 1, N; (1-t[j+1])*(x[j+1]+t[j+1]+1)^3)/2) ) = 0 

); 
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Abstract. This paper discusses the problem of ensuring backward compatibility between new and old versions of 
software components (e.g., libraries). Linux environment is considered as the main example. Breakage of the com-
patibility in a new version of a software component may result in crashing or incorrect behavior (at binary level) or 
inability to build (at source level) of applications targeted at a previous version of the component when the applica-
tions are used with the new version of the component. The paper describes typical issues that cause backward com-
patibility problems at binary level and presents a new method for automatic detection of such issues during compo-
nent development (focusing on changes in structure of interfaces). C/C++ language is used as the main example. 
Unlike the existing means, the suggested method can verify a broad spectrum of backward compatibility problems by 
comparing function signatures and type definitions obtained from the component’s header files in addition to analyz-
ing symbols in the component’s binaries. Also, this paper describes an automated checker tool that implements the 
suggested method with some results of its practical usage. 
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1. Introduction 

Software components that provide application programming interfaces (API) to other software components play an im-
portant role in the architecture of computing systems. Such components can be combined together to form whole soft-
ware platforms. Usually, one may distinguish three main layers in the software stack of a computing system - operating 
system kernel, system libraries and applications. System libraries rely on the kernel and each other to provide higher 
level functionality API to applications. 

In the modern operating systems and especially in Linux, there are a lot of system libraries and other software 
components that are rapidly evolving with new versions appearing quite frequently, every few months in average. Ap-
plications are developed in parallel with this evolution. As a result, different versions of applications rely on different 
versions of system components. And it is typical that a system library has to be updated in the system to meet the needs 
of a new application being installed into the system. But it is crucially important to ensure that the new version of the 
library keeps binary compatibility with the previous version so that old applications continue working together with the 
new library version successfully. 

Backward binary compatibility is a characteristic of a new version of a software component against an old version 
of the same component to guarantee that applications (and other components) working with the old version keep work-
ing correctly with the new version without recompilation. 

Source level backward compatibility means that applications and other dependent components need to be rebuilt in 
order to work with the new version of the base component. But no changes in source code are necessary – only recom-
pilation and rebuild. 

There are intentional and unintentional changes that can break backward compatibility. Intentional changes may 
occur when developers of the library decide that breaking compatibility is paid off by some significant additional value 
that is impossible without applying the change. Unintentional changes occur when developers do not realize that some 
changes in the code can result in breaking backward compatibility (at binary or source level or both) because they are 
focused on solving functional problems at the moment of the change.  

There are well-known public stories when developers of libraries came to know about breaking backward com-
patibility from user complaints after releasing new versions of their libraries. For example, in October 2007 developers 
of the popular C++ standard library libstdc++ occasionally changed the order of declaring methods in a class, which 
resulted in changing the structure of the corresponding virtual table and loosing backward binary compatibility with the 
previous versions. This was a bright example of an unintentional compatibility break. In 2009 FreeType2 developers 
changed the structure of PS_FontInfoRec_ data type, but this resulted in many complaints from users so that 
FreeType2 had to revert the change in the next version of the library. One of the recent cases (Nov 2010) that created 
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high user resonance was removing symbol versions from the 2.7.8 release of libxml2 library. 
This paper discusses the problem of easy automated verification of backward compatibility for software compo-

nents. The first step towards this goal is static analysis of the structural changes in the component interfaces at the bi-
nary level and it is this step that is the focus of the article. The main advantage of this step is that it can be easily applied 
to any component without significant efforts while allowing to detect quite a number of practical issues (see statistics in 
Section 4). C/C++ programming languages and Linux are used as the target environment in this article. Meanwhile, the 
static analysis of the structure of binary interfaces cannot detect changes that affect backward compatibility through 
changing function’s semantics (behavior). That’s why we suggest the further steps if this level of changes needs to be 
checked. Generally, for detecting backward compatibility problems related with changes in semantics, it is recom-
mended to use run-time testing techniques (e.g., see [1]-[7] for Linux domain specific run-time testing frameworks). 

The paper contains three main sections. The first section presents classification of the most popular problems in 
backward binary compatibility and their root causes. The second section overviews existing approaches to mitigate the 
backward binary compatibility issues. The third section contains the description of the presented approach for the “first 
step” and the corresponding tool with some results of its practical usage. Steps to further improve automatic means for 
backward compatibility verification are discussed in the conclusion. 

2. Types of Backward Binary Compatibility Problems and Their Root Causes 

We have identified 8 main types of changes in C/C++ source code of library implementations that can cause vari-
ous backward binary compatibility problems. This analysis was performed based on available papers describing rules 
for developing libraries for Linux [8]-[10] and based on studying C/C++ function calling conventions in Application 
Binary Interface (ABI) specifications of the most popular microprocessor architectures such as x86, x86-64, PowerPC, 
Itanium, S390 and ARM.  

The main types of backward binary compatibility problems identified are: 

1. Removing Functions from the Library 
2. Changing Virtual Table Structure 
3. Changing the Number or Order of Function Parameters 
4. Changing “static” Specifier of Class Methods 
5. Changing Types of Function Parameters 
6. Changing Type of Function Return Value 
7. Changing Values in Enumeration Types or Macros 
8. Overriding Virtual Functions 

The research on identifying other types of dangerous changes is still in progress (now we are performing system-
atic analysis of the C and C++ language standards). Meanwhile, the identified 8 types cover the major part of the 
changes that we have seen in our practice (also see statistics in Section 4). 

3. Existing Approaches to Address Backward Compatibility 

There are a number of methods used by library and application developers to mitigate risks associated with breaking 
backward binary compatibility in new versions of software components. These methods include both technical and or-
ganizational means. 

There are tools that can automatically check for missing symbols in the new library version against some old li-
brary version (checker tools for symbol presence). Examples include dpkg-gensymbols [11], chkshlib [12], 
cmpdylib [13], cmpshlib [14]. These tools extract lists of public symbols from two versions of the library and com-
pare them. The tools use only binary versions of libraries to perform this analysis. Unfortunately, this allows detecting 
only the first type of issues (Excluding Functions from the Library) and not all the types described in Section 2. 

Creating run-time tests that can be run against new library versions and detect all dangerous changes both in ABI 
structure and semantics is the most powerful technical method to prevent backward compatibility regressions. There are 
frameworks for automated development of run-time tests (e.g., [1]-[7]). But the main problem is that run-time tests have 
to be specifically developed for every API in the target software component. This means huge amount of effort for cre-
ating a run-time testing suite for each target component. In real world, only few developers can afford creating good 
run-time testing suites for their components. 

There are a number of approaches based on creating compatibility layers on top of the new library version that 
can simulate binary interface of the old library version [15]-[17]. Such compatibility layers seem to applications as if 
they are the old library and they translate all old ABI calls to proper ABI calls of the new library. Construction of a 



 Ponomarenko A., Rubanov V.   Automatic Detection of Backward Binary Compatibility Problems 251

compatibility layer can be usually automated based on some formal description/specification of the mapping between 
the old and the new ABI. However, such mappings must be created manually and thus cover only known (intentional) 
changes of ABI and may miss occasional changes that break ABI unintentionally. ReBA approach [17] suggests fully 
automated solution for constructing compatibility layers based on analyzing the log of specific refactoring code changes 
that were applied to the old library version to get the new one. Such logs can be retrieved from an IDE like Eclipse that 
automatically logs all refactorings and deletions. However, full change logs are not always available. One more com-
mon drawback of compatibility layers that should be mentioned is performance and memory overhead. 

The main method for indicating the degree of changes in backward binary compatibility of a new library version is 
explicit version numbering (versioning). At the library level, each library has a name (soname) that reflects the major 
version of the library ABI. Applications are built against particular version of library (soname) and will fail to load if 
the library with the same soname is missing in the system. Changing soname of a library means significant incompatible 
changes in ABI. Meanwhile, library versioning is just the means of communicating intentional ABI changes from li-
brary developers to library users. Unfortunately, there are cases when unintentional ABI changes occur even when just 
micro version of the component is changed (for example, see the cases mentioned in the Introduction). 

GNU development environment allows versioning of binary symbols in libraries. This enables existence of sev-
eral implementations of the same function in a library. The scenario for using this is adding a new function implementa-
tion version each time any incompatible changes in function behavior or ABI occur. Applications can be built to use 
specific versions of necessary functions. So, for example, the same library can provide old function version to one ap-
plication and the new function version to another. This approach helps to maintain backward binary compatibility for 
the cost of increasing library size and complexity of maintaining the number of different function implementations. Of 
course this method works only for intentional changes in binary compatibility and cannot prevent problems due to unin-
tentional effects. 

It is possible for application developers to statically link a specific version of necessary library with the applica-
tion code. In this case, there is no external dependency on system library and thus no problem of backward binary com-
patibility arises at all. However, this way has two significant drawbacks - increasing the size of application binary and 
inability to update the library without application recompilation. The latter issue is best seen when some security up-
dates are released for the library. Static linking will prevent using the updated library version and will expose the appli-
cation to the security problems. In the normal scenario of using shared library the problem would be automatically fixed 
during regular system update. 

4. Suggested Method and Tool 

Our approach is targeted at enabling an automated tool that can check all the kinds of changes that cause backward bi-
nary compatibility problems described in Section 2. In order to achieve this, we suggest not just analyzing binaries of 
the target library versions but also parsing library header files and comparing type definitions and function signatures in 
the corresponding intermediate representations of the syntax tree structures. We have implemented this approach in a 
tool called abi-compliance-checker. Some interesting details of internal architecture and design findings are pre-
sented below. 

At the first stage, the abi-compliance-checker tool uses readelf utility to extract the lists of symbols (in-
cluding different symbol versions) from the old and new library binaries (.so files). This allows understanding which 
functions are exposed as public for the library and detect added/removed functions. 

At the second stage, we take two sets of library headers and feed them to gcc parser with the additional fdump-
translation-unit and fdump-class-hierarchy options, which allows dumping intermediate representation of 
the syntax trees and consequently allows structured understanding of signatures of all functions and corresponding data 
type definitions as well as the layout of class v-tables. 

Based on this information it is possible to analyze the two dumps of information and automatically detect all the 
changes that can cause problems presented in the Section 2. The analysis is done using “function by function” compari-
son of function signatures in the two syntax trees. Corresponding subtrees for each function are recursively traversed 
and corresponding nodes (parameters, return values, their types and constituent subtypes, etc.) are compared to analyze 
if their differences are “dangerous” or not (e.g., if the size of the type is changed or not).  

We divide found issues into three categories by their “severity level” - high, medium or low. High severity issues 
include missing entire binary symbols, medium severity issues cover possible data corruption or misreads and, finally, 
low severity issues indicate changes that can be reflections of possibly incompatible semantic changes. Detailed map-
ping between different code changes and their severity levels is given in Table I. 
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Table 1. Severity of code changes that affect backward binary compatibility 

Kind of Changes Language Severity 
Removing functions from the library C/C++ High 
Changing virtual table structure C++ High 

C++ High Changing the number or order of parameters 
C Medium 

Removing the last parameter with non-important 
semantics C Low 

destructive C/C++ Medium 
non-destructive C++ Medium Changing type of a 

parameter 
non-destructive C Low 
struct <-> intrinsic  C/C++ Medium 
destructive C/C++ Medium Changing type of 

return value 
non-destructive C/C++ Low 

Adding/removing “static” specifier of a method C++ Medium 
Changing values in Enumeration types or macros C/C++ Low 
Overriding virtual functions C++ Low 

 
Sometimes, it is not obvious what the specific library consists of in terms of particular files in the system. To “de-

fine” each library version we support so called “library descriptor” as an additional input to the abi-compliance 
checker tool that identifies the necessary library version to analyze. Such descriptor is created separately for each li-
brary version as an XML-file with three main sections - <version>, <headers> and <libs>. <version> section sets 
the library version id to use in the reports. <headers> section defines paths to directories or individual files that con-
tain library header files. <libs> section defines paths to directories or individual files with binary .so files for the li-
brary. Please note that a library may contain more than one .so file and we support this scenario by allowing analyzing 
the set of files as a whole. 

Also, there are a number of optional sections in the library descriptor that can specify additional data necessary to 
correctly parse the header files, resolve external undefined symbols, skip some headers, individual functions or opaque 
types because some of them can be internal and should not be included in ABI compatibility analysis to prevent false 
positives in the reports. 

An HTML report is generated as output of the abi-compliance-checker tool, which visualizes the results of 
comparing ABI of two versions of the input library. All issues are divided by category (issues with functions and issues 
with data types) and by severity. For all data type issues, lists of particular functions they affect are presented. 

Results in the abi-compliance-checker report can be filtered in the context of a specific application. There is 
an optional parameter that specifies an application binary. If this parameter is provided then abi-compliance-
checker will automatically detect all external functions (binary symbols) that are required by this application from the 
examined library and will report only those backward binary compatibility issues that affect this particular application 
(i.e., problems in the functions or corresponding data types that are actually used by the application). 

Table 2. Detected ABI changes in practical study 

Kind of ABI Change Detected Severity Count % 
Removing functions from the library High 10040 51.72% 
Changing virtual table structure High 300 1.55% 
Changing the number or order of 
parameters Medium 445 2.29% 

destructive Medium 1971 10.15% Changing type of a 
parameter non-destructive Low 3923 20.21% 

destructive Medium 23 0.12% Changing type of 
return value non-destructive Low 633 3.26% 
Adding/removing “static” specifier Medium 26 0.13% 
Changing values in Enumeration types 
or macros Low 1291 6.65% 

Overriding Virtual Functions Low 760 3.92% 
 
The abi-compliance-checker has been tested on 255 Linux libraries (78 C++ and 177 C) (as of 15.02.2011). When 

selecting the libraries we tried to cover the most popular ones - we used information about the usage frequency of various 
libraries available in the LSB Navigator [18] and we preferred libraries included in the Linux Standard Base (LSB) [19]. 
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Over 4943 different versions have been processed of the 255 libraries (usually, there were many different versions 
of the same library, which were analyzed sequentially). 19412 issues with backward binary compatibility have been 
detected. Distinction between intentional and unintentional changes has not been inspected. Statistics for the detected 
change kinds are given in Table II. Detailed data on particular changes detected in this analysis have been published in 
[20]. Please note that Table II contains fewer lines than Table I. This is because Table I is for source code changes 
while Table II is for the consequences of these changes at the binary level. So some kinds of source code changes merge 
to the same kind of binary compatibility problem, for example, changing the number or order of parameters in a C++ 
method leads to excluding the old binary symbol at all. 

The tool has been accepted in the Alt Linux, Debian, FreeBSD, Gentoo, Haiku, Maemo, Mandriva and Ubuntu re-
positories and has been included as an additional checking step into the installation procedure managed by apt and 
rpm5 tools.  

Developers of libssh and Barry library have acknowledged the tool and included it in the main development cy-
cle as mandatory QA step. Also, to the authors’ knowledge, Juniper Routers, Nokia, MStar and Samsung companies 
have been using the tool as part of their internal QA cycle. 

5. Conclusion 

In this paper, we have discussed the problem of backward binary compatibility between evolving versions of shared 
software components. C/C++ and Linux environment were used as the main example. Meanwhile, the approach and the 
findings are applicable to other operating systems, specific ABI conventions and programming languages. We have 
identified 8 different types of possible changes in component source code that can cause breakage of binary interface 
structure. We have suggested a method based on combined binary and header source code static analysis and developed 
a corresponding abi-compliance-checker tool for automatic detection of all the identified types of issues, which is 
not available in the existing tools of the kind. The tool can help component developers to automatically catch unin-
tended changes in the ABI structure in new versions of their components and thus maintain backward binary compati-
bility guarantee for their users. Using the modern mechanisms described in Section 3 for communicating intended ABI 
changes can leverage the tool and help component developers to deliver consistent policy in changing component ABI 
as it evolves. The abi-compliance-checker is a free open-source tool published in [21] and is available in a number 
of major Linux repositories. Also, the tool has been adopted by a number of industrial companies. 

Finally, we believe that the presented method and the tool represent implementation of just the first step (though 
self-sufficient step) towards automatic verification of backward compatibility at various levels. The main advantage of 
this approach is that it is easy and cheap to use without regard to the target component’s size and the number of its inter-
faces. Also it does not require a working run-time environment in order to do the analysis. Meanwhile, if necessary, the 
next steps can employ actual execution of the target component in a working environment and should be based on run-
time testing to be able to check semantic changes in the component’s interfaces. 

In future work, we plan to do systematic analysis of C and C++ reference standards in order to identify more types 
of possible “dangerous” changes that can cause breakage of backward compatibility separately for binary and source 
levels. We will implement detection of these changes in the new versions of the abi-compliance-checker tool (to 
be renamed to backward-compatibility-checker to reflect capability of detecting both source and binary level 
issues). Analysis of backward compatibility problems for other programming languages (first of all C# and Java) and 
developing checker tools for other development platforms (first of all Windows) is also the topic of future work.  
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Abstract. During the semicentennial history of Computer Science and Information Technologies, several
thousands of computer languages have been created. The computer language universe includes languages
for different purposes: programming languages, specification languages, modeling languages, languages
for knowledge representation, etc. In each of these branches of computer languages it is possible to track
several approaches (imperative, declarative, object-oriented, etc.), disciplines of processing (sequential, non-
deterministic, parallel, distributed, etc.), and formalized models, such as Turing machines or logic inference
machines. Computer language paradigms are the basis for classification of the computer languages. They
are based on joint attributes which allow us to differentiate branches in the computer language universe.
Currently the number of essentially different paradigms is close to several dozens. The study and precise
specification of computer language paradigms (including new ones) are called to improve the choice of
appropriate computer languages for new Software projects and information technologies. This position
paper presents an approach to computer languages paradigmatization (i. e. paradigm specification) and
classification that is based on a unified approach to formal semantics, and an open wiki-like ontology for
pragmatics, formal syntax and informal “style”.

1 The Problem of Computer Language Classification

We understand by a computer language any language that is designed or used for automatic information
processing, i.e. data and process representation, handling and management. A classification of some uni-
verse (the universe of computer languages in particular) consists in means of identification and separation
of items/entities/objects, classes and their roles, and navigation between them.

The History of Programming Languages poster by O’REILLY is well known
(http://www.oreilly.com/news/graphics/prog lang poster.pdf).
It represents chronological and influence relations between 2500 programming languages. Due to the number
of existing computer languages alone, there is a necessity for their systematization or, more precisely, for their
classification. At the same time, classification of already developed and new computer languages is a very
important problem for Computer Science, since software engineers and information technology experts could
benefit by a sound framework for computer language choice of components for new program and information
systems.

At the initial stage of the history of programming and information technology (1950-65), it was possible to
classify computer languages chronologically with annotations like in Herodotus’ “History”, i.e. including lists of
authors, their intentions, personal stories, etc. (Refer to [11] for a story of this kind.) The matter is that at the
first stage almost all computer languages were imperative languages for von Neumann’s computers.

But since the late 60s this approach has become unacceptable. Since then, the variety of computer languages
included not only programming languages, but also specification languages, data representation languages, etc.
Some of these branches included declarative languages (functional in particular).

In the late 70s and the early 80s, new approaches to computer language design appeared (e.g., logical
and object-oriented). Drawing an analogy between Computer Science and other sciences, we could say that
classification of computer languages could be done in the style of Linnaeus (i.e., a taxonomy like: Kingdom –
Phylum – Class – Order – Family – Subfamily – Genus – Species). For example, look at Taxonomic system for
computer languages at http://hopl.murdoch.edu.au/taxonomy.html.

⋆ Research is supported by Integration Research Program 2/12 of Russian Academy of Science.
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However, the 90s and the beginning of the new millennium became the time of rapid growth of existing
and new branches of computer languages such as knowledge representation languages, languages for paral-
lel/concurrent computing, languages for distributed and multi-agent systems, etc. Each of these new computer
languages has its own, sometimes very particular syntax, a certain model of information processing (i.e., se-
mantics or a virtual machine), and its pragmatics (i.e., the sphere of its application and distribution). And
though there were rather small groups of computer languages (e.g., Hardware Description Languages), many
groups had already been crowded (e.g., Specification Languages) and some of them went through the period
of explosion and migration (e.g., Markup Languages). Sometimes computer language experts have difficulties
in putting some languages into one definite group1. Rapid generation of new computer languages will continue
while new spheres of human activities will be computerized. Thereby the situation in computer languages radi-
cally differs from that of the natural sciences: in biology or chemistry the situation is much more static, while in
computer languages it is rather dynamic. Due to these arguments alone, the natural sciences analogies cannot
be adequately adopted to the classification of computer languages.

We think that a modern classification of the computer languages universe can be built upon the flexible
notion of computer language paradigms. In the general methodology of science, paradigm is an approach to
the formulation of problems and their solutions. The term comes from Greek and means “pattern”, “example”
(noun), “exhibit”, “represent” (verb). The contemporary meaning of the term is due to the well-known book
[7] by Tomas Kuhn. Robert Floyd was the first who had explicitly used the term “paradigm” in the Computer
Science context. In particular, he addressed “Paradigms of Programming” in his Turing Award Lecture [5].
Unfortunately, R. Floyd did not define this concept explicitly.

Recently Peter van Roy has published the taxonomy The principal programming paradigms
(http://www.info.ucl.ac.be/∼pvr/paradigms.html) with 27 different paradigms and advocated it in the
paper [13]. Surprisingly, neither the cited paper, nor the textbook [12] by the same author, nor a closely related
Russian textbook [8], provide a convincing and concise definition of the notion Programming Paradigm. We can
refer to the following quotation only: “A programming paradigm is an approach to programming a computer
based on a mathematical theory or a coherent set of principles. Each paradigm supports a set of concepts that
makes it the best for a certain kind of problem.” [13]

We would not like to say that the above definition is irrelevant but it is restricted to programming languages,
and we are afraid that references to the general concept of paradigm as well as the phrase “programming a
computer” are too vague. So we would like to provide our own definition that is more general, more precise and
descriptive, but (we believe) is coherent with the general concept.

Definition 1.

1. Computer paradigms are alternative approaches (patterns) to formalization of information problem formu-
lation, presentation, handling and processing.

2. They are fixed in the form of formal (mathematical) theory and accumulated in computer languages.
3. Every natural class of computer languages is the extent of some paradigm, and vice versa, every computer

paradigm is the intent of some class of computer languages.
4. A paradigm can be characterized by a set of problems/application areas that the paradigm fits better than

the other ones.
5. The educational value of paradigms is to teach to think different about information problems and to choose

the best paradigm to solve them.

Preliminary formulations of the first three clauses have been published in [1, 2]. The fourth clause follows from
the above definition by Peter van Roy. The last clause has been suggested and motivated in [3].

2 The Syntactic-Semantic-Pragmatic Approach

For natural and artificial languages (including computer languages), the terms syntax, semantics and pragmatics
are used to categorize descriptions of language characteristics. The syntax is the orthography of the language.
The meaning of syntactically-correct constructs is provided through the language semantics. Pragmatics is
the practice of use of meaningful syntactically-correct constructs. Therefore the approach that is based on

1 For example, programming language Ruby. “Its creator, Yukihiro “matz”, blended parts of his favorite languages
(Perl, Smalltalk, Eiffel, Ada, and Lisp) to form a new language that balanced functional programming with imperative
programming” (http://www.ruby-lang.org/en/about/ – visited January 20, 2011).
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the features of syntax, semantics and pragmatics could be natural for the specification of paradigms and the
classification of computer languages.

The syntactic aspect of computer language classification should reflect both the formal syntax and the human
perspective. Certainly, it is very important for the compiler implementation whether a particular language has
regular, context-free or context-sensitive syntax. Thus, syntactic properties of computer languages could be
attributes in the classification. These attributes can be brought from formal language theory (e.g., the Chomsky
hierarchy) or any other formal classification of formal languages. But informal annotations (attributes) like
flexibility, naturalness, style (supported by a library of good-style examples), clarity from a human standpoint
(including a portion of syntactic sugar) become much more important.

The role of formal semantics for the classification of computer languages is well known. The major problem
with semantics of computer languages is that different formalisms and different level of formalization are adopted
for different computer languages. This difference makes it extremely hard to compare semantics of different
computer languages. Nevertheless, we think that the problem can be solved by development of multidimensional
stratification of paradigmatic2 computer languages. For example, educational semantics and formal semantics
are two particular semantic dimensions. They can be stratified into levels and layers as follows.

– The layer hierarchy is an educational, human-centric semantic representation. It should comprise 2-3 layers
that could be called elementary, basic, and full. The elementary layer would be an educational dialect of
the language for the first-time study of primary concepts and features. The basic layer would be a subset
for regular users of the language which requires skills and experience. The full layer is the language itself,
it is for advanced and experienced users.

– The level hierarchy is a formal-oriented semantic representation. It should comprise several levels for the
basic layer of the language and optionally for some other layers. The levels of the basic layer could be called
kernel, intermediate, and complete. The kernel level would have executable semantics and provide tools for
the implementation of the intermediate level; the intermediate level in turn should provide implementa-
tion tools for the complete level. Implementation of intermediate level should be of semantics-preserving
transformation. Please refer [10] for example of 3-level hierarchy for programming language C#.

In contrast to syntax and semantics, pragmatics relies upon highly informal expertise and experience of
people that are involved in the computer language life cycle (i. e. design, implementation, promotion, usage and
evolution). In other words, we need to formalize expert knowledge (views) about computer languages, related
concepts, and relations between computer languages. It naturally leads to the idea of representing this knowledge
with an ontology.

“Ontology is the theory of objects and their ties. Ontology provides criteria for distinguishing various types of
objects (concrete and abstract, existent and non-existent, real and ideal, independent and dependent) and their
ties (relations, dependencies and predication)” [4]. Roughly speaking, an ontology is a partial formalization of
knowledge about a particular problem domain (computer languages for instance). This knowledge could include
empirical facts, mathematical theorems, personal beliefs, expert resolutions, shared viewpoints, etc.

3 Towards an Open Temporal Evolving Ontology
for the Classification of Computer Languages

Expert knowledge for pragmatics of computer languages should be formalized in an open versioned temporal
ontology that includes syntactic and semantic (both formal and informal) knowledge in the form of annotations
and attributes. Openness means that the ontology is open for access and editing. Temporality means that
the ontology changes in time, admits temporal queries and assertions, and that all entries in the ontology are
timestamped. Versioning means that the ontology tracks all its changes. Wikipedia, the free encyclopedia, is a
good example an of open, temporal and versioned ontology.

Let us remark that the History of Programming Languages poster by O’RELLY already defines an on-
tology of programming languages where the class differentiation and navigation method is explicit enumera-
tion of languages, influence lines and chronology. The same holds for History of Programming Languages at
http://hopl.murdoch.edu.au/ (HOPL). HOPL represents historical and implementation information about
an impressive number (>8500) of programming languages. Unfortunately, HOPL is not open for editing, hasn’t
been updated since 2006, and does not deal with any inter-language relations other than language-dialect-variant-
implementation. The situation is different with Progopedia (http://progopedia.ru/), a wiki-like encyclopedia

2 We discuss what is paradigmatic computer language in the next section. To be short, paradigmatic languages are the
most typical ones for a particular paradigm (class).
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of programming languages. It is open for editing and is tracing its history. But Progopedia has poor tempo-
ral navigation means. While HOPL provides some taxonomy instruments, Progopedia only has a trivial one
(language-dialect-variant-implementation). In comparison with HOPL and the O’REILLY poster, Progopedia is
relatively small. At present it contains information about ∼50 languages, ∼80 dialects, ∼190 implementations,
and ∼500 versions. All these “ontologies” do not have means for constructing classes by users or deriving classes,
and only manual navigation among the classes is supported. We believe that a more comprehensive ontology
could solve the problem of computer languages classification, i.e. identification and differentiation of classes of
computer languages and navigation among them.

In the proposed ontology for computer languages, objects should be computer languages (also their levels
and layers), concepts/classes (in terms of DL/OWL) – collections of computer languages that can be specified by
concept terms (in DL), ties (DL-roles or OWL-properties) - relations between computer languages. For example,
Pascal, LISP, PROLOG, SDL, LOTOS, UMLT, as well as C, C-light and C-kernel, OWL-Lite, OWL-DL and
OWL-full should be objects of the ontology. Since we understand computer language paradigms as specifications
of classes of computer languages, and we consider classes of computer languages DL-concepts/OWL-classes, then
we have to adopt DL concept terms as paradigms of computer languages. In this setting, computer language
paradigms and classification will not be taxonomic trees based on property inheritance from sup-class to sub-
class. Objects (i.e. computer languages) of the proposed ontology could be described with different formal
attributes (e.g., formal syntax properties) and informal annotations (e.g., libraries of samples of good style).

Let us remark that the list of formal attributes and informal annotations is not fixed but instead open for
modifications and extensions. Nevertheless, it makes sense to provide certain attributes and annotations for all
objects (e.g., an attribute “date of birth” with various time granularity, or an annotation “URL of an external
link” for references) but allow to assign an indefinite value for them. In contrast, some other attributes and
annotations will be very specific to objects. For example, “try-version” annotation with a link to an easy to
install or web-based small implementation (that can be freeware or shareware) makes sense for elementary levels
or kernel layers.

We have already discussed a number of examples of concepts/classes in the proposed ontology: “has context-
free syntax”, “functional languages”, “specification languages”, “executable languages”, “static typing”, “dy-
namic binding”, etc. (More examples can be found at [16].) All listed examples should be elementary DL-
concepts/OWL-classes. All elementary DL-concepts/OWL-classes should be explicitly annotated by appropri-
ate attributes (“has a context-free syntax”, “is a functional language”, “is a specification language”, etc.).
Non-elementary concepts/classes could be specified by means that are supported by OWL and DL (by standard
set-theoretic operations union and intersection in particular). For example, “executable specification languages”
is the intersection of “executable languages” and “specification languages”. We have some doubts about com-
plement, since the proposed ontology will always be an open-world ontology with incomplete information. For
example, if a language has no explicitly attached attribute “has a context-free syntax”, it does not mean that
the language has no CF-syntax. At present we adopt a temporary solution to use explicit positive (e.g., “has
context-free syntax”, “is a functional language”, “is a specification language”, etc.) and negative attributes (that
are counterparts of positive one, e.g., “DOES NOT have a context-free syntax”, “is NOT a functional language”,
“is NOT a specification language”, etc.) and to use positive DL concept terms for paradigm specification (i.e.
concept terms without complement).

But the proposed ontology should have a special elementary concept/class for paradigmatic computer lan-
guages that comprises few (but one at least) representatives for every elementary concept/class. Of course,
all elementary concepts/classes (including paradigmatic languages) should be created on the basis of expert
knowledge and be open for editing. A special requirement for the proposed ontology should be the following
constraint: every legal (i.e. well-formed) non-empty concept/class must contain a paradigmatic language. This
is common sense: if experts can not point out a representative example of a paradigm, then it should be empty.

Roles/properties in the proposed ontology could also be natural: “is a dialect of”, “is a layer of”, “uses
the syntax of”, etc. For example: “REAL is a dialect of SDL”, “C-light is a layer of C”, “OWL uses the
syntax of XML”. All listed examples are elementary DL-roles/OWL-properties. Standard (positive) relational
algebra operations union, intersection, composition, and transitive closure can be used and are meaningful for
construction of new roles/properties. For example, “uses the syntax of a dialect of” is the composition of “uses
the syntax of” and “is a dialect of”: REAL [9] executional3 specifications “uses syntax of dialect of” SDL [15].
Again we have some doubts about usage of complement and inverse and, maybe, we will adopt the use of explicit
complement and inverse for elementary DL-roles/OWL-properties.

3 Exactly executional, not executable.
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Let us remark that the computer language domain has four domain-specific ties between languages: is a
dialect of, is a variant of, is a version of, and is an implementation of. Of course these ties must be present
in the proposed ontology as elementary DL-roles/OWL-properties. But, unfortunately, there is no consensus
about definition of these ties. For example, Progopedia considers that an implementation can have a version,
while [16] promotes an opposite view that a version can have an implementation. Detailed discussion of this
issue is a topic for further research, but currently we adopt the following definition. Dialects are languages with
joint elementary level. Variants are languages with joint basic level. A version “series” is a partially ordered
“collection” of variants such that every smaller version is a compatible subset of all “later” versions4. An
implementation is a platform-dependent variant of a language.

Universal and existential quantifier restrictions that are used in OWL and DL for construction of new
classes/concepts also could get a natural and useful meaning. An example of existential restriction (in DL
notation): a concept (markup language) ⊓ ∃uses syntaxof : (¬{XML}) consists of all computer languages
that are markup languages but do not use the syntax of the Extensible Markup Language XML; an example
of a language of this kind is LATEX. An example of a universal restriction and a terminological sentence (in DL
notation also) follows: the sentence {XML} ⊑ is dialect of : (¬{ML}) expresses that XML is a dialect of any
computer language but the functional programming “Meta Language” ML.

We would like to emphasize that the proposed ontology for pragmatics of computer languages should be an
open versioned (evolving) temporal ontology. Openness of the ontology will be supported by the wiki technology
for editing. Versioning will be supported by automatic timestamping and history of all edits. Temporality will
be supported by temporal extensions of Description Logic for paradigm specification.

4 Current State of the Project

Recently we have started implementation of a prototype of a computer languages classification knowledge portal
that eventually (we hope) will evolve into an Open Temporal Evolving Ontology for Classification of Computer
Languages. We believe that it will provide Computer Language researchers with a sound and easy to maintain
and update framework for new language design and language choice/selection tools for new Software engineers
and Information Technology managers.

The prototype is designed for small-scale experimentation aims, and at present does not support full func-
tionality. The prototype is implemented as a web application, so “experts” (i.e. members of the laboratory) can
enter it with a web browser. The interface allows users to view and edit information contained in the portal,
which is formed as an ontology.

The main elements of the prototype ontology are computer languages (objects of the ontology), elementary
classes of languages (arbitrary, explicitly user-specified subsets of the set of objects), relations between the
languages (binary relations over the set of objects), attributes (mappings from the set of languages to some
external data types, e.g. text strings, URL’s) and the Knowledge Base (Description Logic statements that
represent laws of the problem domain of Computer Languages). The data is represented internally as an RDF-
repository. All these entities can be viewed and modified directly by the user.

Two main services (that are already provided) are the ontology model checker and visualization. The model
checker is used for computing classes of objects and ties from specifications (concept and role terms), and for
checking consistency of the ontology (data and the Knowledge Base). Visualization is used for displaying classes
and ties graphically.

The model checker is an explicit-state model checker for description logic ALBO/FCA [14]. This logic is
expressively equivalent to ALBO, but has two special constructs for concept terms borrowed from Formal
Concept Analysis (FCA) [6]. These constructs are upper and lower derivatives. (The lower derivative is the
same as the window operator.)

Why do we use a model checker as a reasoning tool instead of any available DL inference machine (like
Fact++, Kaon2, etc.)? Because our ontology is for empirical expert knowledge about rapidly developing and
changing domain of Computer Languages, not a domain with a set of predefined domain-specific laws. We use
an explicit-state model checker (not a symbolic one) since the domain numbers thousands of objects, i.e. it fits
explicit state representation well.

Why are we developing a self-contained tool for the ontology instead of using some other ontology tool (Pro-
tege for instance)? Since we developing a tool for a small community-oriented ontology of Computer Language

4 Several incompatible versions can coexists. For example, Object C and C++ are object-oriented variants of C, but for
sure these two languages are incompatible.
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experts, where people would like to use a simple interface instead of studying a manual or a tutorial before
using the tool.

One of our goals is supporting the open world assumption in the ontology. While it isn’t currently imple-
mented fully, basic features are available through using the so called dual elements. Each elementary class and
each elementary relation have corresponding dual classes and relations. While a elementary class itself contains
knowledge about languages belonging to it, its dual class contains knowledge about languages not belonging
to the elementary class. Such an approach allows to express negative open world information effectively and
support negative queries.

It was decided to import “knowledge” about computer languages from other open Internet resources in
order to test basic ideas, design and solutions of the developing ontology. We have developed custom tools for
extracting relevant data from the Open World Knowledge Base FreeBase (http://www.freebase.com/) and
the Free Encyclopedia of Programming Languages Progopedia. As a result of the data import, the content of of
the developing prototype comprises 1238 computer languages, 72 elementary classes corresponding to language
paradigms and some other computer languages properties, 2 elementary relations is a dialect of and influenced
by (unfortunately, there were no other formalized relations acceptable for importing in the sources), languages’
attributes (e.g. date of creation, etc.). Unfortunately the sources mentioned above do not contain formalized
assertions that could be placed into the ontology’s axiom set. They also do not support the open world model
so the dual elements of the ontology were left empty although they can be filled up manually by experts.

Let us finish this position paper with our to-do list. First we are going to implement temporal assertions
and temporal queries. Next we would like to prototype a multiuser version (the current version is single-user).
After that we will publish the ontology in the intranet of the hosting Institute of Informatics Systems and
at Novosibirsk State University for teaching program language curricula and for public testing. We hope to
complete this list within a year.
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Abstract. The new kind of axiomatic semantics of programming languages called mixed axiomatic se-
mantics is suggested. It allows the simplification of the verification conditions in many cases. Improvements
made to the two-level C program verification method that are based on the mixed axiomatic semantics are
described. Examples which illustrate the advantages of this method are considered.

1 Introduction

The C language is widely applied in system programming and therefore C program verification is an actual
problem. The two-level C program verification method [11, 9, 10] has been developed in the laboratory of theo-
retical programming of Institute of Informatics Systems. This method is applied to the C-light language which
is a powerful subset of the ISO C language [4].

The valid base types of C-light are void, integer types, real types and enumerations. The derived types are
pointers, arrays, structures and functions. C-light covers all C statements. In C-light the expressions evaluation
order is fixed strictly. The arguments of operators and functions are evaluated right-to-left and initializing
expression lists are evaluated left-to-right. All variable and type names are unique. The last restriction is
convenient for theoretical scheme and can be removed in practice by renaming. The peculiarity of C-light is
that it has a formal operational semantics [9].

To verify C-light programs we first translate them to C-kernel programs. The C-kernel language is a subset
of C-light. Then we generate verification conditions on the basis of the C-kernel axiomatic semantics. All
expressions in C-kernel are in the normal form. The number of side effects in normalized expressions is reduced
to minimum and the operators with control points (for example logical operators) are absent. The normalized
expression does not contain conditional operators, comma operators, logical operators, simple and compound
assignments, increment and decrement operators. The declaration lists are allowed only in function declarations.
Any other declaration defines one object exactly. The initializers contain only normalized expressions. The C-
kernel statements are an expression statement, an if statement with mandatory else branch and normalized
condition, a while statement with normalized condition, a goto statement, a return statement, or a compound
statement.

The two-level C program verification method has theoretical justification. Theorems of correctness of transla-
tion of C-light into C-kernel and soundness of the C-kernel axiomatic semantics have been proven [10]. Another
advantage of the method is thorough operational and axiomatic formalizations of the C-light language. On
the one hand, this allows us to express fine properties (for example, memory sharing). On the other hand,
this leads to cumbersome verification conditions. To overcome this problem, this paper presents the mixed

⋆ This research is partially supported by RFBR grant 11-01-00028-a and integration project RAN 14/12.



262 Ershov Informatics Conference 2011

axiomatic semantics method that is a combination of the two-level C program verification method with the
C-kernel mixed axiomatic semantics. The word ”mixed” means that there can be several inference rules for the
same program construction which are unambiguously applied depending on its context. In many cases use of
specialized inference rules allows the simplification of verification conditions.

2 Operational Semantics of C-Light Language

The abstract C-light machine (ACM) [11] which defines the operational semantics of C-light operates with
meta-variables by abstract functions. We modify the ACM as compared with [11] by reduction of a number of
meta-variables (for example, the meta-variables MeM and MB go into the abstract functions mem and mb on
the hypothesis that memory for variables is allocated beforehand) and revision of the set of abstract functions.

Let Locations be the set of addresses and CTypes be the union of all valid C-light types. The meta-variable
MD ∈ Locations→ CTypes defines the values stored in the memory. The meta-variable V al ∈ CTypes stores
the value returned by a function or by an operator. Let Names be a set of all program names. All program
variables from Names are also meta-variables of the ACM.

A mapping from meta-variables to their values is called a state of the ACM. The set of all states is denoted
by States.

A number of abstract functions is used to define how the ACM works. Here we present only those which are
used in the examples in Sect. 4.

Let Nat be the set of nonnegative integers. The functions mem ∈ Names→ Location and mb ∈ Names×
(Nat ∪Names)→ Locations define memory allocation. The function mem(x) returns the address of identifier
x. The function mb(e, id) returns the address of element e[id] of array e or the address of field e.id of structure
e.

Let LogTypeSpecs be the set of logical names of types which are logical representations of abstract names
of types [4]. The functions tp ∈ Names → LogTypeSpecs and std ∈ Names → LogTypeSpecs define types of
identifiers. The function tp(x) returns the type of variable x. The function std(t) returns the type connected
with identifier t in typedef -declaration, structure or enumeration declaration. These functions are program-
dependent. They are computed for each program before executing it by the ACM.

The function cast(e, τ, τ ′) converts the value e of type τ to the value of type τ ′. The function

binopsem(op, v, v′, τ, τ ′)

returns the value of the binary operation op w.r.t. arguments v and v′ of types τ and τ ′. The function type(e)
returns the type of the expression e. The function val(e,MD) calculates the value of expression e. The function
addr(e,MD) calculates the address of expression e. Their semantics is defined according to the C programming
language standards [4].

The configuration of the ACM is the pair ⟨P, σ⟩ where P is a program fragment and σ is a state. The axioms
of operational semantics have the form ⟨A, σ⟩ → ⟨B, σ′⟩. It means that one execution step of program fragment
A started in the state σ leads to the state σ′ and B is the fragment remained to execute. Let ⟨A0, σ0⟩ →∗ ⟨A, σ⟩
denote that there are n, σ1, ..., σn such that ⟨Ai, σi⟩ → ⟨Ai+1, σi+1⟩ for 0 ≤ i ≤ n− 1, An = A and σn = σ. All
semantics rules have the form

P1, . . . , Pn
⟨A, σ⟩ → ⟨B, σ′⟩

.

It means that when the conditions P1, . . . , Pn hold we can pass from the configuration ⟨A, σ⟩ to the configuration
⟨B, σ′⟩. For example, the rule for a simple assignment operator [9] has the form:

⟨e0, σ⟩ →∗ ⟨LV al(v′, c′), σ′⟩ , ⟨e, σ′⟩ →∗ ⟨LV al(v′′, c), σ′′⟩ ,
v = cast(v′, type(e0), type(e))

⟨e = e0, σ⟩ → ⟨LV al(v, ω), σ′′(MD ← upd(MD, c, v))⟩ .

Here e0 does not contain function calls and cast operators. The construction LV al(v, c) denotes the value
returned by an expression. It is characterized by the value v and the address c (v is stored at c). The case c = ω
means that v is not an lvalue [4]. The function upd(f, x, e) returns the function f ′ that differs from f only at x
and f ′(x) = e. The record σ(V ← e) denotes the state σ′ that is obtained from σ by setting the value of the
expression e in the state σ to the metavariable V .
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3 Mixed Axiomatic Semantics of C-Kernel Language

The axiomatic semantics of C-kernel language [10] is defined as a calculus of Hoare triples with the environment:
E ⊢ {P}S {Q}. The environment E includes information about pre- and postconditions of functions, invariants
of labels, an identifier of a function, to body of which the program fragment S is contained, jumps caused
by goto statements or return statements and so on. A higher-order logic language is used as the annotation
language.

The axiomatic semantics uses the terminology of the ACM — metavariables and abstract functions, but
where the semantics of abstract functions changes. The functions mem, mb, binopsem, cast are considered
uninterpreted ones. They are interpreted at the verification condition proving stage. The functions val and
addr have only one argument – a C-expression – and translate it to the corresponding term of the annotation
language instead of its computation. Functions tp, std, type coincide with the corresponding functions of the
ACM.

As mentioned above the mixed axiomatic semantics is based on variance of axiomatic definitions of program
constructions. This variance can be obtained either directly by use of several inference rules for the same
program construction or indirectly by variance of definitions of abstract functions. Let us consider both cases on
examples. To get the unambiguity of inference we use forward tracing [8]. We deduce the verification conditions
by eliminating left statements.

The common rule for the return statement [10] has the form:

E′ ⊢ {∃V al′ (P (V al← V al′) ∧
V al = cast(val(e)(V al← V al′), type(e), τ))} A {Q}

E ⊢ {P} return e; A {Q}

Here τ is the return type of a function associated with the program fragment return e;. It is extracted from
the environment E. The record P (V ← V ′) denotes the replacement of all occurrences of the metavariable V
in the formula P by V ′. The environment E′ is obtained from E by adding information about a jump caused
by the return statement. This information is used to propagate the jump through A, eliminating local variables
while exiting blocks. In case of this statement variance is obtained by variant definitions of the function val. In
the common case, val(x) =MD(mem(x)), where x is a variable. If x is a non-shared variable, the definition of
val takes the form val(x) = x. A variable is called a non-shared one, if its value is accessible only through its
name. Information about non-shared variables is stored in the environment E.

The common rule for the if statement [10] has the form:

E ⊢ {P ∧ cast(val(e), type(e), int) ̸= 0} A1 A {Q},
E ⊢ {P ∧ cast(val(e), type(e), int) = 0} A2 A {Q}

E ⊢ {P} if(e) A1 else A2 A {Q}

To simplify this rule the additional variant abstract function logval that replaces val in a boolean context
is added:

E ⊢ {P ∧ logval(e)} A1 A {Q},
E ⊢ {P ∧ not(logval(e))} A2 A {Q}
E ⊢ {P} if(e) A1 else A2 A {Q}

It has special cases of its definition for boolean operators. For example,
logval(e < e′) = val(e) < val(e′).

The common rule for the simple assignment statement [10] has the form:

E ⊢ {∃MD′ P (MD ←MD′) ∧
(MD = upd(MD′, addr(e)(MD ←MD′),

cast(val(e0)(MD ←MD′), type(e0), type(e))))} A {Q}
E ⊢ {P} e = e0; A {Q}

Here e0 does not contain function calls and cast operators.
The variant of this rule when x is a non-shared variable has the form:

E ⊢ {∃x′ P (x← x′) ∧
(x = cast(val(e0)(x← x′), type(e0), type(x)))} A {Q}

E ⊢ {P}x = e0; A {Q}
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Another variant of this rule when v is a non-shared array has the form:

E ⊢ {∃v′ P (v ← v′) ∧
(v = upd(v′, cast(val(i), type(i), int),

cast(val(e0)(v ← v′), type(e0), type(v[i]))))} A {Q}
E ⊢ {P}v[i] = e0; A {Q}

Variants of axiomatic rules can be based on different operational semantics. For example, non-shared variables
do not have addresses. To conduct the proof of mixed axiomatic semantics soundness we extend the operational
semantics [9] by additional variant rules corresponding to the variant inference rules of the axiomatic semantics.

Let us consider how the operational semantics changes in the case of simple assignment operator. The variant
of this rule is applied when left-hand of the assignment is a non-shared variable:

⟨e0, σ⟩ →∗ ⟨LV al(v′, c′), σ′⟩ , v = cast(v′, type(e0), type(x))

⟨x = e0, σ⟩ → ⟨LV al(v, ω), σ′′(x← v)⟩ .

Another variant we have for the non-shared array:

⟨e0, σ⟩ →∗ ⟨LV al(v′, c′), σ′⟩ , ⟨e, σ′⟩ →∗ ⟨LV al(v′′, c′′), σ′′⟩ ,
v = cast(v′, type(e0), type(x[e]))

⟨x[e] = e0, σ⟩ → ⟨LV al(v, ω), σ′′(x← upd(x, v′′, v′))⟩.

4 Examples

In this section we consider syntactic examples that illustrates advantages of mixed C-kernel axiomatic semantics
in comparison with the standard C-kernel axiomatic semantics.

The first example illustrates the variance of definitions of abstract functions logval and val, based on partial
elimination of binopsem:
{x = 2 ∧ y = 3.14} return x+y; {V al = 5.14}
In the general case, we have logval(x = 2 ∧ y = 3.14) ≡ MD(mem(x)) = 2∧ MD(mem(y)) = 3.14,

logval(V al = 5.14) ≡ V al = 5.14, and val(x+y) ≡ binopsem(”+”,MD(mem(x)),MD(mem(y)), tp(x), tp(y)).
Then the verification condition takes the form:

∃V al′(MD(mem(x)) = 2 ∧MD(mem(y)) = 3.14∧
V al = binopsem(” + ”,MD(mem(x)),MD(mem(y)), tp(x), tp(y)))⇒

V al = 5.14

In the case where we identify the operator + with the function + of the annotation language, we have
val(x+ y) ≡MD(mem(x)) +MD(mem(y)). Then the verification condition takes the simplified form:

∃V al′(MD(mem(x)) = 2 ∧MD(mem(y)) = 3.14∧
V al =MD(mem(x)) +MD(mem(y)))⇒ V al = 5.14

The second example illustrates the variance of definitions of abstract functions logval and val, based on
non-shared variables:
{x = a ∧ a < 0} if(x < 0) return -x; else return x; {V al = −a}
In the general case, we have logval(x = a∧ a < 0) ≡MD(mem(x)) = a∧ a < 0, logval(V al = −a) ≡ V al =

−a, logval(x < 0) ≡ MD(mem(x)) < 0, val(−x) ≡ −MD(mem(x)), and val(x) ≡ MD(mem(x)). Then the
verification condition that corresponds to the then branch of the if statement takes the form:

∃V al′(MD(mem(x)) = a ∧MD(mem(x)) < 0 ∧ V al = −MD(mem(x)))⇒
V al = −a

In the case of a non-shared variable x, we have logval(x = a ∧ a < 0) ≡
x = a ∧ a < 0, logval(x < 0) ≡ x < 0, val(−x) ≡ −x, and val(x) ≡ x. Then the verification condition
that corresponds to the then branch of the if statement takes the simplified form:

∃V al′(x = a ∧ x < 0 ∧ V al = −x)⇒ V al = −a
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The verification condition for the else branch is similar.
The third example illustrates variance of the inference rule for the assignment statement:
{j = a} i = 0; j = j + i; x[i] = j; {x[0] = a}
In the general case, we have logval(j = a) ≡MD(mem(j)) = a, and

logval(x[0] = 0) ≡MD(mb(mem(x), 0)) = 0. The verification condition takes the form:

∃MD3∃MD2∃MD1(

MD1(mem(j)) = a∧
MD2 = upd(MD1,mem(i), 0)∧

MD3 = upd(MD2,mem(j),MD2(mem(j)) +MD2(mem(i)))∧
MD = upd(MD3,mb(mem(x),MD3(mem(i))),MD3(mem(j))))⇒

MD(mb(mem(x), 0)) = a

In case of non-shared variables i, j and x, we have logval(j = a) ≡ j = a, and logval(x[0] = 0) ≡ x[0] = 0.
The verification condition takes the simplified form:

∃x′∃j′∃i′(j′ = a ∧ i = 0 ∧ j = j′ + i ∧ x = upd(x′, i, j))⇒ x[0] = a

Although these examples are purely syntactic they clearly demonstrate the advantages of mixed semantics
method because real programs contain a large amount of similar fragments.

5 Conclusion

The two-level approach is a trend in modern verification projects.
CompCert [7] is the verified compiler for a large subset of C which is called Clight. Source programs are

translated to the Cminor language. This language is a simple low-level typeless processor-independent imperative
language.

Why [3] is a software verification platform which contain an intermediate language of the same name, a
general-purpose verification conditions generator, the tool Krakatoa for the verification of Java programs and
the tool Frama-C for verification of C programs. The generator can be used with many existing provers (PVS,
Z3, Coq, Isabelle/HOL and others).

Dafny [5] is a programming language and a verifier. It includes specification constructs and can be considered
as a modern version of Pascal or as a safe version of C. Dafny programs are translated to the intermediate
language Boogie [6] from which the verification conditions are generated. The SMT solver Z3 is used at the
proof stage of the program verification.

VCC [2] is an industrial-strength verification environment for low-level concurrent system code written in C.
VCC extends C with design by contract features, like pre- and postcondition as well as type invariants. Boogie
is also used as an intermediate language for annotated C programs.

The Verisoft project [1] aims at the pervasive formal verification from the application layer over the system
level software down to the hardware. In this project a subset of C called C0 is used. The Hoare logic environment
is built on top of Isabelle/HOL for a quite generic model of sequential imperative programming language called
Simpl. The C0 is embedded into Simpl and use its verification environment to conduct C0 program proofs.

An advantage of our two-level method is that the C-light language has a formal operational semantics.
Another advantage is that the intermediate language C-kernel is a subset of the target language C-light. This
facilitates justification of translation from the target language to the intermediate language and proof of cor-
rectness of the method as a whole. The method has formal justification including proofs of correctness of C-light
to C-kernel translation and soundness of C-kernel axiomatic semantics.

In this paper we have suggested modifications of the method that allow to simplify verification conditions
generated. First, we have improved the initial two-level method by reduction of a number of meta-variables and
revision of the set of abstract functions, and have modified rules of C-light operational semantics and C-kernel
axiomatic semantics in accordance with these changes. Second, we integrate the mixed axiomatic semantics
into this method. A particular case of mixed axiomatic semantics for non-shared variables was presented in
[8]. This paper generalizes this case. As far as we know, the idea of use of several rules for the same program
construction and their application depending on a program context have never been suggested. In spite of its
simplicity, it allows to simplify the verification conditions considerably. To facilitate the proof of soundness of
the mixed axiomatic semantics, we have presented the appropriate mixed operational semantics, too. A number
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of examples were successfully verified with the help of our method including topological sorting, searching in a
singly linked list, and Shell sorting.

We plan to integrate the mixed axiomatic semantics method into C program verification system SPECTRUM
[10]
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Abstract. A key problem for system testing of a software product is how to certify that the semantics of its require-
ments is adequately realized in the given implementation, or alternatively to find a series of concrete counter-
examples demonstrating the violation of (a) particular requirement(s). This paper formulates three types of require-
ments coverage criteria to determine the adequacy of a test suite. The suggested approach to system testing was vali-
dated in a number of medium and large size industrial projects. 

Keywords: requirement semantics, requirement coverage, system testing and verification. 

1   Introduction 

Current practice of industrial testing of software products utilizes a number of criteria for test coverage [1] to evaluate 
product quality. In this paper, we interpret “product quality” to mean how closely the product matches its requirements. 
Test coverage in this context means how well the source functional requirements are matched onto the test suite which 
checks the product for validation.  

The key problem for this approach is how to certify that requirements are adequately realized in the implementa-
tion or, alternatively, to find concrete counter-examples where one or more requirements are violated.  The difficulty 
stems primarily from the fact that although each source requirement is typically mapped onto a respective test run re-
sult, the adequacy of mapping a requirement onto a test in a test suite is usually not validated. In industrial software 
development, this gap is partially filled with test reviews and/or inspections [2]. However, the subjective nature of these 
activities leaves ample room for residual product defects.  

Various technologies of formal requirements verification have been developed (including [3]) which aim at ensur-
ing correctness and consistency of the source requirements. However, these technologies have so far demonstrated lim-
ited impact on the quality of industrial software products.   

The paper formulates three coverage criteria which we argue ensure that a test suite covers the product require-
ments. We will illustrate the usage of these criteria, relying on the example of the VRS/TAT [4] requirements verifica-
tion and testing tools which use an elaborated combination of model checking and deductive reasoning with the formal-
ism of basic protocols and interacting agents. 

The VRS/TAT tools formally represent system requirements as basic protocols [5].  A basic protocol (BP) is a 
minimally observable step of the system behavior and is expressed as a Hoare triple, i.e., a precondition, an observable 
action, and a postcondition.  The pre- and postconditions describe the relevant subset of the states of the system before 
and after the observable action has been performed, respectively (the set of system variables impacted by the observable 
action).  The BPs may contain symbolic parameters rather than concrete values and thus capture a whole range of 
equivalent system behaviors.  Each BP should be related to one or more source requirements; some requirements may 
be expressed in several BPs, but one BP may also capture several requirements.  Examples in this paper are taken from 
real industrial projects of medium size (2K requirements) formalized within this approach. 

When formalizing system requirements, BPs may be chained into requirements scenarios as use case maps (UCM, 
[6]). A use case map exhibits a causal sequence of labeled events (termed “responsibility points”) on a path from a start 
point to an end point. In this formalism responsibility points are at a level of abstraction above interfaces and interac-
tions and represent things that must be done one after another as the process moves along the path.  Each responsibility 
point on a map is represented by a BP such that the precondition of each BP must be derivable from the postcondition 
of a BP immediately preceding it in a map. Paths may branch into alternatives or concurrent paths, and may join again 
synchronized or unsynchronized. 

Similarly, BPs may be chained into behavior traces, representing tests or observed system behaviors. When the 
BPs use symbolic parameters, the traces will be symbolic. Concrete tests may be derived from a symbolic trace by con-
sistently substituting concrete values for symbolic parameters. The VRS/TAT tools are able to generate traces of ob-
servable events (either concrete events or symbolic events) implied by the formalized requirements. 
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The proposed criteria do not depend on the notion of a BP and its associated formalism. They are applicable to any 
requirements representation and testing technology, as long as the testing process supports a constructive procedure to 
verify that a given requirement holds. While the discussion below relies on the terminology of BP and UCM, we do so 
only for concreteness, and other suitable concepts may be substituted.   The approach was piloted in a number of indus-
trial projects in the area of telecommunications, some results are summarized in the conclusion. 

2   Functional Criterion 

To satisfy this criterion, we propose to associate each requirement with a constructive checking procedure (“criteria 
chain”) which is a series of observable events agreed with the customer. Constructiveness of this checking procedure is 
ensured by the fact that its each step is constructive in terms of conventional testing procedures: check that event X oc-
curred; then check that event Y occurred, etc.  Constituting events being observable, the procedure is therefore well 
defined and suitable for execution by a simple automaton (or human being). When these events appear in a system trace 
in exactly the order given in the criteria chain, the respective requirement is said to be covered by this trace and the sys-
tem is believed to adequately implement the requirement as agreed with the customer. After such set of criteria chains 
has been developed, an automated search through a set of test traces may either verify that the sequences of observable 
events expressed by the criteria chains are present in the test suite or establish that at least some of the chains are not 
present in the test suite.  Cooperation with the customer for identifying objective criteria for requirement coverage is an 
essential aspect of the described approach.  Identifying and reviewing criteria chains constitutes the major manual effort 
within the described approach; most of other related activities are automated.  

If a criteria chain is found in a trace, then the respective requirement is both covered by this trace and is adequately 
implemented up to the values of the observable output variables (to check a complete adequacy of the requirement im-
plementation, these values should be compared to the expected ones at test runs); otherwise the test suite does not cover 
this particular requirement and additional tests must be produced.  

A data structure (traceability matrix) typically maps a source requirement into a criteria chain, see Figure 1 (shown 
in columns “Requirements” and “Scenario of Requirements”). Every chain contains events which form the coverage 
criterion for this requirement. These events must occur in the same order in the formalized requirements [7].  

 The VRS/TAT tools generate test traces from the set of behaviors implied by the requirements in such a way that 
each criteria chain occurs in the set of test traces at least once, which entails complete coverage of the respective re-
quirements. Thus the functional criterion is characterized by the percentage of the criteria chains covered by the given 
test suite which can be established straightforwardly. As the customer should approve the criteria chains, coverage of 
the chains by the test suite establishes a certain level of validity. The traceability matrix is an instrument for mapping 
the requirements (hence criteria chains and respective series of BPs) into test traces and for monitoring the level of re-
quirements coverage during test generation. 

This criterion is a necessary condition for covering all requirements; however, a structural criterion discussed in 
the next section is needed for validating the behavioral properties of the application.  

 
Fig. 1. Source textual requirement, criteria chain, and a reference to a BP which expresses this chain 
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3   Structural Criterion 

This criterion refers to covering paths expressed in the requirements (here exhibited as UCM diagrams representing 
important behaviors) with the generated traces. We distinguish two different structural criteria: a criterion based on ba-
sic protocols and a criterion based on criteria chains.  

With the BP structural criterion, the final set of test traces consists of traces which cover all basic protocols: each 
BP developed during requirement formalization occurs at least once in the set of test traces. However, in spite of the 
fact that all BPs together cover all source requirements, this criterion is relatively weak. It is similar to the well-known 
C0 [8] criterion used in many systems (substituting basic protocols for program operators) which requires that each op-
erator of the program under test is covered at least once during execution of the test suite.  This similarity allows us to 
consider the proposed BP structural criterion well-established. 

The BP structural criterion ensures test coverage of all functional requirements only when there is one-to-one cor-
respondence between requirements and BPs. However, a single occurrence of a BP in a trace does not take into account 
the complete set of possible behaviors which include that BP. Consequently, test coverage of all relevant UCM paths is 
not ensured, and therefore, certain important behaviors may be missed by this criterion.  

For example, to cover the requirement specified by element 7 in Fig. 2 using the BP structural criterion, it is irrele-
vant how this element 7 is reached during a test run. Therefore, any one of the three traces: 1-2-5-7, 1-3-5-7, and 1-4-5-
7 may be used, while the two other traces will not be considered and the respective UCM paths will not be covered 
(hence, two possible behaviors will be omitted). 

 
Fig. 2. Example of a high-level UCM with numbered elements 

With the structural chain criterion, the final test suite consists of traces which cover all basic protocols referred to 
from the criteria chains for all requirements (and therefore all respective events) in the specified order. In this case the 
constraint of one-to-one correspondence between basic protocols and requirements is eliminated: each requirement may 
be rendered with a chain of basic protocols considered as one unit. If all basic protocols and all respective events occur 
in the final trace in exactly the same order, then the requirement is covered. A customer can visualize the behavioral 
requirement on the UCM map and make appropriate corrections at a high level of abstraction. This criterion is similar to 
another well-known path criterion C2 ([8], all control flow paths shall be covered), where the set of paths includes des-
ignated important behaviors of the system under test, and therefore inherits its authority among system developers. 
Without this constraint of one-to-one correspondence the structural chain criterion becomes useless due to an exponen-
tial explosion of the number of paths to be covered for the criterion to be satisfied. 

For example, traces 1-2-5-7-8-9-24-27-29, 1-3-5-7-8-9-24-27-29, and 1-4-5-7-8-9-24-27-29 constructed from the 
UCM map shown in Fig.2 ensure complete coverage of the respective basic protocols. They also define traces where 
other important events occur which are necessary to cover the respective requirements, namely the stub 8, the selected 
branch 9, and two basic protocols: 24 and 27. If the chain for this requirement contains alternatives (e.g., 1-2-5-8, 1-3-5-
8, 1-4-5-8 specified with 3 chains), then 3 traces need to be generated to cover the alternative chains.  

If traces covering the alternative chains do not depend on this alternative, then the trace may be shortened for some 
tests by aborting tests with repeating behaviors. For example, the trace set 1-2-5-7-8-9-24-27-29, 1-3-5-7-8-9-24-27-29, 
and 1-4-5-7-8-9-24 may be replaced with the trace set 1-3-5-7-8-9-24-27-29, 1-2-5-8, and 1-4-5-8.  In the two latter 
traces the test execution is aborted and the system under test is restarted to execute the next test in the given test suite.   

If traces contain abstracted fragments of a common behavior, formalized with the stub element (e.g., 8 in Fig. 3), 
then traces representing the behavior of such identified elements may be generated separately and then substituted for 
this stub in the final, more detailed, symbolic trace.  

A detailed UCM map for a stub (element 8 in Fig. 2) is represented in Fig. 3. Its behavior is described by the fol-
lowing traces: S0-S3-S10-S12-S1, S0-S3-S11-S12-S1, S0-S4-S12-S1, S0-S5-S12-S1, S0-S6-S12-S1, S0-S7-S12-S1, 
S0-S8-S12-S1, and S0-S9-S12-S1. A similar set of traces ending with element S2 may be obtained. When substituting 
this set of traces for element 8, the entry is merged with element S0, exit S1 is merged with element 9, and exit S2 is 
merged with element 6 in Fig. 2.  

The structural chain criterion is relatively strong, because only those traces which contain the specified criteria 
chains of events and states in exactly the same order are selected from the set of all possible traces during test suite gen-
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eration. As a result, this criterion may lead to an exponential explosion of the number of traces when generating and 
analyzing the symbolic traces.  

Heuristics which use information beyond the criteria chains are employed to guide the process of trace generation 
in order to capture the specified chains and cope with the problem of exponential explosion. A heuristic consists of a list 
of responsibilities on a UCM map, which belong to a path that should be included in a test trace. These points are se-
lected by the user and play the role of intermediate goals for the trace generator, thus dramatically reducing the state 
space of possible traces to be explored in order to find a trace matching the desired path.  As responsibilities are mapped 
onto BPs, the trace generator tries the respective BPs in the specified order first when constructing a trace through con-
catenation of appropriate BPs from the set of available BPs. 

The resulting set of selected traces is minimized with respect to their total number and contains each chain at least 
once and covers all UCM paths, i.e., all paths through the system requirements. Minimization is performed by discard-
ing traces which do not increase the current coverage rate with respect to the coverage criterion and thus may be con-
sidered redundant. If two traces are generated which contribute in the same manner to requirements coverage, then the 
shorter trace will be selected and the longer trace will be discarded. 

 
Fig. 3. UCM chart for stub (8) in Fig.2 

However, it may happen that the user desires some particular traces (of relevance to the user) to be included in this 
minimal set. There are two reasons why these traces may not have been contained in the originally generated set of 
traces:  

a) A trace can be tracked to a path in the UCM specification but was discarded due to minimization. In this case, 
additional responsibilities should be added to “individualize” this trace and thus force it to be included into the mini-
mized trace set.  

b) A trace cannot be tracked to a path because of undocumented requirements and therefore these additional re-
quirements need to be formalized as paths in the UCM specification. Usually such additional paths contain responsibili-
ties already encountered on the map, but with different preconditions. 

The structural chain criterion together with heuristics guiding the trace generation process is the most efficient cri-
terion to check requirements coverage by a test suite. 

4   Tolerance Range Criterion 

This criterion specifies how well the possible values for input parameters are captured in the test suite. The symbolic 
test traces contain symbolic variables rather than concrete values and it is possible to calculate the respective tolerance 
ranges for those variables during trace generation. Each symbolic trace represents an equivalence class of a number of 
concrete behavior scenarios, where concrete values from the evaluated tolerance ranges are substituted for the respec-
tive symbolic variables.   

The tolerance range criterion answers the question: “How many different concrete values for particular input vari-
ables should be examined in order to ensure that all possible inputs are tested?”  To try all possible values is infeasible; 
however, having identified equivalence classes for each input variable one can be sure that a passed test for one repre-
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sentative from a class would pass for any other representative of the same class. Therefore, it is sufficient to select just 
four concrete values for each input variable: some “middle” value within the identified tolerance range, the lower and 
the upper limits of the range, and some value outside of the tolerance range.  As the tolerance ranges for symbolic pa-
rameters are derived automatically, the particular choice of concrete values to be substituted into the test is left at the 
user’s discretion.  

Fig.4 shows a trace fragment where tolerance ranges [32..34] and [0..∞] are defined for the symbolic variables 
_SequenceNumber and _TimeStamp, respectively. 

 
Fig. 4. Trace with tolerance ranges (for an enumeration type) 

A complementary equivalence class consists of concrete scenarios where the concrete values of symbolic variables 
are out-of-range with respect to tolerance ranges discovered so far. Test suites with the middle, boundary, and out-of-
range concrete values for input variables may be generated from each symbolic trace. Passing or failure of each such 
concrete test guarantees the same outcome for all other concrete tests from the same equivalence class or its comple-
ment.   

It can be formally proved that if the input parameters are within their respective tolerance ranges at the initial step 
of a scenario, then the values of the output parameters (which are transformations of the input parameters performed by 
execution of this symbolic scenario) will be within the calculated tolerance ranges. But if the input parameters turn to be 
out of the expected tolerance range at the run time, this may result in various defects in the program behavior.  How-
ever, this proof prompts the programmer to insert respective checks for the input parameters tolerance range and pro-
vide some “out-of-range” error handling. 

Fig.5 describes the insertion of the values of the local variables _SequenceNumber (33) and _TimeStamp (1) cho-
sen from the identified tolerance ranges for these variables,  [32..34] and [0..∞] respectively. 

Experimental verification of the reachability of the goal state with all variables within their identified tolerance 
ranges, performed for all equivalence classes of behavior scenarios guarantees the correct behavior of the system under 
test in all acceptable regimes of operation with respect to the specified criteria for correctness.  As various behaviors of 
the system within the same equivalence class are equivalent, one needs to check the behavior of just any representative 
of the class to derive a conclusion for all members of this class, thus dramatically reducing the number of tests to be run 
in order to cover all “distinguishing behaviors” specified by the requirements.   

Successful testing confirms the correctness of the implemented system; however, it does not prevent usage of the 
system with violated constraints. It must be established that input and output communications between the system and 
its environment also satisfy the tolerance ranges, which can be achieved by tracking the tolerance ranges in the back-
ward direction of the applied BP. Starting from the specified tolerance ranges of the output variables, one can traverse 
the symbolic scenario backward and calculate the respective tolerance ranges of “inverse transformations” of the re-
spective parameters until the tolerance ranges of the input parameters are obtained.   
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Fig. 5. A trace with substituted concrete values 

Selecting correct and consistent tolerance ranges of input parameters to ensure acceptable ranges of the output pa-
rameters is a challenging engineering task which requires deep knowledge of the subject matter.  

5 Conclusions 

This paper formulates three coverage criteria for test suites derived from formalized specifications. The functional 
criterion is based on a user-specified constructive checking procedure for each functional requirement, and allows for 
identification of requirements covered by the given set of test traces. The structural chain criterion combined checks 
how many behaviors of the requirements specification are covered by the given test suite.  Finally, the tolerance range 
criteria specifies what particular values from the identified tolerance range of each input variable must be selected for 
particular tests (e.g., a middle value, two boundary values, and one out-of-range value).   

The combined use of the functional (covering all requirements), structural chain (optimal covering of all chains), 
and tolerance range criteria ensures the correspondence of an implementation with respect to its requirements. These 
coverage criteria allow the user to: (i) ensure reliable requirement coverage in accordance with the functional and struc-
tural chain criteria; and (ii) to control the impact of all input variables used in each behavioral trace, to calculate the re-
spective tolerance ranges for the trace, and to derive concrete tests which cover the respective tolerance ranges.  

The following table provides some experimental data on concrete industrial projects where the described approach 
to testing allowed us reduce the effort. 

 
Staff-weeks for testing

Project Number of re-
quirements 

Number of 
BPs with 

VRS/TAT Conventional

% of ef-
fort reduc-

tion 
# 1 107 163 1,8 5,9 69 

# 2 148 205 2,2 5,7 61 

# 3 51 283 2,1 6,3 67 

# 4 57 497 2,8 7 60 

 
Thus for the considered projects (all are from the domain of telecommunications) an average gain in test productiv-

ity (including both test development and test run with analysis of test run results) is about 60%. 
The described approach was applied in a number of industrial projects using the VRS/TAT requirements verification 

and testing tools and demonstrated the above benefits along with reasonable efforts spent on formalization, test genera-
tion, and analysis of test runs. 
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Abstract. Programs in dataflow computation model are easy to parallelize. Hence the problem of parallelizing a se-
quential program can be reduced to the problem of transforming it to dataflow computation model. As target model 
we use a computation model of the Parallel Dataflow Computing System (PDCS) developed at IDPM RAN.  In this 
paper a method of mapping a sequential Fortran program to the target dataflow language is described. The source 
programs must form a set of nested loops with the loop bounds and array indices being affine functions of loop indi-
ces. 

Keywords: parallelizing affine loops, polyhedral model, dataflow architecture. 

1   Introduction 

The well-known problem of automated parallelization of sequential programs [1] has not received a satisfactory solu-
tion yet, especially in the domain of multiprocessors with distributed memory. What makes it so difficult? I believe the 
main complication is the target parallel programming model. It usually requires the programmer’s full control over the 
execution scheduling. Consider, for example, the MPI model, which has been widely used for the last decades, and the 
GPGPU model developed recently. While demonstrating more data parallelism and efficiency, the latter model, as 
compared with the former one, forces the programmer to control more details of the space-time layout of computation 
and communication. Тhe trend is towards more thorough control over more and more aspects. Accordingly, the problem 
of automatic parallelization [2] becomes more complicated. 

The matter with dataflow model is quite different. The programming in it is considered difficult due to its unaccus-
tomedness rather than to its intrinsic features. And the layout details here are hidden for the programmer. Though mak-
ing some of them visible may be useful, a lot of these details are still out of the static (programmer or compiler) control. 
Accordingly, almost all of these details are to be controlled by runtime system, foremost by hardware. 

The main programmer concern in dataflow model is about the links, dependencies between data objects (to say 
nothing about computations proper). In our model the link is defined in the context of producer. In other words, each 
producer must know where its results will be used. However, in traditional sequential languages, like Fortran, an oppo-
site paradigm is used: normally it is the consumer who initiates access to data which is stored somewhere by a producer. 
We shall call the latter paradigm gathering, as opposed to scattering paradigm which is the basis of our dataflow model. 
From now on we shall use acronym DFL (a DataFlow Language) as the name of a programming language for our com-
putation model. 

To transform a sequential Fortran program to DFL one must both extract its inherent dataflow graph and invert the 
direction of the graph. And first of all we need a means to represent the graph. In the paper we describe a method of 
building the graph of sequential program and then show its use for generating equivalent DFL program. In section 2 we 
define briefly the dataflow computation model and the language DFL. Then, in section 3 we restrict the domain of all 
Fortran programs to the so-called affine programs which are both usable in practice and amenable to automatic transla-
tion to DFL. Further sections uncover the process of the transformation. In section 4 the notion of selection tree is in-
troduced and some operations over them are defined. The idea of selection tree is motivated by the notion of semantic 
effect of program statement, for which the selection tree is used as a representation. In section 5 the notion of effect is 
defined thoroughly together with a method to build corresponding selection tree (effect tree) for each program statement 
from bottom to top along its AST. Then in section 6 the effect trees are used to build the so-called state trees, which 
describe the state of memory at each program point. Using these it is easy to obtain, for each read operator in the pro-
gram, a so-called LWT (Last-Write Tree), or a source tree (described in section 7) which altogether comprise the de-
scription of the data flow graph of the program. In fact it is the destination-to-source graph. But we need an opposite, 
the source-to-destination graph. And thus in section 8 we propose an extension of selection trees to multi-valued trees 
(former effect/state/source trees were single-valued) and use it to define the operation of graph inversion. Its result is a 
set of multi-valued trees, which can then be treated as dataflow program. In section 9 a straightforward process of trans-
forming it into DFL is described. Section 10 contains an example of program dataflow analysis and transformation with 
the resulting parallelization effect. Further sections contain some discussions, sketch improvement directions and com-
pare our approach to automatic parallelization with other existing ones. 
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2   Dataflow Computation Model 

To present our computation model we use a programming language called DFL. A program in DFL is a set of node dec-
larations of the form: 

   node name  ports  context-dcl; 
       routine; 

The first line is a node header. It specifies node name, list of ports (port names and types) and context declaration. 
Context is a tuple of values (normally integers) which serve as indices of node. In fact, the node declaration defines a 
set (not necessarily finite) of node instances, or virtual nodes, that differ from each other with context. Context declara-
tion in the header is just a list of context field names. Optionally the context type may be specified.  

The node declaration can be viewed as a class declaration. Instances occur on demand when token is send to a port 
of a node with some context. In a sense, the context provides a virtual address of node instance. The ensemble of all 
possible instances of all nodes declared in a program comprises the total virtual node space of the program.  

Node ports are like procedure parameters with the only difference that any port of any virtual node is invoked in-
dependently. Such invocations will be referred to as tokens. The node instance can fire when each of its ports gets a 
token. All these tokens must have common context values and the same node class name. At a moment of time there 
may be several virtual nodes ready to fire. They may fire in any order or in parallel. 

When node instance fires, a request is created which is then ready to be executed. At the same time all tokens in-
volved in the firing are removed from the virtual node ports, while their values are copied into request. (If there occur 
several tokens on some port of given node instance at the moment of firing, then arbitrary one of them is used in the 
firing and others remain waiting for further firings). At a moment of time there may be any number of ready requests, 
which may be then executed in any order or in parallel. To execute the request means to execute the node’s routine. 
Routine is a normal sequential code which operates locally using port names and context field names as input variables. 
The only “side effect” of request execution may be a number of tokens sent to other virtual nodes’ ports. Thus all re-
quests are executed independently. 

The token send statement has the form: 
   v –> N.p{e1,…,ek} 

where the type of expression v is the same as that of port p of node N and integer expressions e1,…,ek yield the context 
of the target virtual node. It reads: “send v to port p of node N with context {e1,…,ek}”. Or shorter: “send v to 
N.p{e1,…,ek}”. The token send statement is not blocking. The token created moves by itself to indicated virtual node 
port. No assumptions are made on behalf of the time needed by a token to get to its target port and of the order different 
tokens arrive. At any moment of time there is a number of moving tokens and a number of tokens residing at virtual 
node ports. 

The total computation is initiated by sending a number of input tokens from outside and results in creating a num-
ber of output tokens. For certainty we assume that input tokens are sent to special 1-port nodes whose name has suffix 
“_in” and output tokens are sent to special 1-port nodes which have empty routine and name with suffix “_out”. Normal 
good program should terminate with no tokens residing anywhere in the virtual space. 

A program may also contain some constant declarations with keyword vconst (see example below), which may 
vary from session to session. Their exact values are specified from outside the system before the session. 

In Fig.1 an example program in DFL is shown. There are 3 nodes including one input and one output nodes. The 
program adds n numbers which come from outside as   
   ai –> X1_in{i}  
for i=0,…n-1 (port name for 1-port node may be omitted). The resulting sum is sent back via node Sum_out (with 
empty context). Pascal-like syntax is used for encoding routine which is a single statement or block preceded by some 
local declarations. This program is highly parallel: if each virtual node executes in its own processor the overall time 
would be O(log n) after last input token arrive. Doubling method is used. Below we’ll show a sequential Fortran pro-
gram which this example can be compiled from. 
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Fig. 1. An example: parallel summation in DFL 

3   Affine Programs 

In DFL a node routine must be able to send computed value to any other node that needs it. Hence to transform a For-
tran program P to DFL one needs to predict, for each write operation (i.e. assignment statement), the set of all read op-
erations that will use the value written. In fact, a description of algorithm graph ([3, chapter 6]) must be built, which 
parametrically describes the computation graph. The computation graph is defined by simply running the program P for 
some input data. It consists of two kinds of nodes: reads and writes, corresponding respectively to executions of read or 
write memory operations in program P. There is a link from a write node w to a read node if r reads the value written by 
w. In other words, r uses the same memory cell as w and w is the last write to this cell before r. 

We identify a separate read or write operation by a pair (m,Im), where m is a program point and Im is an iteration 
vector of point m. (Iteration vector of point m is a list of loop index values for all loops enclosing point m.) Using this 
pairs as graph node identifiers we define the mapping 

   FP : (r,Ir) → (w,Iw)        (1) 
which for a read node (r,Ir) yields the write node (w,Iw) that has written the value being read, or yields None if no one 
value has been written before the read and thus original contents of the cell is read.  

However, for translation to DFL we need the reverse: for each write node to find all read nodes (and there may ex-
ist several or none of them) which read that very value written. So, we need the multi-valued mapping 

GP : (w,Iw) → {(r,Ir)}        (2) 

which for each write node (w,Iw) yields a set of all read nodes {(r,Ir)} that read that very value written. 

Unfortunately, it is hardly possible for an arbitrary program P to express these mappings FP and GP explicitly and 
finitely. But there exist a well known and well defined class of programs for which it is possible: the so-called affine (or 
linear as in [3, chapter 6]) programs. The set of constructors used to build a statement S in our subset of Fortran is pre-
sented on Fig.2. 

 
Λ      (empty statement) 
A(i1,…,ik)=e     (assignment, k≥0) 
S1; S2      (sequence) 
if c then S1; else S2; endif  (conditional) 
do v=e1,e2; S; enddo    (DO-loop) 

Fig. 2. Affine program constructors 

The right hand side e of assignment may contain array element access A(i1,…,ik), k≥0. All index expressions 
must be affine (see below). Conditional expression c must be equivalent to e=0 or e>0 where e is an affine expres-
sion. Bounds e1 and e2 of DO-loop must also be affine. Expression is affine if it is a sum of enclosing loop variables or 
fixed parameters with literal integer coefficients. 

At present, our framework admits only purely affine subroutines with all input and output arrays passes as parame-
ters. The transformer replaces the subroutine with another one of the same name which passes all input array elements 

vconst n:int;
node X1_in(b:real){i}; 
  if i mod 2 = 0  
  then b –> X2.b{i div 2} 
  else b –> X2.a{(i+1) div 2}; 
node X2(a:real,b:real){i}; 
  if i=n-1  
  then a+b –> Sum_out {} 
  else if (i+n) mod 2 = 0  
  then a+b –> X2.b{(i+n) div 2} 
  else a+b –> X2.a{(i+n+1) div 2}; 
node Sum_out(s:real){};
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as tokens to parallel subsystem and accepts results. The respective DFL code is generated and loaded into the subsys-
tem. In the future some of the restrictions may be lifted. In particular, the analyzer will find the code region to be trans-
lated to DFL itself. 

4   Selection Trees and Operations on Them 

A selection tree [4] is a structure used to represent mappings like (1). Its syntax is shown in Fig.3. 
 

S-tree ::= None  
| term 
| (L-cond → S-treet : S-treef)                    (branching) 
| (L-expr =: num var + var → S-tree)       (integer division) 

term ::= name { L-expr1 , … , L-exprk }              (k≥0) 
var ::= name 
num ::=  … | -2 | -1 | 0 | 1 | 2 | 3 | … 
L-cond ::= L-expr = 0 | L-expr > 0                      (affine condition) 
L-expr ::= num | num var +  L-expr                    (affine expression) 
atom ::= None | name { num1 , … , numk }         (ground term, k≥0) 

Fig. 3. Syntax of Selection Trees 

A branching node like (c → T1 : T2) evaluates to T1 if conditional expression c evaluates to true, otherwise to T2. 
A division node like (e =: 2 q + r → T) introduces two new variables q,r that take respectively the quotient and the 

remainder of integer division of integer value of e by constant 2. They may be used in the sub-tree T together with all 
other variables the tree depends on. But the whole tree does not depend on variables q and r as they are bound vari-
ables. Notes on font styles: we normally use small bold letters as variables of our object language while italic letters 
stand for variables in the meta-language denoting an arbitrary object of certain kind. Hence bold italic denotes ‘arbitrary 
object variable’ and various capitals represent structures: vectors, lists, trees etc. Other symbols or words usually stand 
for specific constants, function names etc. 

Evaluation of a selection tree T may be specified by function F[T,V ] that maps a tuple of integer values J (one 
value for each variable in V) to the domain of atoms. The variable list V must contain all free variable of tree T. We call 
the occurrence of variable v free if it is not bound outside by a division node. To apply function F[T,V]  to number vec-
tor J we assign values Ji to variables Vi, evaluate all expressions to numbers and then simplify the result to atom. The 
formal definition of symbol F is presented in Fig.4. 

 
F [ None,V ]J = None 
F [ X{e1, …, ek },V ]J = X{z1,…, zk },  where zi = F [ei,V ]J  

F [(c → A:B),V ]J = if F [c,V ]J then F [A,V ]J else F [B,V ]J 
F [(e =:m*q+r → A),V]J = F [A,V ++q++r ] (J++jq++ jr),  
where jq, jr  are integer numbers s.t. F [e,V ]J = m * jq + jr, 0≤jr<m 

                 “++” – append operator 

Fig. 4. Definition of selection tree semantic function F[T,V]. It is assumed that semantic functions of expressions F[Ei,V ]J and con-

ditions F[Сi,V ]J are defined in a usual way 

We call two selection trees equivalent (≈) if their semantic functions are the same. Having this equivalence in mind 
we define several operations over selection trees. All operations must be defined correctly in the sense that if we replace 
an argument tree by equivalent one then the result should be equivalent to the former. 

The two following operations play the main role in our framework: seq(T1,T2) and fold(v,e1,e2,T).  
Operation seq(T1,T2)  unifies values of its arguments in such a way that the non-None value of T2 has the priority 

over that of T1. Formally: 
F [seq(T1,T2),V]J = if F[T2,V]J = None then F[T1,V]J else F[T2,V]J 

To compute seq one may simply replace all None leaves in T2 with a copy of T1. As we shall see later seq corresponds 
to sequential execution of two statements. Note that seq is associative and has a unit: None. Thus it can be generalized 
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to any number of argument trees as well as to list of trees. 
Operation fold(v,e1,e2,T) besides a single tree argument T has three additional parameters: a variable v and two af-

fine expressions e1 and e2 that do not depend on v while the tree T itself may depend on v. The result is a tree T' that 
does not depend on v. Its value must be as follows. Using assignment V=J for all free variables of e1, e2 and T  but v,  
evaluate e1 to n1, e2 to n2 and consider sequence of values of T(v) for all v from n1 to n2 in that order. Take the last non-
None value in the sequence if any, otherwise None.  

The formal specification is 

   F [ fold(v,e1,e2,T),V]J = seq({ F[T, V++v]J++j | j in (n1..n2)}),  

where n1 = F[e1,V]J, n2 = F[e2,V]J  and ++ is append operator. Here we do not require V not to contain v. But we as-
sume that the latest occurrence of a variable has priority in assignment V=J. Thus, e1 and e2 may contain v, but from an 
outer scope. 

The computation of fold is not as simple. But the fundamental fact is that its result  does always exist and can be 
computed by an algorithm. In theory, this fact stems from resolvability of Presburger arithmetics[5]. In practice, it re-
solves into Parametric Integer Programming (PIP) problem which is known to be solvable [6].   Below we shall see that 
fold is a counterpart to DO-loop statement. 

There are also several helper operations on trees among which mention equiv(T1,T2) and prune(T).  
Operation equiv(T1,T2) yields a so-called predicate tree that contains no terms but T{} and F{} only. It is speci-

fied formally as 
F[equiv(T1,T2),V]J = if F[T1,V]J = F[T1,V]J then T{} else F{} 

It is easy to see that equiv(T1,T2) ≈ T{} iff T1 ≈ T2. 
Operation prune(T) replaces a tree T by equivalent yet simpler one. It finds so-called imperfect conditional nodes 

(subtrees) (c  T1 : T2) in which predicate c always evaluates to the same boolean value. Such node can be replaced by 
respective subtree (T1 or T2). The algorithm of prune traverses the tree and tests the set of conditions on each path for 
compatibility. The test that checks a set of affine equalities and inequalities for compatibility is known as Omega test 
[7]. It is a good idea to apply prune immediately after seq, fold, equiv and other complex operations. 

5   Effect Trees  

Consider a program statement S, which is a part of an affine program P, and some k-dimensional array A. Let (wA, IwA) 
denote an arbitrary write operation on an element of A within a certain execution of statement S, or the totality of all 
such operations. The effect of S with respect to A is a function  

E[S]: (p1,…,ps; q1,…,qk)  (wA,IwA) + None 

that for each tuple of fixed external parameters p1,…,ps and indices q1,…,qk of element of array A yields an element 
(wA,IwA) or None. The first result (wA,IwA) indicates that this very write operation is the last among those that write to 
element A(q1,…,qk) during execution of S with parameters p1,…,ps and the result None means that there are no such 
operations.  

To represent such functions it is feasible to use selection trees with program statement labels as term names. We 
shall call them simply effect trees. For example, consider as statement S the loop nest shown on Fig.5.  

 
  do j=0,m-1 
    do i=1,n 
 A1:     A(i+2*j) = some expression 
    enddo 
  enddo 

Fig. 5. An example loop nest S. The unique write statement is labeled as A1 

The set of all writes to array A (of size n+2*m) can be seen as that shown by Fig.6, where time runs from left to right 
and from top to bottom, and each colored square denotes a write to element A(q) depicted strictly above as a white 
square. 
 



 Klimov A.   Transforming Affine Nested Loop Programs to Dataflow Computation Model 279

 

Fig. 6. The totality of ‘write to A’ operations in the loop nest S from Fig.5 

The violet (darker) squares correspond to last writes to each element. It is easy to see that the respective effect may 
be represented as selection tree shown on Fig.7. 

 
(q≥1 → 
        (q≤2*m → 
  (q-1=:2*j+r → A1{j,r+1}) 
  (q<=n+2*m-2 → A1{m-1,q-2*m+2} : None) 
        )  
: None) 

Fig.  7. Selection tree representing effect function of loop nest S from Fig.5 

Now that we have defined operations seq and fold the algorithm of computing effect tree of an arbitrary affine pro-
gram fragment is straightforward. The set of rules listed in Fig.7 does the job recursively. Here we assume that effect 
tree is built for k-dimentional array A, k≥0. The result tree represents the statement’ effect for element A(q1,…,qk), 
where q1,…,qk are fixed variables that are not used in the program. 

The algorithm proceeds upwards from primitives like empty and assignment statements. Operation seq is used to 
compute effect of statement sequence having computed the effect of component statements. Operation fold yields the 
effect of DO-loop provided the effect of loop body. For conditional statement the effect is built just by putting effects of 
branches into new conditional node provided that condition c is affine. 

 
E [ ]  =  None      (empty statement) 
E [S1;S2]  =  seq(E [S1], E [S2])    (sequence) 
E [LA: A(e1,…,ek)=e]  =      (assignments to A) 

(q1=e1 → …(qk=ek → LA{I} : None)…: None) 
where I is a list of all outer loop variables of this statement in P 

E [LB: B(…)=e]  =  None    (other assignments) 
E [if c then S1; else S2; endif]  =  (c → E [S1] : E [S2])    (conditional) 
E [do v=e1,e2; S; enddo]  =  fold(v,e1,e2, E [S])  (DO-loop) 

Fig. 8. The rules for computing effect tree with respect to k-dimensional array A 

6   State Trees 

Consider an affine program P as a whole and a certain execution of it. Let there be a read operation of array element 
A(e1,…,ek) at point (r,Ir). We need to determine specific write operation (w,Iw) that has written the value being read.  

We could achieve our goal if we knew this for each element of A. Thus we need to compute, for any given values 
of fixed parameters P=p1,…,ps and array indices Q=q1,…,qk and the point loop variables Vr=v1,…,vl, the coordinate 
(w,Iw) of write statement that has written last time on array element A(q1,…,qs) before the point (r,Ir). This information 
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presents an effect of executing the program from the beginning up to the point (r,Ir) with respect to array A. It can be 
expressed as a selection tree with parameters P,Q,V, which may be called a state tree at program point r for array A. 

To compute state trees for each program point the following method can be used.  
So far for each block statement B in the affine program P we have computed the tree E[B] representing the effect of 

B. Now we are to compute for each block statement B the tree S[B] representing the state before B.  
We start by setting  

S[P] = (q1≥l1→ (q1≤u1→ 
… (qk≥lk→ (qk≤uk→A_init{q1,…,qk} : None) : None) …     (3) 
: None) : None) 

where term A_init{q1,…qk} signifies an untouched value of array element A(q1,…,qk) and li, ui are lower and upper 
bounds of array dimensions (which are only allowed to be affine functions of fixed parameters). This record signifies 
simply that all A’s elements are untouched before the whole program P. 

Now consider the following cases: 
1. Given S[B1;B2]=T. Then also S[B1]=T. The state before any starting part of B is the same as that be‐

fore B. 
2. Given S[B1;B2]=T. Then S[B2]=seq(T, E[B1]). The state after the statement B1 is that before B1 com‐

bined by seq with the effect of B1.  
3. Given S[if c  then B1 else B2 endif] = T. Then S[B1] = S[B2] = T. The  state before any branch of  if‐

statement is the same as before the whole if‐statement. 
4. Given S[do v=e1,e2; B; enddo] = T. Then S[B] = seq(T, fold(v,e1,v‐1,E[B])). The state before the  loop 

body B with the current value of loop variable v is that before the loop combined by seq with the ef‐
fect of all preceding iterations of B. 

The last form needs some comments. It is the case in which a limit of fold depends on v. Thus the result tree will 
also depend on v. That tree involves the effect of all iterations of the loop before the current one. 

Using the rules 1-4 one can achieve (and compute the state in) any internal point of program P. For speed, we do 
not compute the state with respect to array X in some point if there are no accesses to X within the current block after 
that point. Also, we compute only once the result of fold with variable upper limit and then use the result both for state 
at the beginning of the body and for the effect of the whole loop. 

7   Destination-to-Source Graph 

Now we are ready to compute the destination-to-source graph FP of given affine program P, which is specified by for-
mula (1). The representation of the graph is a collection of selection trees, one for each read operation r on array X. 
Each such tree Tr depends on fixed parameters P and loop variables Vr of loops enclosing r. A tree value indicates the 
write operation (w,Iw) that has written the value being read.  

Note. One ought not to confuse our term destination-to-sorce graph with the term def-use graph of an arbitrary un-
structured program, which is often used in papers on program analysis in optimizing compilers. In the latter case, nodes 
correspond to static program points, not to their dynamic execution instances as in our case. 

To compute the tree Tr for a given read operation X(e1,…,ek) we simply take the state tree at immediately pre-
ceding program point and apply substitution [q1 e1, …, qk ek].  After simplification with prune resulting trees are 
gathered as collection of elements of the form 

  ((r,Vr) Cr Tr),          (4) 
where Cr = (c1,…,cK) is a list of restrictions that describe iteration space (a set of possible instantiations) of operation r. 
Usually this list contains bound conditions of enclosing loops and conditionals of enclosing ifs. Due to this restriction 
list the tree Tr itself can be freed of these conditions. This is done by the use of conditional-prune operation that elimi-
nates spare conditions under given restrictions. As result, the tree Tr should not contain None. This is because the term 
None signifies, due to (3), that r tries to read outside the range of array dimensions. Thus we get for free an easy way of 
compile-time verification of array access bounds (for reading). 

For the graph to be complete we add a pseudo-read operation for any array element of any array X that was ever 
written. It is named (X_out, (q1,…,qk)) and the restrictions involve the ranges of X’s dimensions. The tree is computed 
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from the state tree at the very last point of program P, which is actually obtained as seq(S[P],E[P]). An additional analy-
sis can be used to exclude arrays that are not used elsewhere. In our current implementation we restrict out arrays to 
subroutine parameter names. 

8   Multi-valued Trees and Graph Inversion 

Now we are to compute the source-to-destination graph GP of given affine program P, which is specified by formula 
(2). Conceptually, it is the inversion of destination-to-source-graph FP. For representing it, however, we need another 
kind of selection trees which represent functions whose values are sets of atoms rather than just atoms. So, we extend 
the definition of selection (Fig.3) to multi-valued selection trees (Fig.9). Two new constructors are added: (& A1 … An) 
collects together all values of subtrees A1,…,An, and (@v→A) introduces new bound variable v universally quantified. 
Fig.9 also shows new semantic rules. The first rule is changed so as to yield empty set rather than element None. Other 
three old rules have left unchanged. Two new rules describe semantics of the two new constructors. Note that the value 
of @-tree may be infinite set. In practice, however, only finite sets are produced.  

 
S-tree ::= …  
| (& S-tree1 … S-treen)   (finite union, n≥0) 
| (@ v → S-tree)   (infinite union) 
 
F [ None,V ]J = {} 
… 

F [ (& A1 … An),V ]J = [Ai,V ]J 

F [ (@v → A),V ]J = [A,V++v ]J++j 

Fig. 9. Syntax and Semantics of Multi-Valued Selection Trees 

We represent the inverted graph as a collection of multi-valued trees Tw, one for each write operation w on array X, 
which represents a function that maps parameter vector P and iteration vector Iw to the set of respective read operations 
{(r,Ir)}. 

To construct the source-to-destination graph we need to invert the destination-to-source graph built so far. Another 
two operations on trees are used here. 

Operation inverse((r,Vr),Cr,Tr) takes as input the form (4) and returns a collection of elements of the form 
   ((w,Vw) Tw),           (5) 

one for each non-None term w{e1,…,ek} of tree Tr. Actually, for each such term a set of linear restrictions on that 
branch together with equalities ei=Vw,i is taken, of which equality part is then resolved with respect to variables Vr as a 
System of Linear Diophantine Equations (SLDE). All accompanying inequalities are then rewritten by eliminating vari-
ables Vr and put together in the form of multi-valued tree Tw. All non-None terms of that tree use name r. In case the 
solution space of SLDE is infinite the respective number of @-nodes is created. Also, the SLDE-solver may produce 
new division nodes. Several elements of the form (5) with the same name w are joined together within new &-node Tw. 
Finally, the unified element of resulting graph GP which is built in the form  

   ((w,Vw) Cw Tw),           (6) 
where Cw = (c1,…,cK) is a list of restrictions that describe iteration space (a set of possible instantiations) of operation w. 

Operation inverse may be generalized to be applied to the whole graph. Also, it is possible to apply inverse to 
multi-valued trees. This allows for self-verification: apply inverse twice and compare result and original graphs for 
equivalence.  

Operation simplify-tree(C,T) is intended to globally optimize the representation of multi-valued tree T under con-
dition list C so as to minimize its complexity as much as possible. In addition, for each @-node, upper and lower 
bounds of variable v are computed (in the form of affine expressions or a list of such expressions). Thus, the resulting 
trees Tw are prepared to be effectively compiled into DFL. 

There is also a special case of operation simplify-tree which is used when argument is known to be a single-valued 
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tree in fact. It strives to eliminate &- and @-nodes. 
Note that the inverted graph will also contain trees for names like A_init which describe all uses of input ar-

rays. If for non-parameter array such a tree appear non-None, it may be regarded as a signal of possible error of type 
‘attempt to read undefined array element’ with exact description of the error conditions. 

9   Transforming Graph to DFL 

Suppose we have built the source-to-destination graph Gp for some program P. The simplest way of building DFL-code 
is to make a node for each write operation, or assignment statement. Consider an arbitrary assignment w 
 Xx:  X(e1,…,ek) = E(r1,…,rp)         (7) 
to the element of k-dimentional array X (k≥0) of type t, which is enclosed in a loop nest with loop variables v1, …, vl 
(l≥0). We assume that each assignment is supplied with a unique label (Xx). Let the right hand side E contain p≥0 oc-
currences of different read operations r1,…,rp of types t1,…,tp, each having the form 
  Y(f1,…,fm),  (m≥0) 
For the statement w the graph contains element of the form (6). The general view of the DFL-node is shown on Fig.10. 
The label of assignment becomes the name of node. Each read operation in the right hand side becomes a separate port 
with some standard name. Enclosing loop variables form the context of the node. 

The first statement of the routine evaluates expression E in which port names are used instead of read operations. 
P(Tw) is the translation of multi-valued selection tree Tw to Pascal, which responds for sending out the computed value 
a. Rules of translation are shown on Fig.11. Each non-None term r{h1,…,hs} of Tw produces  send statement a-
>Wr.aj{h1,…,hs} where Wr is the label of assignment containing the read r, and j is the number of respective 
array access in the right hand side of the assignment (thus aj is the respective port name).  
 
  node Xx(a_1:t1,…,a_p:tp) {v1,…,vl} 

  var a:t; 
  begin 
     a:=E(a1,…,ap); 
     P(Tw) 
  end 

Fig. 10. The general view of translation for assignment (7) 

The tree as a whole becomes a control structure providing necessary activation conditions for these send state-
ments. Note that the translation of division node is improper here as it uses div and mod that produce incorrect 
result for negative values of e. Translation for @ uses upper and lower bounds (l,u) of variable v computed and inserted 
by operation simplify-tree. However the general case is more complex: this tree vertex generally has the form (@v(l1 
u1)…(lk uk)→T) and the total range for variable v is defined as the union of ranges (li ui). Hence min and max should be 
used to compute true l and u. 
 

P (None)                             (empty statement) 

P (r{h1,…,hs})      a->Wr.aj{h1,…,hs} 

P(c → T1:T2)         if P (c) then P (T1) else P (T2) 

P (e=:mu+v →T)  begin u:=e div m; v := e mod m; P (T) end 

P (& T1 … Tq)    begin P (T1); … ; P (Tq) end 

P (@v (l u) →T)   for v:=l to u do P (T) 

Fig. 11. Rules for translation of multi-valued selection tree to Pascal 

Our translation is based on the idea that execution of affine program can be replaced by execution of respective set 
of assignment statements in a feasible order. The order is feasible if it agrees with dataflow dependences: if statement x 
produces value for statement y then x executes before y. Hence, the activation order in data flow model is feasible. On 
the other hand, each statement will eventually be executed as all its predecessors have been executed and their results 
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sent out.  
One problem remains with statements whose nodes have no ports, for example X[i]=0. In order to make such 

poor node to execute we add to it a special port of type any and assure to send a token to. All poor nodes within a loop 
body are activated from additional node declared out of the loop. In other words its context is one element shorter. The 
node’s routine contains a loop simulating the original loop. In the loop body tokens are sent, one for each poor inner 
node. The additional nodes are activated in the same way. On the top level a poor node is activated by sending a token 
from the outside. 

Also additional node is needed for each input array. For k-dimensional input array X of type t, the node X_in is 
generated which has the context of size k and one port of type t. Each input array element is sent from outside to re-
spective node instance. The node routine sends out the value according to the element of the graph named X_init. 

For each k-dimensional output array Y of type t the node Y_out is generated with single port of type t and con-
text of size k. Any token sent to it is automatically directed to outside. 

All fixed parameters are declared as vconst. Their values are loaded from outside. The code that loads constants, 
sends inputs and receives outputs is generated as a separate routine that replaces the body of original subroutine. This 
code is executed in the main program on the host machine. 

10   Example Program 

Consider the following illustrative example (Fig.12). Here the first loop rewrites input array B into the wider internal 
array X, in which it is then summed up in pairwise manner. The resulting DFL code is shown on Fig.13. 

 
      SUBROUTINE SUMMA (B,N,sum) 
      REAL(8) B(N), X(N*2-1),sum 
      DO I=1,N 
         X(I)=B(I) 
      ENDDO 
      DO I=1,N-1 
         X(N+I)=X(2*I-1)+X(2*I) 
      ENDDO 
         sum=X(N*2-1) 
      END 
 

Fig. 12. The summation program in Fortran 

 

 

Fig. 13. The DFL code generated for subroutine SUMMA 

 
MODULE SUMMA; 
type F1 = {i1:int[4]}; 
vconst N:int=0; 
 
proc MAIN (B[N]:real, N:int, SUM:real) 

{}; 
var q_0:int; 
begin 
  for q_0 := 1 to N do 
    send B[q_0] to B_in{q_0}; 
  receive SUM; 
end; 
 
node B_in(B:real) F1{q_0}; 
send B to X 1 B 1{q 0};

node X_1(B_1:real) F1{I};
  if (N=1) then 
    send B_1 to SUM_out 
  else 
    if (((I+1) mod 2)=0) then 
      send B_1 to X_2.X_1{((I+1) div 2)} 
    else 
      send B_1 to X_2.X_2{(I div 2)}; 
 
node X_2(X_1:real,X_2:real) F1{I}; 
  if ((I-N)=(-1)) then 
    send (X_1+X_2) to SUM_1.X_1 
  else 
    if (((I+(N+1)) mod 2)=0) then 
      send (X_1+X_2) to X_2.X_1{((I+(N+1)) div 

2)} 
    else 
      send (X_1+X_2) to X_2.X_2{((I+N) div 2)}; 
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Note that the generated code looks much like that shown on Fig.1. Some local optimizations are needed here. The 
main procedure is further compiled into code that replaces the original subroutine SUMMA executed on the host ma-
chine. Using the same parameter list it sends out elements of input arrays to dataflow process and receives back the re-
sult values directly into out parameters. 

The translation of this example took 1.14 seconds on PC. We tried a lot of other example programs with no more 
than 10-20 lines of text (matrix multiplication, LU-factorization, 2d-Jacoby, etc.). For sensible programs the compila-
tion time normally did not exceed 10 seconds. However, for some synthetic tests with very few lines but complex index 
pattern the time could increase to several minutes and more. The most time-consuming stage is usually the simplifica-
tion of resulting trees. 

11   Related Work and Conclusions 

This paper is related to work in three different areas: in dependence analysis as it is done in optimizing and parallelizing 
compilers, in transforming sequential affine programs to other computational models and in dataflow architectures that 
were being popular in 80-s. 

The foundations of dependence (data flow) analysis for arrays have been well established in 90-s by Feautrier 
[6,8], Puch[7], Maydan et al. [9], Maslov[10]. Their methods use Omega test and Integer Programming libraries and, in 
principle, allow to get exact solution for dependence for any pair of read and write reference in affine program. How-
ever, for the purpose of parallelization, they were usually applied only to check if dependence exists, not to get the 
complete description of dependence graph. In our analysis we aim from beginning to the full description of dataflow 
graph. We use selection trees not only to represent the result of analysis, but also define a set of operations on such trees 
which hide inside all sophisticated integer algorithms and thus simplify the explanation of program analysis. Our novel 
method of building graph involves ascendant process of building effect trees and then a descendant process of building 
state trees. These both use only information on write operations. Then we hit each read operation against respective 
state tree and get all dependences as a whole source function for this read. Finally, the dependence graph is inverted to 
obtain all dependences for each write operation. 

There is a hot interest to the problem of transforming ordinary programs to other models of computations, espe-
cially in conjunction with parallelization. We use the dataflow model of computation as the target. This model has been 
very popular in the 80’s, but later all attempts to promote it failed. To our opinion, the reason of the failure was people’s 
attitude to dataflow as to a hardware model intended for execution of ordinary control flow programs. The problem of 
translating arbitrary control flow program to data flow was considered accordingly [11] as a dataflow simulation of se-
quential execution over the memory. Minimal reordering is allowed that does not violate normal order of reads and 
writes. 

In contrast, we consider dataflow as an independent model of programming and do not even intend the dataflow 
language to mimic ordinary programming languages (as Id or Sisal do). The key feature of our incarnation of the data-
flow idea is the way we use context; it is an object of total programmer’s control that is used primarily for addressing. 
Usually, the programs should be totally redesigned. In fact, there exist a lot of program examples written in our model 
of computation that radically differ from their habitual view.  

There exists also a bulk of papers in which the same class of affine programs or its minor extensions is translated 
into other computation models. In [12] process networks (PN) are used as a target programming model. To accomplish 
the translation their compiler needs to extract more information than ours; specifically, they have to statically order the 
data streams between processes, whereas in our model all necessary correspondence is provided at run time on the base 
of iteration indices supplied within token’ tags. Also, in [2] a code for CUDA is generated with the aid of additional 
extraction (from the standard polytope model) of  multi-level tiled parallel schedule. In contrast, we only build the in-
verted form of the dataflow graph of the source program (which is in fact very similar to Z-polyhedral model [13]) and 
just treat that graph as a code for dataflow machine. We needn’t generate any parallel schedule at compile time. All 
actual parallelism is extracted on the fly by runtime system which must be implemented in hardware for good perform-
ance [14,15]. 

11   Future Work 

So, the time schedule is not needed to be provided statically for our computation model. However, the compiler must 
provide the space schedule or distribution of virtual computation space across physical processor space. The distribution 
function is a (usually affine) function that maps the total virtual address space of node instances onto (probably multi-
dimentional) space of processor elements (PE) numbers. This function must be provided either by the user (in terms of 
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source iteration space) or generated by the compiler (may be with user hints) . The two following criteria must be satis-
fied: 

• the workload is uniformly balanced; 
• the amount of communication is minimized. 

At present, only a strictly affine programs are allowed. Moreover, the whole program unit (subroutine) must be af-
fine. We plan to lift some of restrictions and to allow for 

• non‐affine conditional expressions in if‐statements; 
• non‐unit step in do‐loops; 
• using whole division in affine expressions; 
• some local variables in affine expressions;  
• using affine subprograms with side‐effects. 

The work was supported by Russian Academy of Sciences Presidium Program for Fundamental Research No.15 
“Fundamental Problems of System Programming” in 2009–2011. 
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Abstract. This article proposes an algorithm for reducing the size of test suites, using the mutation score as the crite-
rion for selecting the test cases while preserving the quality of the suite. Its utility is also checked with a set of ex-
periments, using benchmark programs and industrial software.  

Keywords: Test suites, mutation, test suite reduction, criteria subsumption. 

1 Introduction 

Mutation is a testing technique, originally proposed in 1978 by DeMillo et al. [1], which relies on the discovery of the 
artificial faults which are seeded in the system under test (SUT). These faults are injected in the SUT by means of a set 
of mutation operators, whose purpose is to imitate the faults that a common programmer may commit. Thus, each mu-
tant is a copy of the program under test, but with a small change in its code, which is interpreted as a fault.  

Mutants are usually generated by automated tools that apply a set of mutation operators to the sentences of the origi-
nal program, thus producing a high number of mutants because, in general, each mutant contains only one fault. The fault 
in a mutant is discovered when the execution of a given test case produces a different output in the original program and in 
the mutant. When the fault is discovered, it is said that the mutant has been “killed”; otherwise, the mutant is “alive”. 

In order to obtain a good set of mutants, it is important that the seeded faults be “good”, which depends on the 
quality of the mutation operators applied. This area has been closely studied, with the proposal of operators for different 
kinds of languages and environments, as for example in [2]. Faults introduced in the mutants must imitate common er-
rors by programmers since, by means of the “coupling effect”, a test suite that detects all simple faults in a program is 
so sensitive that it also detects more complex faults [3]. 

Fig. 1 shows the source code of an original program (the SUT) and of some mutants: three of them proceed from 
the substitution of an arithmetic operator, whereas in the fourth a unary operator (++) has been added at the end of the 
sentence. The bottom of the figure presents the results obtained from executing some test cases on the different program 
versions. The test case corresponding to the test data (1, 1) produces different outputs in the original program (whose 
output is correct) and in Mutant 1: thus, this test case has found the fault introduced in the mutant, leaving the mutant 
killed. On the other hand, since all test cases offer the same output in the original program and in Mutant 4, it is said 
that Mutant 4 is alive. Moreover, this mutant will never be killed by any test case, since variable b is incremented after 
returning the result. Mutants like this one are called “functionally-equivalent mutants” and may be considered as noise 
when results are analyzed: they have a syntactic change (actually not a fault) with respect to the original source code 
that cannot be found. 

The test suite quality is measured in terms of the Mutation Score [4] (Fig. 2), a number between 0 and 1 which 
takes into account the number of mutants killed, the number of mutants generated and the number of functionally-
equivalent mutants. A test suite is mutation-adequate when it discovers all the faults injected in the mutants. 

Since that paper by DeMillo in 1978, many works have researched and developed tools to improve the different 
steps of mutation testing: mutant generation, test case execution and result analysis.  

Regarding mutant generation, most works try to decrease the number of mutants generated, with different studies 
existing for selecting the most meaningful operators [5], as well as techniques for generating the mutants more quickly 
[6]. Regarding test execution, several authors have proposed the use weak mutation [7], prioritization of the functions 
of the program under test [8] or the use of n-order mutants [9]. An n-order mutant has n faults instead of 1. Polo et al. 
[9] have shown that the combination of 1-order mutants to produce a suite of 2-order mutants significantly decreases the 
number of functionally equivalent mutants, whereas the risk of leaving faults undiscovered remains low. This has a 
positive influence on the result analysis step, whose main difficulty resides in the discovery of the functionally equiva-
lent mutants, which is required to calculate the Mutation Score (Fig. 2). Manual detection is very costly, although Offutt 
and Pan have demonstrated that is possible to automatically detect almost 50% of functionally equivalent mutants if the 
program under test is annotated with constraints [10]. 
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Original Mutant 1 Mutant 2 Mutant 3 Mutant 4 

int sum(int a,int b) { 
 return a + b; 
} 

int sum(int a,int b) 
{ 
 return a - b; 
} 

int sum(int a,int b) 
{ 
 return a * b; 
} 

int sum(int a,int b) 
{ 
 return a / b; 
} 

int sum(int a,int b) 
{ 
 return a + b++; 
} 

Test data (a,b)  
(1, 1) (0, 

0) 
(-1, 

0) 
(-1, -1) 

Orig. 2 0 -1 -2 
Mut.1 0 0 -1 0 
Mut.2 1 0 0 1 
Mut.3 1 Er-

ror 
Er-

ror 
1 

Mut.4 2 0 -1 -2  
Fig. 1. Code of some mutants and their results with some test data 

EM
KTPMS
−

=),( ,  
being: P: program under test; T: test suite; K: # of killed mutants; 

M: # of generated mutants; E: # of equivalent mutants 

Fig. 2. Mutation score 

Since many equivalent mutants are optimizations or de-optimizations of the original program (for example, Mutant 
4 in Figure 1 de-optimizes the original program), Offutt and Craft have also investigated how compiler optimization 
techniques may help in the detection of equivalent mutants [3]. 

In general, mutation testing has evolved over the years and, today, it is very frequently used to validate the quality of 
different testing techniques [11]. Some recent works related to mutation propose specific operators for specific program-
ming languages, such as Kim et al. [12], who propose mutation operators for Java and Barbosa et al. [2], with operators 
for C.  

These works, developed so many years after the proposal of mutation, evidence the maturity of this testing tech-
nique. With the adequate operators, the mutation score can be considered as a powerful coverage criterion [13].  

This article proposes one algorithm for reducing the size of a test suite, based on the mutation score: given a test 
suite T, the goal is to obtain a new test suite T’, which obtains the same mutation score as T, being |T’|≤T. 

The article is organized as follows: the two parts of Section 2 briefly describe strategies for test case generation 
(where the problem of redundant test cases is presented) and some works solving the problem of test suite reduction. 
Section 3 then presents the algorithm for test suite reduction based on mutation, completing its description with an ex-
ample taken from the literature. The validity of the algorithm is analyzed in Section 4, both with some benchmark pro-
grams, widely used in testing literature, and with a set of industrial programs. Finally, we draw our conclusions. 

2 Related Work 

The fact of having big test suites increases the cost of their writing, validation and maintenance, taking into account the 
continuous evolution of software and the corresponding regression testing [14]. Due to this, several researchers have 
proposed different techniques to reduce the size of a test suite, while the coverage reached is preserved. The problem of 
reducing a test suite to the minimum possible cardinal is known as the “optimal test-suite reduction problem” and has 
been stated by Jones and Harrold [15] as in Fig. 3.  

 
Given:  Test Suite T, a set of test-case requirements r1, r2, ..., rn, that must be satisfied to 

provide the desired test coverage of the program. 
Problem: Find T’⊂T such that T’ satisfies all ri and (∀T’’⊂T, T’’ satisfies all r ⇒  |T’|≤|T’’|) 

Fig. 3. The optimal test suite reduction problem 

Applied to the Triangle-type example, and starting from the results obtained by the All combinations strategy, the 
problem consists of finding a minimal subset of test cases that obtains the same coverage as the original test suite: i.e., 
to obtain a set of n test cases that reach the same coverage as the original suite, being n≤number of tests and n being the 
minimal. The optimal test-suite reduction problem is NP-hard [16] and, thus, its solution has been approached by means 
of algorithms which provide near-optimal solutions, usually with greedy strategies. The following subsections review 
some relevant works. 
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The HGS algorithm. Harrold et al. [17] give a greedy algorithm (usually referred to as HGS) for reducing the suite 
of test cases into another, fulfilling the test requirements reached by the original suite. The main steps in this algorithm 
are: 

1. Initially, all the test requirements are unmarked. 
2. Add to T’ those test cases that only exercise a test requirement. Mark the requirements covered by the selected test 

cases. 
3. Order the unmarked requirements according to the cardinality of the set of test cases exercising one requirement. If 

several requirements are tied (since the sets of test cases exercising them have the same cardinality), select the test 
case that would mark the highest number of unmarked requirements tied for this cardinality. If multiple such test 
cases are tied, break the tie in favor of the test case that would mark the highest number of requirements with tes-
ting sets of successively higher cardinalities; if the highest cardinality is reached and some test cases are still tied, 
arbitrarily select a test case from among those tied. Mark the requirements exercised by the selected test. Remove 
test cases that become redundant as they no longer cover any of the unmarked requirements. 

4. Repeat the above step until all testing requirements are marked. 
Gupta improvements. With different collaborators, Gupta has proposed several improvements to this algorithm:  

1. With Jeffrey [18], Gupta adds “selective redundancy” to the algorithm. “Selective redundancy” makes it possible 
to select test cases that, for any given test requirement, provide the same coverage as another previously selected 
test case, but that adds the coverage of a new, different test requirement. Thus, maybe T’ reaches the All-branches 
criterion but not def-uses; therefore, a new test case t can be added to T’ if it increases the coverage of the def-uses 
requirement: now, T’ will not increase the All-branches criterion, but it will do so with def-uses. 

2. With Tallam [19], test case selection is based on Concept Analysis techniques. According to the authors, this ver-
sion achieves same size or smaller size reduced test suites than prior heuristics as well as a similar time performan-
ce. 

Heimdahl and George algorithm. Heimdahl and George [20] also propose a greedy algorithm for reducing the test 
suite. Basically, they take a random test case, execute it and check the coverage reached. If this one is greater than the hig-
hest coverage, then they add it to the result. The algorithm is repeated five times to obtain five different reduced sets of 
test cases. Since chance is an essential component of this algorithm, the good quality of the results is not guaranteed. 

McMaster and Memon algorithm. McMaster and Memon [21] present an also–greedy algorithm. The parameter 
taken into account to include test cases in the reduced suite is based on the “unique call stacks” that test cases produce in 
the program under test. As can be seen, the criterion for selecting test cases is not a “usual test requirement”, as is com-
mon, but the number of unique call stacks. 

In summary, since the optimal test-suite reduction problem is NP-hard, all the approaches discussed propose a 
greedy algorithm to find a good solution with a polynomial-time algorithm. 

The test requirement for test case selection can be anything: coverage of sentences, blocks, paths… or number of 
mutants killed. 

One of the drawbacks of these algorithms is the difficulty of software industry to apply them. In fact, the tools used 
are typically non-available research prototypes, non-integrated into the IDEs used by developers and, therefore, remain 
unused. According to some recent surveys [22, 23], the degree of automation of testing tasks in the software industry is 
very low. Often, testing is performed in an artisanal way, and the efforts carried out in the last years to obtain test auto-
mation mostly consist of the application of unit testing frameworks, such as JUnit or NUnit. As a matter of fact, the 
work by Ng et al. [24] shows the best results on test automation: 79.5% of surveyed organizations automate test execu-
tion and 75% regression testing. However, only 38 of the 65 organizations (58.5%) use test metrics, with defect count 
being the most popular (31 organizations). Although the work does not present any data about the testing tools used, 
these results suggest that most organizations are probably automating their testing processes with X-Unit environments. 
In order to improve these testing practices, software organizations require cost and time-effective tools to automate and 
to improve their testing process [25]. Thus, the introduction of software testing research results in industry is a must.  

3 Test Suite Reduction Using Mutation 

This section mainly describes a greedy algorithm to reduce the size of a test suite based on the Mutation Score. The 
number of mutants killed by each test case is used as the criterion for the inclusion of a test case in the reduced set of 
selected test cases.  

Fig. 4 shows reduceTestSuite, the main function of the algorithm. As inputs, it receives all the test cases, the class 
under test and all the mutants. In line 2, it executes all test cases against the class under test and against the mutants, 
saving the results in testCaseResults. 
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Then, the algorithm is prepared for selecting, in several iterations, the test cases that kill more mutants, what is 
done in the loop of lines 5-14.  

The first time the algorithm enters this loop and arrives at line 7, the value of n (which is used to stop the itera-
tions) is |mutants|: in this special case, the algorithm looks for a test case that kills all the mutants. If it finds it, the algo-
rithm adds the test case to requiredTC, updates the value of n to 0 and ends; otherwise, it decreases n in line 16 and 
goes back into the loop.  

Let us suppose that n is initially 100 (that is, there are 100 mutants of the class under test), and let us suppose that 
the algorithm does not find test cases that kill n mutants until n=30. With this value, the function getTestCasesThat-
KillN (called in line 7) returns as many test cases as test cases kill n different mutants: i.e., if there are two test cases (tc1 
and tc2) that kill the same 30 mutants, getTestCasesThatKillN returns only one test case (for example, tc1). If the inter-
section of the mutants killed by tc1 and tc2 is not empty, then the algorithm returns a set composed of tc1 and tc2. 

 
1. reduceTestSuite(completeTC : SetOfTestCases, cut : CUT, mutants : SetOfMutants) : SetOfTestCases  
2. testCaseResults = execute(completeTC, cut, mutants) 
3. requiredTC = ∅ 
4. n=|mutants| 
5. while (n>0)  
6.  mutantsNowKilled = ∅ 
7.  testCasesThatKillN = getTestCasesThatKillN(completeTC, n, mutants, mutantsNowKilled, 

testCaseResults) 
8.  if |testCasesThatKillN>0| then 
9.   requiredTC = requiredTC ∪ testCasesThatKillN 
10.   n = |mutants|-|mutantsNowKilled| 
11.  else 
12.   n = n – 1 
13.  end if 
14. end_while 
15. return requiredTC 
16.end 

Fig. 4. Main function of the algorithm, which returns the reduced suite 

When test cases killing the current n mutants are found, they are added to the requiredTC variable (line 9) and n is 
updated to the current number of remaining mutants.  

In the actual implementation of the algorithm, the execution of the complete set of test cases against the CUT and 
the mutants is made in a separate function (execute, called in line 2), which returns a collection of TestCaseResult ob-
jects, which are composed of the name of a test case and the list of the mutants they kill. 

The function in charge of collecting the set of test cases that kill n mutants is called in the 7th line in Fig. 4 and is 
detailed in Fig. 5. It goes through the elements in testCaseResults and takes those test cases whose have n elements. 
Each time it finds a suitable test case, the function removes the mutants it kills from the set of mutants: in this way, the 
function guarantees that no two test cases killing the same set of mutants will be included in the result. 

 
1. getTestCasesThatKillN(completeTC:SetOfTestCases, n:int, mutants:SetOfMutants, mutantsNowKilled 

: SetOfMutants, testCaseResults: SetOfTestCaseResults) : SetOfTestCaseResults 
2.  testCasesThatKillN = ∅ 
3.  for i=1 to |testCaseResults| 
4.   testCaseResult = testCaseResults[i] 
5.  if |testCaseResult.killedMutants| == n and testCaseResult.killedMutants ⊆ mutants then 
6.   testCasesThatKillN = testCasesThatKillN ∪ testCaseResult.testCaseName 
7.    mutantsNowKilled = mutantsNowKilled ∪ testCaseResult.killed.Mutants 
8.   mutants = mutants – mutantsNowKilled 
9.  end_if 
10. next 
11. return testCasesThatKillN 
12.end 

Fig. 5. Function to obtain the test cases that kill n mutants 

3.1. Example 

Let us suppose the killing matrix in Table 1, corresponding to a supposed program with seven mutants (in the rows) and 
a test suite with six test cases (in the columns). Each column may be understood as an instance of TestCaseResult: in 
fact, there are six instances of this type, each composed of the test case name and the list of mutants it kills: the first test 
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case result is composed of the tc1 test case and the mutants m1 and m2; the second, by tc2 and m1, m2 and m3; the last 
one is composed of tc6 and an empty set of mutants, since it kills none. 

Table 1. First killing matrix for a supposed program 

 tc1 tc2 tc3 tc4 tc5 tc6 
m1 X X     
m2 X X   X  
m3  X     
m4   X    
m5   X    
m6   X X   
m7    X   

 
Initially, requiredTC is the empty set and n=7. In the first iteration of the 5th line loop in Fig. 4, the set mutants-

NowKilled is ∅ because there are no test cases killing seven mutants. n is decreased to 6, 5, 4 and 3. In this iteration, the 
function getTestCasesThatKillN is called. This function (Fig. 5) iterates from i=1 to 6. When i=1, it rejects tc1 because 
it does not kill three mutants (the current value of n). When i=2: 

• Adds {tc2} to the testCasesThatKillN set. 
• Adds {m1, m2, m3} to the mutantsNowKilled set. 
• Leaves mutants with {m4, m5, m6, m7}. 

Henceforth, the killed mutants {m1, m2, m3} will not be considered in the following iterations. Then, the killing 
matrix can be now seen such as in Table 2. 

Table 2. Second killing matrix for a supposed program 

 tc1 tc2 tc3 tc4 tc5 tc6 
m4   X    
m5   X    
m6   X X   
m7    X   

 
Still inside getTestCasesThatKillN, the i variable is increased to 3 and the TestCaseResult corresponding to tc3 is 

processed. Now: 
• testCasesThatKillN = {tc2, tc3} 
• mutantsNowKilled = {m1, m2, m3, m4, m5, m6} 
• mutants = {m7} 

Mutants {m4, m5, m6} will not be considered in next iterations, thus leaving the killing matrix as in Table 3. 
getTestCasesThatKillN continues increasing i to 6, the function exits and the algorithm returns to line 8 of re-

duceTestSuite. Here, {tc2, tc3} are added to requiredTC and n is decreased to 1, which is the initial number of mutants 
(7) minus the number of mutants now killed (6). Now, the function executes its last iteration calling getTestCasesThat-
KillN with n=1, and selects the tc4 test case and adds it to requiredTC. The final value of this set is: {tc2, tc3, tc4}. 

Table 3. Third killing matrix for a supposed program 

 tc1 tc2 tc3 tc4 tc5 tc6 
m7    X   

3.2. “A Motivational Example” 

In their paper [26], Jeffrey and Gupta show, using the same title that leads this section, a small program to exemplify 
their algorithm with selective redundancy, which has been translated into the Java program shown in Fig. 7. For this 
class, MuJava tool [28] generates 48 traditional (15 of them are functionally-equivalent) and 6 class mutants for this 
program.  

Using the values {-1.0, 0.0, +1.0} for the four parameters of function f, and generating test cases with the All com-
binations algorithm, the testooj tool [13] generates a test file with 3×3×3×3=81 test cases, that manage to kill 100% of 
the non-equivalent mutants. Fig. 6 shows a piece of the killing matrix for this example, ordered according to the number 
of mutants killed by each test case (last column). 

Of the three test cases killing 28 mutants, the algorithm picks testTS_0_78 and adds it to the reduced suite, remov-
ing testTS_0_76 and testTS_0_77 since they kill the same mutants. Moreover, these are removed from the set of mu-
tants. Then, it continues picking testTS_054 and proceeds in the same way. The reduced suite is finally composed of 7 
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test cases, which is 8.6% of the original size: {testTS_0_78, testTS_0_54, testTS_0_39, testTS_0_35, testTS_0_34, testTS_0_33, 
testTS_0_27} 

As expected, if the reduced suite is executed against the class and its mutants, it is seen that it also reaches the 
highest mutation score. 

 

 
Fig. 6. A piece of the killing matrix for the original test suite, in the Jeffrey and Gupta example 

public class JGExample { 
    float returnValue; 
    public float f(float a, float b, float c, float d) { 
        float x=0, y=0; 
        if (a>0) x=2; 
        else  x=5;  
        if (b>0) y=1+x;  
        if (c>0) 
            if (d>0) returnValue=x; 

            else returnValue=10; 
        else returnValue=(1/(y-6)); 
        return returnValue; 
    } 
  
   public String toString() { 
        return "" + returnValue; 
    } 
} 

Fig. 7. The “motivational example” from Jeffrey and Gupta. 
 

4 Experiments 

In order to check the results of the technique, two experiments were carried out: 
The first experiment uses a set of programs which have been used in many research papers on software testing (for 

example, references [7, 9, 27]) and, therefore, can be considered as benchmarks. These programs are Bisect, Bub, Find, 
Fourballs, Mid and TriTyp. They are implemented as isolated Java classes. For this experiment, all the traditional muta-
tion operators of the MuJava tool [28] were used to generate mutants (thus, those operators which are specific for the 
object-oriented characteristics of the Java language were excluded). Then, the All combinations strategy was used to 
generate test cases to kill these mutants. All combinations generates test cases by combining all test values of all the 
parameters [29]. 

For the second experiment, several classes were selected from a set of industrial systems. A required characteristic 
of the systems for this experiment is the availability of both its source code and test cases. In this case, the goal of the 
research is to evaluate the goodness of the technique in “actual” software. The test cases used for this experiment were 
those available with the corresponding project, and did not add new test cases to the test suites. All these projects are 
composed of several classes with different types of relationships among them. As with the first experiment, only the 
traditional operators were applied. 

4.1. Experiment 1: Benchmark Programs 

Table 4 gives some quantitative information about the benchmark programs: number of lines of code (LOC), number of 
non-equivalent mutants generated by the MuJava tool (i.e., the equivalent mutants were manually removed), size of the 
original test suite (automatically generated using the All combinations strategy with the testooj tool) and size of the re-
duced suite [13]. Of course, both the original and the reduced suite kill 100% of non-equivalent mutants and, thus, all of 
them are mutation-adequate. 
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Table 4. Results for the benchmark programs 

Program  LOC  # of mutants  |Test suite|  |Reduced test suite| 
Bisect  31  44  25  2 (8%) 
Bub  54  70  256  1 (0,04%) 
Find  79  179  135  1 (0.07%) 
Fourballs  47  168  96  5 (5,2%) 
Mid  59  138  125  5 (4%) 
TriTyp  61  239  216  17 (7,8%) 

4.2. Experiment 2: industrial programs 

For this experiment, a set of publicly available programs was downloaded (Table 5 shows some quantitative data, 
measured with the Eclipse Metrics plugin). One important requirement for selecting these programs was the availability 
of test cases, since now the goal was to check whether among these test cases, written by the developers of the pro-
grams, there also exists any redundancy and that they can, therefore, be reduced. 

In this way, the three following systems were selected and downloaded: 
1) jtopas, a system for analyzing and parsing HTML pages with CSS code embedded. This system is included in the 

Software-artifact Infrastructure Repository (SIR), a website with a set of publicly available software, left by Do 
and others to facilitate benchmarking in testing experimentation [30].  

2) jester, a testing tool for Java. This was developed by Ivan Moore and can be downloaded from 
http://jester.sourceforge.net. 

3) jfreechart, a free chart library for the Java platform. It was designed for use in applications, applets, servlets and 
JSP. 

Table 5. Quantitative data from the selected projects 

Project # of pack-
ages 

# of classes WMC (to-
tal) 

LOC 

jtopas 4 20 747 3,067 
jester 7 67 588 3,225 
jfreechart 69 877 20,584 124,664 

 
Table 6 shows some quantitative data from the selected classes, all of them having a corresponding testing class. 

Table 7 shows: 
1) The number of mutants generated for the class by the MuJava tool. Note that, in these projects, equivalent mu-

tants have not been removed. 
2) The number of available test cases for that class in the corresponding project. 
3) The percentage of mutants killed by the original test suite.  
4) The number of test cases in the reduced suite, once the original suite has been executed and the reduction algo-

rithm has been applied. 
Thus, for example, MuJava generates 94 mutants for PluginTokenizer from the jtopas project, where there are 14 

test cases available on its website. These test cases kill 31% of the mutants. The last column shows the results of apply-
ing the test suite reduction algorithm, with the result that a single test case is sufficient for reaching the same coverage 
as the original 14 test cases. 

Table 6. Quantitative data from the selected classes 

Pro‐
ject 

Program  LOC 
W

MC 
Methods 

jtopas  PluginTokenizer  157  27  16 
jester  IgnoreList  26  8  3 

CompositeTitle  63  14  8 
SimpleHisto‐

gramBin 
117  32  11 

RendererUtilities  137  29  3 

jfreech
art 

XYPlot  2,470  591  194 
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Table 7. Test execution results 

Program  Mutants  |Test suite|  Mutants killed 
|Reduced test 

suite| 
PluginTokenizer  94  14  31%  1 (7%) 
IgnoreList  27  6  85%  2 (33%) 
CompositeTitle  9  4  77%  1 (25%) 
SimpleHisto‐

gramBin 
293  5  66%  4 (80%) 

RendererUtilities  801  6  81%  6 (100%) 
XYPlot  3,012  21  36%  14 (66%) 

5 Conclusions 

This article has presented a greedy algorithm to reduce the size of a test suite with no loss of quality, meaning that the 
new suite preserves the same coverage that the original suite reaches in the system under test. The testing criterion used 
to select the test cases is based on the percentage of mutants that each test case kills. The algorithm has been verified 
applying it to both benchmark programs commonly used in testing research papers, as in industrial software, evidencing 
the utility of the algorithm in almost all cases. 

In conclusion, the authors consider that mutation testing has reached sufficient maturity to be applied in the actual 
testing of real software. The research has now arrived at such a point that the knowledge produced over all these years 
is ready to be transferred to industrial testing tools. 
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Abstract. The verification condition generators (VCG) link verification conditions (VC) to linear paths
of a program or to line numbers at best. It can be insufficient, since VCs contain information neither
about the evaluation order nor about correspondence between their fragments and specific operations.
Verification of complex programs is inevitably confronted by difficulties of VC interpretation and error
localization. An extension of axiomatic semantics of the C-kernel language, described here, will be able to
derive VCs accompanied with formal derivation protocols useful in VC understanding and error tracing.

1 Introduction

The C program verification project has come a long way in the Theoretical programming laboratory of IIS.
The details can be found in [4, 5, 7, 6]. The input language, known as C-light, represents a considerable subset
of the standard C99. Its formal definition was developed by means of the structural operational semantics. In
turn, a restricted core of C-light was chosen. This sub-language, known as C-kernel, possesses a sound axiomatic
semantics. The verification process consists of two stages. On the first step, an annotated C-light program is
translated into an equivalent C-kernel program. Then, the axiomatic semantics is used to derive the VCs which
must be proved to establish correctness of the original C-light program.

Since the theoretical part of our approach is well-developed, we can concentrate on some practical problems.
One of them concerns the error localization and interpretation of VCs. Usually, the Hoare axiomatic method
compares VCs to linear paths in a program. The falsity of a condition gives warning of an error on the corre-
sponding path (or in its specification), but does not reveal the exact position of a bug. In addition, when we
deal with a language like C, the complexity of verification conditions grows considerably.

In order to overcome this obstacle, we applied a method presented in paper [1] by Denney and Fischer. The
idea consists in a systematic extension of the Hoare rules by labels so that the calculus itself can be used to
build up explanations and traces of VCs. The purpose of this paper is to give an overview of the Hoare logic of
C-kernel enriched by the labeling technique.

2 The C-kernel Language

The C-kernel language imposes a set of severe restrictions on C-light. Let us briefly remind what is the C-light
language [4]. Ultimately, the restrictions imposed by C-light on the standard C99 are divided into two groups.
First, we avoid the constructions whose semantics significantly relies on low-level implementation information
(bit-fields, unions etc.). Second, we deliberately fix some undefined aspects of the C language. For example,
expressions are evaluated in the “right-to-left” order and side effects take place immediately.

Declarations. The declarator lists in C-kernel are allowed in function declarations only. The initializers of com-
posite objects must be in a fully bracketed form. The storage specifiers are mandatory.

Expressions. The main idea behind C-kernel expressions is that every expression different from a function call
implies at most one memory modification. Thats why the C-kernel forbids the composite assignments and
the ’comma’ operator. We traditionally use C++-like memory operations new and delete in order to avoid
references to the standard library when semantics is discussed.

The base C-kernel expressions are normalized ones (NExp). They are built by usual C rules involving only
primary, unary, binary and type cast operations. Thus, no memory change can take place in a normalized
expression.

Let CV stand for constants and variable identifiers. Then, the syntax of an arbitrary C-kernel expression
looks like:
⋆ Research supported by SB RAS under Lavrentiev’s grant C Program Verification with Efficient Error Localization and
partially supported by grant 11-01-00028-a from RFBR.
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Exp ::= f(CV ,..., CV ) | NExp = f(CV ,..., CV ) | NExp = NExp |

NExp = new Type [NExp]opt | delete []opt NExp

Statements. The legal C-kernel statements are as follows:

Stat ::= Exp; | l: Stat | goto l; | return NExpopt; |

if (NExp) Stat else Stat | while (NExp) Stat | {Stat . . .Stat}

Even if C-kernel is a very restricted subset, every C-light program can be translated into C-kernel. The
Fig. 1 shows an example of such a translation.

C-light program C-kernel program

void NegFirst(int ia[], int Length)

{

//@ pre ...

int i;

for (i = 0; i < Length; i++)

{

//@ inv ...

if (ia[i] < 0) {

ia[i] = -ia[i];

break;

}

}

//@ post ...

}

1 void NegFirst(int ia[], int Length) {

2 //@ pre ...

3 auto int i;

4 i=0;

5 while(i < Length){

6 //@ inv ...

7 if (ia[i]<0){

8 ia[i] = -ia[i];

9 goto L;

10 }

11 else {}

12 auto int* q1;

13 q1 = &i;

14 *q1 = *q1 + 1;

15 }

16 L:;

17 //@ post ...

18 }

Fig. 1. A small example

3 An Extended Hoare Logic for C-kernel

The deductive verification works smoothly in an ideal case only: a program and its annotations are correct, a
domain theory is complete and a theorem prover is powerful enough. In practice, however, users are confronted
with failed VCs but receive no additional information about the causes of the failure. They must thus analyze
the VCs, interpret their constituent parts, and relate to the corresponding source code locations.

Using the idea from [1], we will extend the Hoare rules by “semantic mark-up” so that the calculus itself
builds up explanations of the VCs. This mark-up takes the form of structured labels that are attached to the
formulas in the Hoare rules. The labels are maintained through different processing steps and are then extracted
from the final VCs and rendered as natural language explanations.

Concepts and labels. While the error tracing idea is obvious (file names, line numbers and, ideally, source
columns), the explanation of a VC requires understanding of the role it can play. The first approximation
appears if we recall that, after simplification, VCs usually remind of Horn clauses (i.e. H1 ∧ . . . ∧ Hn ⇒ C).
Here, the unique conclusion C of a VC can be considered as its purpose. However, for a meaningful explanation
of the VC structure, we need a more detailed characterization of the sub-formulas. The basic information for
explanation generation is a set of underlying concepts, which depends on the particular aspect of the VCs to be
explained. Table 1 represents a short review of them.

We will use notation from [1] to derive labeled terms ⌈t⌉l , where each term t can be marked with a label l.
Labels will have the form c(o, n). Here the concept c (see Table 1 for examples) describes the role the labeled
term plays. The location o records where it originates (line number or a range). The optional list of labels n

nested inside contains further qualifying information.
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Table 1. Concepts

Concepts Labels The role

Hypotheses

– Assertions

– Control flow predicates

asm pre, asm inv,
then, while t

Hypotheses reflect the assumptions that some

logical statements hold at certain program

points.

Conclusions ens post,
ens inv iter

Conclusions capture the primary purpose of a

VC, which includes ensuring that different types

of assertions hold at given locations.

Qualifiers

– Substitutions

– Assignments

sub, upd, alloc,
init

Qualifiers further characterize hypotheses and

conclusions by recording how a sub-formula was

produced.

Contributors call, pres inv Contributors capture the secondary purpose of

a VC; this arises when a recursive call of VCG

produces VCs that are conceptually connected

to the purpose of the larger structure.

Extended Hoare logic (A fragment). A typical Hoare triple for C-kernel looks like Env  {P} S {Q}, where
P and Q are (labeled) pre- and postcondition, respectively, S is a legal C-kernel program, and environment
Env is a triple 〈cf, nl, IAx〉. Here, cf is the name of a current function, a nonnegative integer nl corresponds
to a current nesting level and a set of Hoare triples IAx denotes the inductive hypotheses. We will use the
superscripts Envi to access the environment components.

Consequence rule. The extended version of this standard rule looks like:

⌈P ⌉asm pre
⇒ P1 Env  {P1} S {

⌈Q1
⌉ens post

}
⌈Q1

⌉asm post
⇒ Q

Env  {⌈P ⌉ens pre} S {Q}
. (1)

As you can see, we must ensure that Q1 is an intermediate post-condition and also serves as an assumption for
Q (labels ens and asm respectively).

Declaration statement. In order to avoid unnecessary multiplication of rules, we use a generic Hoare rule,
where a special function HDec performs the case analysis:

Env  {HDec(Q,Decl)} Decl {Q} . (2)

The volume of the paper does not allow us to show HDec for every declaration (see [5] for details). Let us
consider the declaration of a global integer variable:

HDec(Q, static int v;) = Q (MeM← ⌈upd(MeM, (v, Env2), nc)⌉alloc)

(MD← ⌈upd(MD, nc, 0)⌉init)(Γ ← upd(Γ, nc, int))

First of all, this rule demonstrates the difference between classical Hoare’s logic and ours. We do not map the
variable names directly onto their values. Instead, some mappings are used. For example, MeM maps program
variable names onto their addresses, MD maps these locations onto values, and Γ maps locations onto types.
We call these mappings meta-variables since they play the role of variables in Hoare’s calculus. So, when the
control flow reaches a static variable declaration, the meta-variable MeM allocates a new address nc for the
variable v. Meta-variable MD assigns the default zero to this new object and meta-variable Γ sets its type to
int.

Expression statement. By analogy with declarations, we use a universal function (here, Upd) to combine
all legal expressions (except for function calls) in a single rule:

Env  {Upd(Q,Expn)} Expr {Q} . (3)

Upd(Q, lval = rval;) = Q(MD ← ⌈upd(MD, (MeM(lval, Env2), 0), rval)⌉asgn);

Upd(Q, delete ptr;) = Q(MD ← ⌈upd(MD, MeM(ptr,Env2), ω)⌉free).

We use a separate rule, when the result of a function call is assigned to a variable. Let x stand for the formal
parameter list of f and e denote an actual argument list. Given that z is a fresh name (i.e., not occurring in
the program and specifications), the rule looks like (a simple assignment case)

⌈P ⌉asm pre
⇒

⌈

(⌈P ′α ∧ (Q′γ(Val← z))⌉ens specs
⇒ Qγβδ)

⌉call

Env  {P} lval = f(e); {Q}
, (4)
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provided that for some P ′ and Q′ {P ′} f(x) {Q′} ∈ Env3. The substitutions α, β, γ, δ are as follows:
α = (MeM← StaticInit(MeM,MD, Env2, x));
β = (MeMγ ← MeM);
δ = (MD← upd(MD,MeM(lval, Env2), z));
γ changes all logical variables from P ′ and Q′ with fresh names.

The variable renaming allows us to avoid universal quantification on the local level. The procedure call rule is
by analogy.

Composition. The classical Hoare rule for composition turns unsound in the presence of jumps. Thus, in
the following rule, we explicitly assume that neither S1 nor S2 contains labeled statements on the uppermost
nesting level:

Env  {P} S1 {
⌈R⌉ens post

} Env  {
⌈R⌉asm pre

} S2 {Q}

Env  {P} S1 S2 {Q}
. (5)

Considering that jumps into blocks are forbidden in C-light, this requirement guarantees that no jump from S1

into S2 or from S2 into S1 can take place. Of course, even a single program label will make this rule useless.
The next rule will provide its successful applicability.

Labels. The restrictions in the rule (5) mean that we cannot prove a Hoare triple unless all labels are found
and excluded. Fortunately, since jumps into blocks are banned in C-light, we do not need to look for all program
labels. Given a statement sequence, it is sufficient to handle all labels on the uppermost nesting level of this
sequence. The following rule performs this task:

Env1  {P} S0 {
⌈I1

⌉ens inv
} Env1  {

⌈I1
⌉asm inv

} S1 {
⌈I2

⌉ens inv
}

. . .

Env1  {
⌈In

⌉asm inv
} Sn {R} Env1  {R} Sn+1 {Q}

Env  {P} S0 l1: S1 . . . ln: Sn Sn+1 {Q}
, (6)

where Env31 = Env3∪
{(

{Ii} goto li; {false}, Env
2
) ∣

∣ i = 1, . . . , n
}

and the nesting level of every li is equal to Env
2.

Thus, we assume that for every label li there exists an invariant Ii which holds whenever control reaches li. The
inductive hypotheses of the form {Ii} goto li; {false} are used to handle the gotos.

Loops. The semantics of while is defined using an intermediate form:

Env  {P} { loop(e, S) } {Q}

Env  {P} while (e) { S } {Q}
. (7)

Conceptually, loopmeans the same: ”do something while a condition is true”. However, it does not form a scope,
whereas the while statement does. Thus, we avoid unnecessary complication in the rule (note the explicit braces
in the premise). In turn, the semantic of loop is based on a classical Hoare rule:

Env 
⌈

{
⌈I⌉asm inv

∧
⌈
Eval(e)⌉while t

} S {⌈I⌉ens inv iter
}
⌉pres inv

Env  {⌈I⌉ens inv} loop(e, S) {⌈I⌉asm inv exit ∧ ⌈¬Eval(e)⌉while f}
. (8)

The invariant should be ensured at the loop entry and is reinsured to hold after one loop iteration. The purpose
of all VCs emerging from the loop body is to contribute to invariant preservation. The entire triple is labeled
with pres inv.

Jumps. As long as the inductive hypotheses for program labels are gathered by the rule above, the Hoare
rule for the goto statement is straightforward:

Env  {
⌈
BR(I,m, Env

2)⌉ens inv
} goto l; {false} , (9)

provided that for some assertion I and nesting level m
(
{I} goto l; {false},m

)
∈ Env3 .

Function BR is defined in [5]. Its role is to delete local variables if we leave several blocks. The return statement
is formalized by analogy.

Rewriting and rendering. VCs (labeled or unlabeled) become complex and need to be simplified aggressively
before they can be proven. The purpose of the rewriting stage is to remove redundant labels, to minimize the
scope of the remaining labels, and to keep enough labels to explain any unexpected failures.

The labeled rewriting rules do not simply reuse the usual unlabeled ones because labels need careful handling.
For example, we can safely remove labels from the trivially true sub-formulas because these require no expla-
nations. On the other hand, labels from the trivially false labeled sub-formulas are removed selectively, since
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Fig. 2. Labels and labeled VCs

there must be context to explain the failure. A more detailed review of the labeled rewriting and simplification
rules can be found in [1].

The final generation of actual explanations, i.e., turning the (labeled) VCs into a human-readable text, is
called rendering. It relies on the building blocks described in Fig. 2 and comprises four steps: (1) VC normal-
ization using the labeled rewrite system; (2) label extraction; (3) label normalization to fit the labels to the
explanation templates; (4) text generation using the explanation templates.

4 Case Study

The precondition and invariant of the function NegFirst on page 296 look like

pre : ∃old : int[]. MD(MeM(ia)) 6= null ∧MD(MeM(ia)) = MD(MeM(old))

inv : 0 ≤ MD(i) ≤ MD(Length) ∧ (∀j. 0 ≤ j < MD(i)⇒
(MD(MeM(ia, j)) ≥ 0 ∧MD(MeM(ia, j)) = MD(MeM(old, j))) .

Allow us to omit the postcondition (see [7] for details), since it is not involved in the VC below. The specifications
show that NegFirst searches for the first negative element in an array, changes its sign and exits.

The VCG produces five VCs and one trivially true Hoare triple. The comments about their successful proof
in Simplify and Z3 can be found in [7]. Here we focus on explanations. Even the shortest VC can be hard to
comprehend. This VC corresponds to the path from the function entry point up to the loop entry point. Its
labeled form is






⌈pre(MeM ←MeM1)(MD ←MD1)
⌉asm pre(2)

∧
⌈MeM = upd(MeM1, (i, 1), nc)

⌉alloc(3)
∧

⌈MD2 = upd(MD1, nc, ω)
⌉init(3)

∧
⌈MD = upd(MD2,MeM(i, 1), 0)⌉asgn(4)




⇒

⌈inv⌉ens inv(6) .

For clarity, we kept the pre-condition and loop invariant in their symbolic form. The reader can substitute them
with real formulas to estimate the volume of the final VC. What does this formula mean? What role does it
play in the verification process? To answer these questions, we use our label rendering methods which produce
the following explanation:

This VC corresponds to lines 2--6 in the function NegateFirst. Its purpose is to ensure that the

loop invariant at line 6 holds at the loop entry point. Hence, given

- assumption that function precondition holds at line 2,

- substitution for MeM originating in object allocation at line 3,

- substitution for MD originating in object initialization at line 3,

- substitution for MD originating in assignment at line 4,

show that the loop invariant at line 6 holds at the loop entry point at line 5.

We hope that this explanation (written in a natural language) can actually help in VC understanding or error
localization if something goes wrong.

5 Conclusions, Related and Future Work

Most verification systems based on the Hoare logic offer some basic tracing support by emitting the current
line number whenever a VC is constructed. However, this does not provide any information as to which other
parts of the program have contributed to the VC, how it has been constructed, or what is its purpose, and is
therefore insufficient as a basis for informative explanations.
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Results. This paper describes the combination of the tracing and explanatory techniques in our C program
verification project. The Hoare logic of the C-kernel language has already displayed its theoretic soundness
and practical reliability. Some programs with challenging features of C, such as aliasing, side effects and control
transfer were successfully verified. Now it is being extended by labeling techniques in a formal way. The extended
calculus will provide a user with information necessary to understand VCs and to find potential errors.

Related work. Among the plethora of program verification projects we can mention only a few works where
VC understanding and formal error tracing were examined. First, the INRIA project Centaur [2]. The generated
VCs were analyzed in search of the initial conditional expressions which were used in the if statements and
loops.

A more recent study [1] has inspired greatly this one. Denney and Fischer extended the Hoare rules by labels
to build up explanations of VCs. The labels are maintained through different processing steps and rendered as
natural language explanations. The explanations can be customized and can capture different aspects of VCs;
the authors focused on VC structure and purpose.

Finally, Leino et al. [3] also extend an underlying logic with labels to represent explanatory semantic infor-
mation. Labels are introduced when the language is “desugared” into a lower-level form. This labeled language
is then processed by a standard “label-blind” VCG. The authors use explanations for traces to safety conditions.

Outlook. Obviously, this method concerns only the intermediate C-kernel stage of our two-level approach.
Since the initial C-light programs are translated into C-kernel, the opposite translation of traces and explanations
should be implemented. A uniform modeling approach proposed recently in [6] looks promising in this future
work.
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Abstract. The notion of a program logic is introduced to denote a set of predicates which are true in different pro-
gram points. For a program with restrictions typical for functional languages, total correctness formula (6) which uses 
the program logic is defined. A theorem of identity between specification and program introduces simple correctness 
formula (10) applicable for a single-valued specification. The rules of program correctness proof have been devel-
oped for proving formulas (6) and (10). Generating and proving the correctness formulas are different than in the 
classic Hoare verification. The rules of program correctness proof are also applicable for program synthesis. 

Keywords: total program correctness, deductive verification, program synthesis, formal semantics of a 
programming language 

1. Program Logic 

A program logic is defined for a sequential program in an imperative or functional language. A program is considered 
as a hierarchical composition of language constructs (statements, expressions) of the programming language. To repre-
sent different moments of program execution, a set P of points is introduced. Except the start and end of execution, each 
point defines the moment of execution after finishing one construct and before beginning the next construct. The pro-
gram memory consists of a fixed finite set z of variables. 

A program logic is a set of predicates {Lp}p∈P. The predicate Lp is defined on the values of the variables z. The 
predicate Lp(z) is true for some values of the variables z if and only if there exists an execution that reaches the point p 
with the same values of variables. 

Let us consider the cases when it is possible to construct the logic of a program. 
At the beginning of execution, the program logic is the always-true predicate true. For an unreachable point p, 

Lp = false. 
Let point 1 be the beginning of execution of some construct K and point 2 be the end of its execution. Is it possible 

to construct the predicate L2 if the predicate L1 is known? Let K be the expression a + b. If the language semantics al-
lows any result value to be represented for the addition operator, then L2 = L1. Let K be the expression a / b. If the lan-
guage semantics does not restrict the representation of very large and small values, then L2(z) ≡ L1(z) & b ≠ 0. Let K 
be the assignment statement a := E, where E is an expression. If the predicate L1(z) does not depend on a, then 
L2(z) ≡ L1(z) & a = E. 

For the construct K we introduce a construct logic L(K) that is the predicate L2 under assumption that L1 = true. 
Let K be the statement B; C that defines the execution of the C statement after the execution of B. Let us define L(B; C) 
via the logics L(B) and L(C). The case when the execution of C does not depend on the execution of B should be consid-
ered separately. To fix dependencies on data, we use the denotation A(x: y) for the statement A with the arguments x 
and results y, where x and y are variable sets. 

Instead of the statement B; C we introduce the superposition statement B(x: z); C(z: y) and the parallel statement 
B(x: y) || C(x: z). The third statement in our consideration is the conditional statement if (E) B(x: y) else C(x: y), 
where E is an expression that may depend on x. Under assumptions that the variable sets x, y, and z are disjoint and the 
set x may be empty, let us define the logics of the statements: 

L(B(x: z); C(z: y))  ≅  ∃z. L(B(x: z)) & L(C(z: y))        (1) 
L(B(x: y) || C(x: z))  ≅  L(B(x: y)) & L(C(x: z))      (2) 
L(if (E) B(x: y) else C(x: y))  ≅  (E ⇒ L(B(x: y))) & (¬E ⇒ L(C(x: y)))   (3) 

For the usage of definitions (1) − (3) in deductive verification of programs, one should formally prove that the defi-
nitions are correct. First, for a programming language with the superposition, parallel and conditional statements, its 
formal operational semantics should be developed. Next, the definition of a program logic should be formalized. One 
should prove that definitions (1) − (3) are consistent with the formal operational semantics according to the definition of 
a program logic. 
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Let construct K be the loop statement while E do B(x: x) end, where E is an expression which depends on x. Let 
us define the logic of the statement via the logic L(B(x: x’)), where the variable sets x and x’ are disjoint. The logic of 
the while statement is not simple and may be presented by an infinite formula: 
¬E(x) ∨ E(x) & L(B(x: x1)) & ¬E(x1) ∨ E(x) & L(B(x: x1)) & E(x1) & L(B(x1: x2)) & ¬E(x2) ∨ … ∨  
E(x) & L(B(x: x1)) & E(x1) & L(B(x1: x2)) & E(x2) & … & E(xk-1) & L(B(xk-1: xk)) & ¬E(xk) ∨ … 

 

The precise definition of the logic should be given in the form of the least fixed point. 
The program logic may be also easily defined for recursively defined procedures and operators for all data types 

except pointers. Thus, the program logic may be naturally constructed for any pure functional language but not for an 
imperative language because the logic for loops and pointers is complicated. The constructs with simple logic listed 
above are sufficient to represent any algorithm for problems in the discrete and computational mathematics but not for 
reactive systems consisted of interacting processes. Adequate models for reactive systems are the process algebras of 
R. Milner, C.A.R. Hoare, etc. 

2. Program Correctness 

Let a program be a statement S(x: y), where x and y are disjoint sets of variables. Let its logic L(S(x: y)) be defined. 
During the execution of the statement S(x: y), no interactions with the external environment are possible. There is no 
input and output statements in the program. The values of the arguments x are assigned before execution of the pro-
gram. Such a program implements a function from x to y. 

A specification of the program S(x: y) is [P(x), Q(x, y)], where the predicate P(x) is called a precondition and 
Q(x, y) is called a postcondition. Let point 1 be the beginning of the program execution and point 2 be the end of exe-
cution. Correctness of the program is defined by two correctness conditions: 

• the precondition P(x) must be true at point 1; 
• the postcondition Q(x, y) must be true at point 2. 

Infinite execution of the program is useless, because the program does not interact with the external environment. So 
the third correctness condition should be formulated: 

• the execution of the program is always finished. 
It is impossible to check statically the truth of the precondition P(x) for the program S(x: y). So the first condition 

should be excluded from our consideration. But it may be checked statically for the call of the program S from another 
program. 

The precondition P(x) must be true at point 2, because P(x) must be true at point 1 and execution of the program 
S(x: y) does not change the values of the variables x. So it is sufficient to prove the second and third correctness condi-
tions under an assumption that P(x) is true. 

The predicate L(S(x: y)) should be the second premise in the proof of the second correctness condition, because 
L(S(x: y)) is true at point 2. According to the definition of a program logic, the predicate ∃y. L(S(x: y)) is the condi-
tion of finishing the program execution. At last, the second and third correctness conditions are expressed by the formu-
las: 

P(x) & L(S(x: y)) ⇒ Q(x, y)        (4) 
P(x) ⇒∃y. L(S(x: y))         (5) 

Formula (4) is called a condition of partial correctness. Formula (5) is called a condition of finishing a program. 
Their conjunction defines the condition of total correctness of the program S(x: y) relative to the specification 
[P(x), Q(x, y)]: 

Corr(S(x: y), P(x), Q(x, y))  ≅  P(x) ⇒ [ L(S(x: y)) ⇒ Q(x, y) ] & ∃y. L(S(x: y))  (6) 
Further the term “correctness” will be used in the sense of total correctness. 

3.  Total and Single-Valued Predicates 

The well-known notions of a total function and a single-valued function may be defined in a similar way for the 
predicate H(x, y) considered as a function from x to y, where x and y are disjoint sets of variables. The predicate 
H(x, y) is called a single-valued in the domain X for the variables x if the following condition is true: 

∀x∈X ∀y1,y2. H(x, y1) & H(x, y2) ⇒ y1 = y2 .    
The predicate H(x, y) is called a total in the domain X for the variables x if 

∀x∈X ∃y. H(x, y)  .      
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Lemma 1. Let the predicate D(x, y) be single-valued and the predicate Z(x, y) be total in the domain X. Let 
∀x∈X. Z(x, y) ⇒ D(x, y) be true. Then the formula ∀x∈X. D(x, y) ⇒ Z(x, y) is true. As a consequence, the predi-
cates D and Z are identical in the domain X. 

The notions “the program S(x: y) is single-valued”, “the specification [P(x), Q(x, y)] is total”, and “the specifica-
tion is single-valued” are defined by the following formulas: 

P(x) & L(S(x: y1)) & L(S(x: y2)) ⇒ y1 = y2;    (7) 
T(P(x), Q(x, y))  ≅  P(x) ⇒ ∃y. Q(x, y);     (8) 
SV(P(x), Q(x, y))  ≅  P(x) & Q(x, y1) & Q(x, y2) ⇒ y1 = y2 .  (9) 

Note. A program totality property is precisely the correctness condition (5). 

Lemma 2. If the program S(x: y) is correct relative to the specification [P(x), Q(x, y)], then the specification is 
total. 

Non single-valued program is nondeterministic. If the statement B(x: z) is not single-valued, it is possible that the 
superposition statement B(x: z); C(z: y) may nondeterministically finish or not finish for some x. Such behavior of a 
program is prohibited in our consideration because our model of total correctness inapplicable. The notion of general 
correctness [11] is used for that case. 

4. Theorem of Identity between Specification and Program 

The subformula L(S(x: y)) ⇒ Q(x, y) in the total correctness formula (6) defines the inference of the specification 
from the program logic. There exist approaches (e.g. program synthesis) with a backward inference of a program from a 
specification. Our aim is to define conditions which allow us to prove the program correctness by means of backward 
inference. These conditions are given by Lemma 1. 

Theorem 1 of identity between specification and program. 
Let the program S(x: y) be single-valued, the specification [P(x), Q(x, y)] be total, and the following formula be 

true: 
P(x) & Q(x, y) ⇒ L(S(x: y)) .     (10) 

Then the program S(x: y) is correct relative to the specification. 

Lemma 3. Under conditions of Theorem 1, the following formula holds:  
P(x) ⇒ (L(S(x: y)) ≡ Q(x, y)) .     

Corollary. Under conditions of Theorem 1, the specification [P(x), Q(x, y)] is single-valued. 

Lemma 4. Let the program S(x: y) be correct relative to the specification [P(x), Q(x, y)] and the specification be 
single-valued. Then formula (10) holds. 

Formula (10) is simpler for proving program correctness and so it is preferable to formula (6). But formula (10) is 
applicable only for a single-valued specification. If a specification is not single-valued, then formula (10) is false and so 
unprovable. For application of formula (10), it is sufficient to ensure that a program be single-valued and a specification 
be total. A program is single-valued if all basic operators used in the program are single-valued. One should formally 
prove this property as a part of the formal operational semantics of a programming language. 

Let us reformulate Theorem 1 in the form of a rule of program correctness proving. 

T1: 
 T(P(x), Q(x, y));  P(x) & Q(x, y) ⇒ L(S(x: y)) 

----------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------
------------------------------- 

- 

Corr(S(x: y), P(x), Q(x, y)) 
Here and further in the rules on the base of formula (10), the condition that the statement S(x: y) is single-valued 

is omitted, while assumed. 

5.  Rules of Correctness Proof for Statements 

If the program logic for a programming language has been developed, one can construct automatically the correctness 
condition formula for the program S(x: y) on the base of formula (6) or (10). The resulting formula would be compli-
cated and long even for short programs. The formula would be longer than the program S(x: y). Specialization of for-
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mulas (6) and (10) for different kinds of statements allows us to decompose a long correctness formula to a set of short 
and simple correctness formulas. 

In this section, we present specialization of formulas (6) and (10) in the form of rules of the correctness proof for the 
superposition statement B(x: z); C(z: y), parallel statement B(x: y) || C(x: z), and conditional statement 
if (E) B(x: y) else C(x: y). First, we consider the case when the substatements B and C are correct relative to their 
specifications. The rules based on formula (6) are presented below. They allow to reduce the correctness proof for the 
statement to the correctness proofs for its substatements. 

RP: 

 Corr(B(x: y), PB(x), QB(x, y));  Corr(C(x: z), PC(x), QC(x, z)); 
P(x) ├ PB(x) & PC(x);  QB(x, y) & QC(x, z) ├ Q(x, y, z) 

------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------ 
- 

Corr(B(x: y) || C(x: z), P(x), Q(x, y, z)) 
 

RS: 

 Corr(B(x: z), PB(x), QB(x, z));  Corr(C(z: y), PC(z), QC(z, y)); 
P(x) ├ PB(x) & ∀z. QB(x, z) ⇒ PC(z);  P(x) & ∃z. QB(x, z) & QC(z, y) ├ Q(x, y) 

--------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------
------------------------------------------------------- 

- 

Corr(B(x: z);  C(z: y), P(x), Q(x, y)) 
 

RC: 

 Corr(B(x: y), PB(x), QB(x, y));  Corr(C(x: y), PC(x), QC(x, y)); 
 P(x) & E ├ PB(x);  P(x) & ¬E ├  PC(x); 
P(x) & E & QB(x, y)├ Q(x, y);  P(x) & ¬E & QC(x, y) ├ Q(x, y) 

----------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------- 

Corr(if (E) B(x: y) else C(x: y), P(x), Q(x, y)) 
The rules based on formula (10) are presented below. The rules are applicable only for single-valued specifications. 

LP: 

T(P(x), Q(x, y, z));  Corr(B(x: y), PB(x), QB(x, y));  SV(PB(x), QB(x, y));
Corr(C(x: z), PC(x), QC(x, z));  SV(PC(x), QC(x, z)); 
P(x) ├ PB(x) & PC(x);  P(x) & Q(x, y, z) ├  QB(x, y) & QC(x, z) 

---------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------- 

Corr(B(x: y) || C(x: z), P(x), Q(x, y, z)) 
 

LS: 

T(P(x), Q(x, y));  Corr(B(x: z), PB(x), QB(x, z));  
Corr(C(z: y), PC(z), QC(z, y));  SV(PC(x), QC(z, y)); 
P(x) ├ PB(x);  P(x) & Q(x, y) & QB(x, z) ├  PC(x) & QC(z, y) 

----------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------- 

Corr(B(x: z);  C(z: y), P(x), Q(x, y)) 
 

LC: 

 T(P(x), Q(x, y));  Corr(B(x: y), PB(x), QB(x, y));  SV(PB(x), QB(x, y));  
 Corr(C(x: y), PC(x), QC(x, y));  SV(PC(x), QC(x, y)); 
 P(x) & Q(x, y) & E ├ PB(x) & QB(x, y);  P(x) & Q(x, y) & ¬E ├ PC(x) & QC(x, y) 

-------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------- 

Corr(if (E) B(x: y) else C(x: y), P(x), Q(x, y)) 
For a specification of a substatement, the premise of the form SV(…) may be omitted from the rules above if cor-

rectness of the substatement has been proved on the base of formula (10). This follows from Corollary in Section 4. 
The specifications of substatements are usually not given. The rules based on formula (6) are presented below for 

the case of absence of specifications for substatements. 

QP:  Corr(B(x: y), P(x), Q(x, y));  Corr(C(x: z), P(x), R(x, z)) 
-------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------- 
- 

Corr(B(x: y) || C(x: z), P(x), Q(x, y) & R(x, z) 
 

QC:  Corr(B(x: y), P(x) & E, Q(x, y));  Corr(C(x: y), P(x) & ¬E, Q(x, y))
-----------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------
-- 
- 

Corr(if (E) B(x: y) else C(x: y), P(x), Q(x, y)) 
 
 

QS: 

P(x) ├ ∃z. L(B(x: z));  L(B(x: z)) ├ ∃y. L(C(z: y));
∃z. L(B(x: z)) & L(C(z: y)) ├ Q(x, y) 

------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------- 
- 

Corr(B(x: z);  C(z: y), P(x), Q(x, y)) 
Theorem 1 reduces the correctness proof to formula (10). In the absence of specifications for substatements, the 

problem is to decompose the occurrence L(S(x: y)) in formula (10). The decision is the rules for proving the formulas 
of the form: R(x, y) ⇒ L(S(x: y)), where R(x, y) is an arbitrary premise. Such rules are presented below. 
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FB:  Corr(A(x: y), P(x), Q(x, y));  SV(P(x), Q(x, y));  R(x, y) ├ P(x) & Q(x, y) 
------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------- 
- 

R(x, y) ├ L(A(x: y)) 
The rule FB is used, when one needs to prove the formula R(x, y) ⇒ L(A(x: y)) and the statement A(x: y) is correct 

relative to the specification [P(x), Q(x, y)]. If the statement A(x: y) is a recursive call of the procedure A, then the rule 
FB must include the additional premise m(x) < m(z), where z denotes the arguments of the procedure A and m is a 
natural measure function defined on arguments. Note that the premise SV(P(x), Q(x, y)) can be omitted if correctness 
of A(x: y) has been proved on the base of formula (10). 

 

FP: R(x, y, z) ├ L(B(x: y));  R(x, y, z) ├ L(C(x: z))
----------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------- 
- 

R(x, y, z) ├ L(B(x: y) ||  C(x: z)) 
 

FC: R(x, y) & E ├ L(B(x: y));  R(x, y) & ¬E ├ L(C(x: y)) 
----------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------- 
- 

R(x, y) ├ L(if (E) B(x: y) else C(x: y)) 
 

FS: R(x, y) ├ ∃z. L(B(x: z));  R(x, y) & L(B(x: z))├ L(C(z: y)) 
----------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------- 
- 

R(x, y) ├ L(B(x: z);  C(z: y)) 
The rules above are quite simple. Most premises in the rules are of the form R(x, y) ⇒ L(S(x: y)). The rules above 

may be applied repeatedly to those premises for proof decomposition. The rule FS includes premises of two new forms 
R(x, y) ⇒ ∃y. L(S(x: y)) and R(x, y) & L(S(x: y)) ⇒ H(x, y), where R(x, y) and H(x, y) are arbitrary predicates. 
The next problem is to develop the rules for decomposing the occurrence L(S(x: y)) in these forms. Let us present such 
rules for the superposition statement only. 

FE: R(x) ├ ∃z. L(B(x: z));  R(x) & L(B(x: z))├ ∃y. L(C(z: y))
----------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------- 
- 

R(x) ├ ∃y. L(B(x: z);  C(z: y)) 
 

FL: R(x) & L(B(x: z)) & L(C(z: y))├ H(x, y) 
------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------ 
- 

R(x) & L(B(x: z);  C(z: y)) ├ H(x, y) 
The proofs of all rules presented in this section are easy. The proofs of the rules based on formula (10) follow from 

Theorem 1 and Lemmas 3 and 4. 
Let us illustrate an application of the above rules in order to establish correctness of a program of multiplication of 

two natural numbers a and b with the result c using only addition and subtraction operators. To obtain the algorithm in 
a tail-recursion form for transforming it automatically to an efficient while statement at the compilation stage, we need 
to consider a more general problem mult(a, b, d: c) with the specification [a ≥ 0 & b ≥ 0 & d ≥ 0, c = a ∗ b + d] 
and the following program: 

proc mult(nat a, b, d: nat c)               ( 11) 
{ if (a = 0) c := d else mult(a – 1, b, d + b: c) } measure a; 

First, we introduce the definitions: 
formula P_mult(nat a, b, d) = a ≥ 0 & b ≥ 0 & d ≥ 0; 
formula Q_mult(nat a, b, d, c) = c = a ∗ b + d; 
function m(nat a: nat) = a; 

An application of the rule T1 (Theorem 1) to program (11) produces the totality lemma (the first premise): 
lemma  P_mult(a, b, d) ⇒ ∃c. Q_mult(a, b, d, c) 

and the following formula (the second premise) for proving: 
P_mult(a, b, d) & Q_mult(a, b, d, c) ⇒              (12) 

L(if (a = 0) c := d else mult(a – 1, b, d + b: c)); 
An application of the rule FC to formula (12) produces the lemma (the first premise): 

lemma  P_mult(a, b, d) & Q_mult(a, b, d, c) & a = 0 ⇒ c = d . 
and the following formula (the second premise) for proving: 

P_mult(a, b, d) & Q_mult(a, b, d, c) & ¬ a = 0 ⇒ L(mult(a – 1, b, d + b: c)) . (13) 
For the recursive call of the procedure mult in (13), we apply the rule FB3 which is similar to FB and includes an 

additional premise to ensure termination of recursion. It produces the following lemma: 
lemma  P_mult(a, b, d) & Q_mult(a, b, d, c) & ¬ a = 0 ⇒  

m(a - 1) < m(a) & P_mult(a – 1, b, d + b) & Q_mult(a – 1, b, d + b, c) .  
One can compare the described verification of program (11) with the classic Hoare verification of the following im-

perative program obtained from program (11) by transforming the tail-recursion to the while statement: 
c := d; while a != 0 do  a := a – 1; c := c + b end 
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6.  Related Work 

The notion of the program logic introduced in this paper coincides with Floyd’s interpretation of a program in his semi-
nal paper [1]. An interpretation is a set of predicates for entries and exits of constructs of a program. For the flowchart 
language in [1], each edge of a flowchart is supplied with a predicate. The language semantics is described by the veri-
fication conditions for all kinds of the constructs. Parameters of the verification condition for a construct are predicates 
at the entry and exit of the construct. According to the language semantics, predicates of an interpretation must meet the 
verification conditions. For comparison, the predicates of a program logic must be consistent with the formal opera-
tional semantics. 

Industrial deductive verification is mostly based on the Hoare-style logic [2] (also known as Floyd–Hoare logic) 
which includes a set of rules (axioms) for proving partial correctness of imperative programs. Instead, our approach 
presents total correctness formula (6) which uses the program logic. The rules of correctness proof have been developed 
for proving formula (6). Generating and proving the correctness condition formulas are different than in the Hoare veri-
fication. 

The term “program logic” is used as Hoare-style logic in some recent papers after 2003. 

Conclusion 

For a program consisted of the superposition, parallel, and conditional statements having a simple logic, the set of 
rules for proving the program correctness is presented in this paper. The predicate programming language P [3], which 
is at the boundary of the functional and logical languages, has been developed on the base of these three kinds of state-
ments. Its formal semantics consisted of the operational and logical semantics has been developed for the full language 
P [4]. 

All the rules for proving the program correctness are divided in two subsets. The first subset is based on the correct-
ness formula (6) for an arbitrary, possibly not single-valued, specification of a program. The second subset of the rules 
is based on formula (10) for a single-valued specification. Each subset, in its turn, is divided in two subsets. The rules of 
the first subset are for the case when correctness of each substatement has been proved. The rules of the second subset 
are for the case of absence of specifications for substatements. 

From these four subsets, the rules based on formula (10) in the absence of specifications for substatements appear to 
be the most simple and appropriate for the industrial deductive verification. This subset of rules has been developed for 
all constructs of the full language P. On the base of these rules, the detailed algorithm of generating the correctness 
condition formulas in the language of the automatic proof system PVS [5] for a program has been developed. 

This algorithm of generating the correctness formulas has been tested for about 20 small programs. The most valu-
able are Ling adder program [6] and the effective programs for the standard functions floor, isqrt, and ilog2 [7]. The 
generated formulas for these programs have been proved in the PVS system. The results of the experiment are the fol-
lowing. The generated formulas were short enough and well understood. Proving the formulas on PVS was nontrivial 
and time-consuming. 15 accidental errors were found in programs and specifications; only one error founded in the 
floor program was serious and dangerous. 

The rules developed for proving the program correctness are simple enough. They are also suitable for synthesis of a 
program [6, 7]. For the development of a program in the style of synthesis, the proof of the correctness formulas is eas-
ier than in deductive verification. 

Due to restrictions imposed on a programming language in Sections 1 and 2, our approach to deductive verification 
and program synthesis is applicable directly to pure functional languages only. However, the approach may be applied 
to those parts of an imperative program whose statement structure is similar to that described in this paper. Such mixed 
program models are popular in modern methods of deductive verification. For example, a mixed program model may 
include program parts without pointer variables [8], doubly-linked lists, or structures like a forest of trees [9, 10]. 

References 

1. Floyd R.W. Assigning meaning to programs // Proc. Symposium in Applied Mathematics. – 1967. – Vol. 19, P. 19-32. 
2. Hoare C. A. R. An axiomatic basis for computer programming // Communications of the ACM. 1969. Vol. 12 (10). P. 576–

585. 
3. Karnaukhov N., Perchine D., and Shelekhov V. The predicate programming language P. – Preprint 153, Institute of Informatics 

Systems, Novosibirsk, 2009. – 44p. (In Russian). 



 Shelekhov V.   Rules of Correctness Proof for Programs with Simple Logic 307

4. Shelekhov V. The language of calculus of computable predicates as a minimal kernel for functional languages // BULLETIN of 
the Novosibirsk Computing Center. Series: Computer Science. IIS Special Issue. – 2009. – 29(2009). – P.107-117. 

5. PVS Specification and Verification System. – SRI International. – http://pvs.csl.sri.com/ 
6. Shelekhov V. Verification and synthesis of addition programs under the rules of statement correctness // Modeling and analysis 

of informations systems. – Yaroslavl, 2010. – Vol.17, No. 4. – P. 101-110. (In Russian). 
7. Shelekhov V. Verification and synthesis of effective programs for the standard functions floor, isqrt, and ilog2 under predicate 

programming technology // Complex System: Control and Modelling Problems; XII International Conference. –Samara, 2010. 
– P. 622-630. (In Russian). 

8. Anureev I. S., Maryasov I. V., Nepomniaschy V. A. C-programs Verification on Basis of Mixed Axiomatic Semantics // Mod-
eling and analysis of informations systems. – Yaroslavl, 2010 – Vol.17, No. 4, P. 5-28. 

9. Cohen E., Dahlweid M., Hillebrand M., Leinenbach D., Moskal M., Santen T., Schulte W., Tobies S. VCC: A Practical System 
for Verifying Concurrent C // LNCS, 5674, P. 1–22. 2009. 

10. Ball T., Hackett B., Lahiri S.K., Qadeer S., and Vanegue J. Towards Scalable Modular Checking of User-Defined Properties // 
LNCS, 6217, P. 1-24. 2010. 

11. Dawson J. E. Formalising General Correctnes // Electronic Notes in Theoretical Computer Science, Vol. 91, 2004, P. 21-42. 

Appendix A. Proofs 

Lemma 1. Let the predicate D(x, y) be single-valued and the predicate Z(x, y) be total in the domain X. Let 
∀x∈X. Z(x, y) ⇒ D(x, y) be true. Then the formula ∀x∈X. D(x, y) ⇒ Z(x, y) is true. As a consequence, the predi-
cates D and Z are identical in the domain X. 

Proof. Let D(x, y) be true for some x∈X. Let us prove Z(x, y). Because the predicate Z is total, there exists some 
y’ such that Z(x, y’) is true. From Z(x, y) ⇒ D(x, y), it follows that D(x, y’) is true. Because D(x, y) and D(x, y’) are 
true and D is single-valued, then y = y’. So Z(x, y) is true. □ 

Lemma 2. If the program S(x: y) is correct relative to the specification [P(x), Q(x, y)], then the specification is 
total. 

Proof. We need to prove formula (8): P(x) ⇒ ∃y. Q(x, y). Let P(x) be true. Let us prove ∃y. Q(x, y). From total 
correctness formula (6) and P(x), it follows that formulas ∃y. L(S(x: y)) and L(S(x: y)) ⇒ Q(x, y) are true. Let the 
formula ∃y. L(S(x: y)) be true for some y = y0. From the formula L(S(x: y)) ⇒ Q(x, y), it follows that Q(x, y0) is 
true. So ∃y. Q(x, y) is also true. □ 

Theorem 1 of identity between specification and program. 
Let the program S(x: y) be single-valued, the specification [P(x), Q(x, y)] be total, and the following formula be 

true: 
P(x) & Q(x, y) ⇒ L(S(x: y)) .              (10) 

Then the program S(x: y) is correct relative to the specification. 
Proof. We need to prove formula (6): 

P(x) ⇒ [ L(S(x: y)) ⇒ Q(x, y) ] & ∃y. L(S(x: y))  .   (6) 
Let P(x) be true. 
Let us prove ∃y. L(S(x: y)). Since the specification [P(x), Q(x, y)] is total, formula ∃y. Q(x, y) is true. Let this 

formula be true for some y’. Then from (10), it follows that L(S(x: y’)) is true. So ∃y. L(S(x: y)) is true. 
Let us prove L(S(x: y)) ⇒ Q(x, y). Because P(x) and formula (10) are true, then the formula 

Q(x, y) ⇒ L(S(x: y)) is also true. From the application of Lemma 1 to the last formula, it follows that formula 
L(S(x: y)) ⇒ Q(x, y) is true, because Q(x, y) is total and L(S(x: y)) is single-valued in the domain, where P(x) holds. 
□ 

Lemma 3. Under conditions of Theorem 1, the following formula holds:  
P(x) ⇒ (L(S(x: y)) ≡ Q(x, y)) .     

Proof. Let P(x) be true. The formula L(S(x: y)) ⇒ Q(x, y) was established in the proof of Theorem 1. Backward 
implication follows from (10). □ 

Lemma 4. Let the program S(x: y) be correct relative to the specification [P(x), Q(x, y)] and the specification be 
single-valued. Then formula (10) holds. 

Proof. Let formulas P(x) and Q(x, y) be true. Let us prove L(S(x: y)). From total correctness formula (6), it fol-
lows that the formulas L(S(x: y)) ⇒ Q(x, y) and ∃y. L(S(x: y)) are true. Let for some y’ the formula L(S(x: y’)) be 
true. Then Q(x, y’) is true. Because Q is single-valued, y = y’. So L(S(x: y)) is also true. □ 
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LP: 

T(P(x), Q(x, y, z));  Corr(B(x: y), PB(x), QB(x, y));  SV(PB(x), QB(x, y));
Corr(C(x: z), PC(x), QC(x, z));  SV(PC(x), QC(x, z)); 
P(x) ├ PB(x) & PC(x);  P(x) & Q(x, y, z) ├  QB(x, y) & QC(x, z) 

---------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------- 

Corr(B(x: y) || C(x: z), P(x), Q(x, y, z)) 
 
Proof. Because the specification [P(x), Q(x, y, z)] is total, in accordance with Theorem 1, it is sufficient to 

prove the formula: 
P(x) & Q(x, y, z) ⇒ L(B(x: y) || C(x: z)) .    

From definition (2), the formula L(B(x: y) || C(x: z)) is equivalent to L(B(x: y) & L(C(x: z)). 
Let P(x) and Q(x, y, z) be true. Let us prove L(B(x: y) and L(C(x: z)). From P(x) and the premise 

P(x) ├  PB(x) & PC(x), it follows that PB(x) and PC(x) are true. From the last premise of the rule LP, it follows that 
QB(x, y) and QC(x, z) are true. For the predicates B and C, the conditions of Lemma 4 are satisfied. So the formulas 
below are true. 

PB(x) & QB(x, y) ⇒ L(B(x: y);       
PC(x) & QC(x, z) ⇒ L(C(x: z)).       

Because the premises of these formulas are true, L(B(x: y) and L(C(x: z)) are true. □ 
 

LS: 

T(P(x), Q(x, y));  Corr(B(x: z), PB(x), QB(x, z));  
Corr(C(z: y), PC(z), QC(z, y));  SV(PC(x), QC(z, y)); 
P(x) ├ PB(x);  P(x) & Q(x, y) & QB(x, z) ├  PC(x) & QC(z, y) 

----------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------------- 

Corr(B(x: z);  C(z: y), P(x), Q(x, y)) 
 
Proof. In accordance with Theorem 1, it is sufficient to prove the formula: 

P(x) & Q(x, y) ⇒ L(B(x: z); C(z: y)) .     
From definition (1), the formula L(B(x: z); C(z: y)) is equivalent to ∃z.(L(B(x: z)) & L(C(z: y)). 
Let P(x) and Q(x, y be true. Let us prove ∃z.(L(B(x: z)) & L(C(z: y)). From P(x) and the premise P(x) ├ PB(x), 

it follows that PB(x) is true. Because the statement B is correct, from total correctness formula (6), it follows that formu-
las ∃z. L(B(x: z)) and L(B(x: z)) ⇒ QB(x, z) are true. Let for some z0 the formula L(B(x: z0)) be true. Then QB(x, z0) 
is true. From the last premise of the rule LS, it follows that PC(z0) & QC(z0, y) is true. In accordance with Lemma 4, the 
following formula holds: 

PC(z) & QC(z, y) ⇒ L(C(z: y)) .      
Then L(C(z0: y)) is true. At last, the formula ∃z.(L(B(x: z)) & L(C(z: y)) is true. □ 
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Abstract. Algebra dtsPBC is a discrete time stochastic extension of finite Petri box calculus (PBC)
extended with iteration. In this paper, within dtsPBC, a method of modeling and performance evaluation
based on stationary behaviour analysis for concurrent computing systems is outlined applied to the dining
philosophers system.
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1 Introduction

Algebraic process calculi are a recognized formal model for specification of computing systems and analysis of
their behaviour. In such process algebras (PAs), systems and processes are specified by formulas, and verification
of their properties is accomplished at a syntactic level via equivalences, axioms and inference rules. In the last
decades, stochastic extensions of PAs were proposed. Stochastic process algebras (SPAs) do not just specify
actions which can happen as usual process algebras (qualitative features), but they associate some quantitative
parameters with actions (quantitative characteristics). The well-known SPAs are MTIPP [5], PEPA [4] and
EMPA [3].

Petri box calculus (PBC) [1] is a flexible and expressive process algebra developed as a tool for specification of
Petri nets structure and their interrelations. Its goal was also to propose a compositional semantics for high level
constructs of concurrent programming languages in terms of elementary Petri nets. PBC has a step operational
semantics in terms of labeled transition systems. Its denotational semantics was proposed in terms of a subclass
of Petri nets (PNs) equipped with interface and considered up to isomorphism called Petri boxes.

A stochastic extension of PBC called stochastic Petri box calculus (sPBC) was proposed in [8]. Only a
finite part of PBC was used for the stochastic enrichment, i.e., sPBC has neither refinement nor recursion
nor iteration operations. The calculus has an interleaving operational semantics in terms of labeled transition
systems. Its denotational semantics was defined in terms of a subclass of labeled continuous time stochastic PNs
(LCTSPNs) called s-boxes. In [6], the iteration was added to sPBC and the producer / consumer system with a
buffer of capacity n was specified within the calculus. In [7], the special multiactions with zero time delay were
added to sPBC and a manufacturing system with 3 machines and an assembler, as well as the AUY-protocol
with a sender, a receiver and 2 channels, were modeled. The mentioned example systems had just interleaving
semantics and no performance indices were calculated for them.

In [10], a discrete time stochastic extension dtsPBC of finite PBC was presented. A step operational semantics
of dtsPBC was constructed via labeled probabilistic transition systems. Its denotational semantics was defined
with dts-boxes, a subclass of labeled discrete time stochastic PNs (LDTSPNs). The probabilistic equivalences
were proposed and their interrelations were studied.

Since dtsPBC has a discrete time semantics and geometrically distributed delays in the process states unlike
sPBC with continuous time semantics and exponentially distributed delays, the calculi apply two different
approaches to the stochastic extension of PBC, in spite of some similarity of their syntax and semantics inherited
from PBC. The main advantage of dtsPBC is that concurrency is treated naturally, like in PBC, whereas in
sPBC parallelism is simulated by interleaving obliging one to collect the information on causal independence
of activities before constructing the semantics. Thus, parallelism is preserved in the semantics of all example
systems considered as the case studies within dtsPBC.

In this paper, we use dtsPBC with iteration as a basic model. First, we present syntax of the calculus. Second,
we describe its operational semantics in terms of labeled transition systems and denotational semantics based
on a subclass of LDTSPNs. Further, the stationary behaviour of infinite stochastic processes within dtsPBC is

⋆ This work was supported in part by Deutsche Forschungsgemeinschaft (DFG), 436 RUS 113/1002/01, and Russian
Foundation for Basic Research (RFBR), 09-01-91334
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described. Finally, for a system with five dining philosophers the performance indices are calculated based on
the steady-state probabilities.

The paper is organized as follows. The syntax of dtsPBC extended with iteration operator is presented in
Section 2. Section 3 describes its operational semantics and Section 4 presents its denotational semantics. The
method of performance evaluation of dtsPBC processes is outlined in Section 5. In Section 6, the performance
of the dining philosophers system is analyzed. The concluding Section 7 summarizes the results obtained and
outlines research perspectives.

2 Syntax

In this section, we propose the syntax of discrete time stochastic PBC (dtsPBC).
We denote the set of all finite multisets over X by INX

f . Let Act = {a, b, . . .} be the set of elementary

actions. Then Âct = {â, b̂, . . .} is the set of conjugated actions (conjugates) such that a ̸= â and ˆ̂a = a. Let

A = Act ∪ Âct be the set of all actions, and L = INA
f be the set of all multiactions. Note that ∅ ∈ L, this

corresponds to the execution of a multiaction that contains no visible action names. The alphabet of α ∈ L is
defined as A(α) = {x ∈ A | α(x) > 0}.

An activity (stochastic multiaction) is a pair (α, ρ), where α ∈ L and ρ ∈ (0; 1) is the probability of the
multiaction α. The multiaction probabilities are used to calculate probabilities of state changes (steps) at
discrete time moments. Let SL be the set of all activities. Let us note that the same multiaction α ∈ L may
have different probabilities in the same specification. The alphabet of (α, ρ) ∈ SL is defined as A(α, ρ) = A(α).
For (α, ρ) ∈ SL, we define its multiaction part as L(α, ρ) = α and its probability part as Ω(α, ρ) = ρ.

Activities are combined into formulas by the following operations: sequential execution ;, choice [], parallelism
∥, relabeling [f ] of actions, restriction rs over a single action, synchronization sy on an action and its conjugate
and iteration [∗∗] with three arguments: initialization, body and termination.

Sequential execution and choice have the standard interpretation like in other process algebras, but paral-
lelism does not include synchronization unlike the corresponding operation in the standard process algebras.

Relabeling functions f : A → A are bijections preserving conjugates, i.e., ∀x ∈ A f(x̂) = f̂(x). Relabeling
is extended to multiactions in a usual way: for α ∈ L we define f(α) =

∑
x∈α f(x). Remember that sums are

considered with the multiplicity when applied to multisets.
Restriction over an action a means that for a given expression any process behaviour containing a or its

conjugate â is not allowed.
Let α, β ∈ L be two multiactions such that for some action a ∈ Act we have a ∈ α and â ∈ β or â ∈ α and a ∈

β. Then synchronization of α and β by a is defined as α⊕aβ = γ, where γ(x) =

{
α(x) + β(x)− 1, x = a or x = â;
α(x) + β(x), otherwise.

In the iteration, the initialization subprocess is executed first, then the body is performed zero or more
times, finally, the termination subprocess is executed.

Static expressions specify the structure of processes. The expressions correspond to unmarked LDTSPNs
(which are marked by definition).

Definition 1. Let (α, ρ) ∈ SL, a ∈ Act. A static expression of dtsPBC is

E ::= (α, ρ) | E;E | E[]E | E∥E | E[f ] | E rs a | E sy a | [E ∗ E ∗ E].

StatExpr denotes the set of all static expressions of dtsPBC.
To avoid inconsistency of the iteration operator, we do not allow any concurrency in the highest level of

the second argument of iteration. This is not a severe restriction, since we can prefix parallel expressions by an
activity with the empty multiaction. The mentioned inconsistency can result to non-safe nets [2].

Definition 2. Let (α, ρ) ∈ SL, a ∈ Act. A regular static expression of dtsPBC is

E ::= (α, ρ) | E;E | E[]E | E∥E | E[f ] | E rs a | E sy a | [E ∗D ∗ E],
where D ::= (α, ρ) | D;E | D[]D | D[f ] | D rs a | D sy a | [D ∗D ∗ E].

RegStatExpr denotes the set of all regular static expressions of dtsPBC.
Dynamic expressions specify the states of processes. The expressions correspond to LDTSPNs (which are

marked by default). Dynamic expressions are combined from static ones which are annotated with upper or
lower bars and specify active components of the system at the current instant of time. E denotes the initial,
and E denotes the final state of the process specified by a static expression E. The underlying static expression
of a dynamic one is obtained by removing all the upper and lower bars from it.
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Definition 3. Let E ∈ StatExpr, a ∈ Act. A dynamic expression of dtsPBC is

G ::= E | E | G;E | E;G | G[]E | E[]G | G∥G | G[f ] | G rs a | G sy a |
[G ∗ E ∗ E] | [E ∗G ∗ E] | [E ∗ E ∗G].

DynExpr denotes the set of all dynamic expressions of dtsPBC.

A dynamic expression is regular if its underlying static expression is regular. RegDynExpr denotes the set
of all regular dynamic expressions of dtsPBC.

3 Operational Semantics

In this section, we define the step operational semantics in terms of labeled probabilistic transition systems.

3.1 Inaction Rules

Inaction rules for dynamic expressions describe their structural transformations which do not change the states
of the specified processes. As we shall see, the application of an inaction rule to a dynamic expression does not
lead to any discrete time step in the corresponding LDTSPN, hence, no transitions are fired and its current
marking remains unchanged. Thus, an application of every inaction rule does not require any discrete time
delay, i.e., the dynamic expression transformation described by the rule is accomplished instantaneously.

In Table 1, we define inaction rules for the regular dynamic expressions in the form of overlined and underlined
regular static ones. In this table, E,F,K ∈ RegStatExpr and a ∈ Act.

Table 1. Inaction rules for overlined and underlined regular static expressions

E;F ⇒ E;F E;F ⇒ E;F E;F ⇒ E;F

E[]F ⇒ E[]F E[]F ⇒ E[]F E[]F ⇒ E[]F

E[]F ⇒ E[]F E∥F ⇒ E∥F E∥F ⇒ E∥F
E[f ]⇒ E[f ] E[f ]⇒ E[f ] E rs a⇒ E rs a

E rs a⇒ E rs a E sy a⇒ E sy a E sy a⇒ E sy a

[E ∗ F ∗K]⇒ [E ∗ F ∗K] [E ∗ F ∗K]⇒ [E ∗ F ∗K] [E ∗ F ∗K]⇒ [E ∗ F ∗K]

[E ∗ F ∗K]⇒ [E ∗ F ∗K] [E ∗ F ∗K]⇒ [E ∗ F ∗K]

In Table 2, we propose inaction rules for the regular dynamic expressions in the arbitrary form. In this table,
E,F ∈ RegStatExpr, G,H, G̃, H̃ ∈ RegDynExpr and a ∈ Act.

Table 2. Inaction rules for arbitrary regular dynamic expressions

G⇒G̃, ◦∈{;,[]}
G◦E⇒G̃◦E

G⇒G̃, ◦∈{;,[]}
E◦G⇒E◦G̃

G⇒G̃

G∥H⇒G̃∥H
H⇒H̃

G∥H⇒G∥H̃
G⇒G̃

G[f ]⇒G̃[f ]
G⇒G̃, ◦∈{rs,sy}

G◦a⇒G̃◦a
G⇒G̃

[G∗E∗F ]⇒[G̃∗E∗F ]

G⇒G̃

[E∗G∗F ]⇒[E∗G̃∗F ]

G⇒G̃

[E∗F∗G]⇒[E∗F∗G̃]

A regular dynamic expression G is operative if no inaction rule can be applied to it. OpRegDynExpr denotes
the set of all operative regular dynamic expressions of dtsPBC. Note that any regular dynamic expression can be
always transformed into a (not necessarily unique) operative one by using the inaction rules. We shall consider
regular expressions only and omit the word “regular”.

Definition 4. Let ≈ = (⇒ ∪ ⇐)∗ be the structural equivalence of dynamic expressions in dtsPBC. Thus, two
dynamic expressions G and G′ are structurally equivalent, denoted by G ≈ G′, if they can be reached from each
other by applying the inaction rules in forward or backward direction.
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3.2 Action and Empty Loop Rules

Action rules describe dynamic expression transformations due to the execution of non-empty multisets of activ-
ities. The rules represent the possible state changes of the specified processes when some non-empty multisets
of activities are executed. As we shall see, the application of an action rule to a dynamic expression leads to a
discrete time step in the corresponding LDTSPN at which some transitions are fired and the current marking is
changed, unless there is a self-loop produced by the iterative execution of a non-empty multiset (which should
be additionally the one-element one, i.e., the single activity, since we do not allow concurrency in the highest
level of the second argument of iteration).

The empty loop rule G
∅→ G describes dynamic expression transformations due to the execution of the empty

multiset of activities at a discrete time step. The rule reflects a non-zero probability to stay in the current state
at the next time moment, which is an essential feature of discrete time stochastic processes. As we shall see, the
application of the empty loop rule to a dynamic expression leads to a discrete time step in the corresponding
LDTSPN at which no transitions are fired and the current marking is not changed. This is a new rule that has

no prototype among inaction rules of PBC, since it represents a time delay. The PBC rule G
∅→ G from [2] in

our setting would correspond to the rule G⇒ G describing the stay in the current state when no time elapses,
but it is not needed to transform dynamic expressions into operative ones.

Thus, an application of every action rule or the empty loop rule requires one discrete time unit delay, i.e.,
the execution of a (possibly empty) multiset of activities resulting to the dynamic expression transformation
described by the rule is accomplished instantaneously after one unit of time elapses.

Let Γ ∈ INSL
f . Relabeling is extended to multisets of activities as follows: f(Γ ) =

∑
(α,ρ)∈Γ (f(α), ρ). The

alphabet of Γ is defined as A(Γ ) = ∪(α,ρ)∈ΓA(α).
In Table 3, we define the action and empty loop rules. In this table, (α, ρ),

(β, χ) ∈ SL, E, F ∈ RegStatExpr, G,H ∈ OpRegDynExpr,
G̃, H̃ ∈ RegDynExpr and a ∈ Act. Moreover, Γ,∆ ∈ INSL

f \ {∅} and Γ ′ ∈ INSL
f .

Table 3. Action and empty loop rules

El G
∅→ G B (α, ρ)

{(α,ρ)}−→ (α, ρ) SC1 G
Γ→G̃, ◦∈{;,[]}

G◦E Γ→G̃◦E
SC2 G

Γ→G̃, ◦∈{;,[]}

E◦GΓ→E◦G̃

P1 G
Γ→G̃

G∥H Γ→G̃∥H
P2 H

Γ→H̃

G∥H Γ→G∥H̃
P3 G

Γ→G̃, H
∆→H̃

G∥HΓ+∆−→ G̃∥H̃
L G

Γ→G̃

G[f ]
f(Γ )
−→ G̃[f ]

Rs G
Γ→G̃, a,â ̸∈A(Γ )

G rs a
Γ→G̃ rs a

I1 G
Γ→G̃

[G∗E∗F ]
Γ→[G̃∗E∗F ]

I2 G
Γ→G̃

[E∗G∗F ]
Γ→[E∗G̃∗F ]

I3 G
Γ→G̃

[E∗F∗G]
Γ→[E∗F∗G̃]

Sy1 G
Γ→G̃

G sy a
Γ→G̃ sy a

Sy2 G sy a
Γ ′+{(α,ρ)}+{(β,χ)}−−−−−−−−−−−−−→G̃ sy a, a∈α, â∈β

G sy a
Γ ′+{(α⊕aβ,ρ·χ)}−−−−−−−−−−−→G̃ sy a

In the rule Sy2, we multiply the probabilities of synchronized multiactions, since this corresponds to the
probability of the events intersection. We do not allow a self-synchronization, i.e., a synchronization of an
activity with itself. The purpose is to avoid unexpected behaviour and many technical difficulties, see [2].

3.3 Transition Systems

Now we define labeled probabilistic transition systems associated with dynamic expressions and used to define
their operational semantics.

Note that expressions of dtsPBC can contain identical activities. To avoid technical difficulties, we must
enumerate coinciding activities, for instance, from left to right in the syntax of expressions. The new activities
resulting from synchronization will be annotated with concatenation of numberings of the activities they come
from, hence, the numbering should have a tree structure to reflect the effect of multiple synchronizations. Now
we define the numbering which encodes a binary tree with the leaves labeled by natural numbers.

Definition 5. Let ι ∈ IN . The numbering of expressions is ι ::= ι | (ι)(ι).

Num denotes the set of all numberings of expressions.
The new activities resulting from applications of the second rule for synchronization Sy2 in different orders

should be considered up to permutation of their numbering. In this way, we shall recognize different instances



Tarasyuk I.V. Performance Analysis of the Dining Philosophers System in dtsPBC 313

of the same activity. If we compare the contents of different numberings, i.e., the sets of natural numbers in
them, we shall be able to identify the mentioned instances. The content of a numbering ι ∈ Num is Cont(ι) ={
{ι}, ι ∈ IN ;
Cont(ι1) ∪ Cont(ι2), ι = (ι1)(ι2).
After we apply the enumeration, the multisets of activities from the expressions will be the proper sets. In

the following, we suppose that the identical activities are enumerated when it is needed to avoid ambiguity.
This enumeration is considered to be implicit.

Definition 6. Let G be a dynamic expression. Then [G]≈ = {H | G ≈ H} is the equivalence class of G w.r.t.
the structural equivalence. The derivation set of a dynamic expression G, denoted by DR(G), is the minimal set

such that [G]≈ ∈ DR(G) or, if [H]≈ ∈ DR(G) and ∃Γ H
Γ→ H̃, then [H̃]≈ ∈ DR(G).

Let G be a dynamic expression and s, s̃ ∈ DR(G).
The set of all the multisets of activities executable in s is defined as Exec(s) = {Γ | ∃H ∈ s ∃H̃ H

Γ→ H̃}.
Let Γ ∈ Exec(s) \ {∅}. The probability that the multiset of activities Γ is ready for execution in s is

PF (Γ, s) =
∏

(α,ρ)∈Γ ρ ·
∏

{{(β,χ)}∈Exec(s)|(β,χ) ̸∈Γ}(1− χ).

For Γ = ∅, we define PF (∅, s) =
{∏

{(β,χ)}∈Exec(s)(1− χ), Exec(s) ̸= {∅};
1, otherwise.

The definition of PF (Γ, s) (and those of other probability functions we shall present) is based on the
enumeration of activities which is considered implicit.

Let Γ ∈ Exec(s). The probability to execute the multiset of activities Γ in s is PT (Γ, s) = PF (Γ,s)∑
∆∈Exec(s) PF (∆,s) .

The probability to move from s to s̃ by executing any multiset of activities is

PM(s, s̃) =
∑

{Γ |∃H∈s ∃H̃∈s̃ H Γ→H̃}

PT (Γ, s).

Definition 7. Let G be a dynamic expression. The (labeled probabilistic) transition system of G is a quadruple
TS(G) = (SG, LG, TG, sG), where

– the set of states is SG = DR(G);
– the set of labels is LG ⊆ INSL

f × (0; 1];
– the set of transitions is TG = {(s, (Γ, PT (Γ, s)), s̃) | s ∈ DR(G), ∃H ∈ s
∃H̃ ∈ s̃ H Γ→ H̃};

– the initial state is sG = [G]≈.

The transition system TS(G) associated with a dynamic expression G describes all steps that happen at discrete
time moments with some (one-step) probability and consist of multisets of activities. Every step happens
instantaneously after one discrete time unit delay, the step can change the current state to another one. The
states are the structural equivalence classes of dynamic expressions obtained by application of action rules

starting from the expressions belonging to [G]≈. A transition (s, (Γ,P), s̃) ∈ TG will be written as s
Γ→P s̃. The

interpretation is: the probability to change the state s to s̃ in the result of executing Γ is P.
Note that Γ can be the empty multiset, and its execution does not change the current state (i.e., the

equivalence class), since we have a loop transition s
∅→P s from a state s to itself in the result of executing the

empty multiset. This corresponds to application of the empty loop rule to the expressions from the equivalence
class. We have to keep track of such executions, called empty loops, because they have nonzero probabilities.
This follows from the definition of PF (∅, s) and the fact that multiaction probabilities cannot be equal to 1 as
they belong to the interval (0; 1). The step probabilities belong to the interval (0; 1]. The step probability is 1
in the case when we cannot leave a state s, hence, there exists only one transition from it, namely, the empty

loop transition s
∅→1 s.

We write s
Γ→ s̃ if ∃P s

Γ→P s̃ and s→ s̃ if ∃Γ s
Γ→ s̃.

Isomorphism is a coincidence of systems up to renaming of their components. ≃ denotes the isomorphism
between transition systems relating their initial states.

Definition 8. Let G be a dynamic expression. The underlying discrete time Markov chain (DTMC) of G,
denoted by DTMC(G), has the state space DR(G) and the transitions s→P s̃, if s→ s̃ and P = PM(s, s̃).
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For a dynamic expression G, a discrete random variable is associated with every state of DTMC(G). The
variable captures a residence time in the state. One can interpret staying in a state in the next discrete time
moment as a failure and leaving it as a success of some trial series. It is easy to see that the random variables are
geometrically distributed, since the probability to stay in the state s ∈ DR(G) for k−1 time moments and leave
it at moment k ≥ 1 is PM(s, s)k−1(1−PM(s, s)) (the residence time is k in this case). The mean value formula
for geometrical distribution allows us to calculate the average sojourn time in the state s as SJ(s) = 1

1−PM(s,s) .

The average sojourn time vector of G, denoted by SJ , is that with the elements SJ(s), s ∈ DR(G). The sojourn
time variance in the state s is V AR(s) = 1

(1−PM(s,s))2 . The sojourn time variance vector of G, denoted by V AR,

is that with the elements V AR(s), s ∈ DR(G).

4 Denotational Semantics

In this section, we define the denotational semantics in terms of a subclass of LDTSPNs called discrete time
stochastic Petri boxes (dts-boxes).

Definition 9. A discrete time stochastic Petri box (dts-box) is a tuple N = (PN , TN ,WN , ΛN ), where

– PN and TN are finite sets of places and transitions, respectively, such that PN ∪ TN ̸= ∅ and PN ∩ TN = ∅;
– WN : (PN×TN )∪(TN×PN )→ IN is a function providing the weights of arcs between places and transitions;
– ΛN is the place and transition labeling function such that
• ΛN |PN : PN → {e, i, x} (it specifies entry, internal and exit places, respectively);
• ΛN |TN

: TN → {ϱ | ϱ ⊆ INSL
f ×SL} (it associates transitions with the relabeling relations on activities).

Let t ∈ TN , U ∈ INTN

f . The precondition •t and the postcondition t• of t are the multisets of places defined
as (•t)(p) = WN (p, t) and (t•)(p) = WN (t, p). The precondition •U and the postcondition U• of U are the
multisets of places defined as •U =

∑
t∈U

•t and U• =
∑
t∈U t

•. We require that ∀t ∈ TN
•t ̸= ∅ ̸= t•. In

addition, for the set of entry places of N defined as ◦N = {p ∈ PN | ΛN (p) = e} and the set of exit places of N
defined as N◦ = {p ∈ PN | ΛN (p) = x}, it holds: ◦N ̸= ∅ ̸= N◦, •(◦N) = ∅ = (N◦)•.

A dts-box is plain if ∀t ∈ TN ΛN (t) ∈ SL, i.e., ΛN (t) is the constant relabeling that will be defined later.
In case of constant relabeling, the shorthand notation (by an activity) for ΛN (t) will be used. A marked plain
dts-box is a pair (N,MN ), where N is a plain dts-box and MN ∈ INPN

f is the initial marking. We shall use the

following notation: N = (N, ◦N) and N = (N,N◦). Note that a marked plain dts-box (PN , TN ,WN , ΛN ,MN )
could be interpreted as the LDTSPN (PN , TN ,WN , ΩN , LN ,MN ), where functions ΩN and LN are defined as
follows: ∀t ∈ TN ΩN (t) = Ω(ΛN (t)) and LN (t) = L(ΛN (t)). The behaviour of marked dts-boxes follows from
the firing rule of LDTSPNs.

To define a semantic function that associates a plain dts-box with every static expression of dtsPBC, we shall
propose the enumeration function Enu : TN → Num which numberings with transitions of the plain dts-box
N according to those of activities. In the case of synchronization, the function associates concatenation of the
parenthesized numberings of the synchronized transitions with a resulting new transition.

The structure of the plain dts-box corresponding to a static expression is constructed like in PBC, see [2]. I.e.,
we use a simultaneous refinement and relabeling meta-operator (net refinement) in addition to the operator dts-
boxes corresponding to the algebraic operations of dtsPBC and featuring transformational transition relabelings.
In the definition of the denotational semantics, we shall apply standard constructions used for PBC. Let Θ denote
an operator box and u denote a transition name from PBC setting.

The relabeling relations ϱ ⊆ INSL
f × SL are defined as follows:

– ϱid = {({(α, ρ)}, (α, ρ)) | (α, ρ) ∈ SL} is the identity relabeling keeping the interface as it is;
– ϱ(α,ρ) = {(∅, (α, ρ))} is the constant relabeling identified with (α, ρ) ∈ SL;
– ϱ[f ] = {({(α, ρ)}, (f(α), ρ)) | (α, ρ) ∈ SL};
– ϱrs a = {({(α, ρ)}, (α, ρ)) | (α, ρ) ∈ SL, a, â ̸∈ α};
– ϱsy a is the least relabeling relation containing in ϱid such that if (Γ, (α, ρ)),

(∆, (β, χ)) ∈ ϱsy a and a ∈ α, â ∈ β, then (Γ +∆, (α⊕a β, ρ · χ)) ∈ ϱsy a.

The plain and operator dts-boxes are presented in Figure 1. Note that the symbol i is usually omitted.
Now we define the enumeration function Enu for every operator of dtsPBC. Let

Boxdts(E) = (PE , TE ,WE , ΛE)

be the plain dts-box corresponding to a static expression E, and EnuE be the enumeration function for TE . We
shall use the analogous notation for static expressions F and K.
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Fig. 1. The plain and operator dts-boxes

– Boxdts(E ◦ F ) = Θ◦(Boxdts(E), Boxdts(F )), ◦ ∈ {; , [], ∥}. Since we do not introduce any new transitions,
we preserve the initial numbering:

Enu(t) =

{
EnuE(t), t ∈ TE ;
EnuF (t), t ∈ TF .

– Boxdts(E[f ]) = Θ[f ](Boxdts(E)). Since we only replace the labels of some multiactions by a bijection, we
preserve the initial numbering:
Enu(t) = EnuE(t), t ∈ TE .

– Boxdts(E rs a) = Θrs a(Boxdts(E)). Since we remove all transitions labeled with multiactions containing a
or â, this does not change the numbering of the remaining transitions: Enu(t) = EnuE(t), t ∈ TE , a, â ̸∈
L(ΛE(t)).

– Boxdts(E sy a) = Θsy a(Boxdts(E)). Note that ∀v, w ∈ TE such that
ΛE(v) = (α, ρ), ΛE(w) = (β, χ) and a ∈ α, â ∈ β, the new transition t resulting from synchronization of v
and w has the label Λ(t) = (α ⊕a β, ρ · χ) and the numbering Enu(t) = (EnuE(v))(EnuE(w)). Thus, the

enumeration function is Enu(t) =

EnuE(t), t ∈ TE ;
(EnuE(v))(EnuE(w)), t results from

synchronization of v and w.
When we synchronize the same set of transitions in different orders, we obtain several resulting transi-
tions with the same label and probability, but with different numberings having the same content. In this
case, we shall consider only a single one from the resulting transitions in the plain dts-box to avoid in-
troducing redundant transitions. For example, if the transitions t and u are generated by synchronizing v
and w in different orders, we have Λ(t) = (α ⊕a β, ρ · χ) = Λ(u), but Enu(t) = (EnuE(v))(EnuE(w)) ̸=
(EnuE(w))(EnuE(v)) = Enu(u) whereas Cont(Enu(t)) = Cont(Enu(v))∪Cont(Enu(w)) = Cont(Enu(u)).
Then only one transition t (or, symmetrically, u) will appear in Boxdts(E sy a).

– Boxdts([E ∗ F ∗K]) = Θ[∗∗](Boxdts(E), Boxdts(F ), Boxdts(K)). Since we do not introduce any new transi-

tions, we preserve the initial numbering: Enu(t) =

EnuE(t), t ∈ TE ;
EnuF (t), t ∈ TF ;
EnuK(t), t ∈ TK .

Now we can formally define the denotational semantics as a homomorphism.

Definition 10. Let (α, ρ) ∈ SL, a ∈ Act and E,F,K ∈ RegStatExpr. The denotational semantics of dtsPBC
is a mapping Boxdts from RegStatExpr into the area of plain dts-boxes defined as follows:

1. Boxdts((α, ρ)i) = N(α,ρ)i ;
2. Boxdts(E ◦ F ) = Θ◦(Boxdts(E), Boxdts(F )), ◦ ∈ {; , [], ∥};
3. Boxdts(E[f ]) = Θ[f ](Boxdts(E));
4. Boxdts(E ◦ a) = Θ◦a(Boxdts(E)), ◦ ∈ {rs, sy};
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5. Boxdts([E ∗ F ∗K]) = Θ[∗∗](Boxdts(E), Boxdts(F ), Boxdts(K)).

The dts-boxes of dynamic expressions can be defined as well. For E ∈ RegStatExpr, let Boxdts(E) =
Boxdts(E) and Boxdts(E) = Boxdts(E).

Observe that this definition is compositional in the sense that for any arbitrary dynamic expression, we
may decompose it in some inner dynamic and static expressions, for which we may apply the definition, thus
obtaining the corresponding plain dts-boxes, which can be joined according to the term structure (definition of
Boxdts), the resulting plain box being marked in the places that were marked in the argument nets.

Let ≃ denote the isomorphism between transition systems or between
DTMCs and reachability graphs that relates the initial states. Note that the names of transitions of the dts-
box corresponding to a static expression could be identified with the enumerated activities of the latter. For a
dts-box N , we denote its reachability graph by RG(N) and its underlying DTMC by DTMC(N).

Theorem 1. For any static expression E, TS(E) ≃ RG(Boxdts(E)).

Proof. For the qualitative behaviour, we have the same isomorphism as in PBC. The quantitative behaviour
is the same, since the activities of an expression have probability parts coinciding with the probabilities of the
transitions belonging to the corresponding dts-box and, both in stochastic processes specified by expressions
and dts-boxes, conflicts are resolved via the same probability functions. ⊓⊔

Proposition 1. For any static expression E, DTMC(E) ≃ DTMC(Boxdts(E)).

Proof. By Theorem 1 and definitions of underlying DTMC for dynamic expressions and LDTSPNs, since transi-
tion probabilities of the associated DTMCs are the sums of those belonging to transition systems or reachability
graphs. ⊓⊔

5 Performance Evaluation

Stationary distribution is usually used for performance evaluation. Performance indices are then calculated
based on the steady-state probabilities. Let us describe the stationary behaviour of infinite stochastic processes
specified by dynamic expressions whose underlined DTMCs contain one ergodic subset of states.

Let G be a dynamic expression. The elements Pij (1 ≤ i, j ≤ n = |DR(G)|) of the (one-step) transition

probability matrix (TPM) P for DTMC(G) are defined as Pij =
{
PM(si, sj), si → sj ;
0, otherwise.

The transient (k-step, k ∈ IN) probability mass function (PMF) ψ[k] = (ψ1[k], . . . , ψn[k]) for DTMC(G)
is the solution of the equation system ψ[k] = ψ[0]Pk, s.t. ψ[0] = (ψ1[0], . . . , ψn[0]) is the initial PMF ψi[0] ={
1, si = [G]≈;
0, otherwise.

Note also that ψ[k + 1] = ψ[k]P (k ∈ IN).

The steady-state PMF ψ = (ψ1, . . . , ψn) for DTMC(G) is the solution of the equation system

{
ψ(P−E) = 0
ψ1T = 1

,

where E is the unitary matrix of dimension n and 0 is the vector with n values 0, 1 is that with n values 1.

When DTMC(G) has a single steady state, we have ψ = limk→∞ ψ[k].

Let G be a dynamic expression and s, s̃ ∈ DR(G), S, S̃ ⊆ DR(G). The following performance indices are
based on the steady-state PMF for DTMC(G).

– The average recurrence (return) time in the state s is 1
ψ(s) .

– The fraction of residence time in the state s is ψ(s).

– The fraction of residence time in the set of states S ⊆ DR(G) or the probability of the event determined by
a condition that is true for all states from S is

∑
s∈S ψ(s).

– The relative fraction of residence time in S w.r.t. that in S̃ is
∑

s∈S ψ
∗(s)∑

s̃∈S̃ ψ
∗(s̃) .

– The steady-state probability to perform a step with an activity (α, ρ) is∑
s∈DR(G) ψ(s)

∑
{Γ |(α,ρ)∈Γ} PT (Γ, s).

– The probability of the event determined by a reward function r on the states is
∑
s∈DR(G) ψ(s)r(s).
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6 Dining Philosophers System

Consider a model of five dining philosophers, for which the Petri net interpretation was proposed in [9]. We
investigate this dining philosophers system in the discrete time stochastic setting of dtsPBC allowing one
to model parallelism naturally. The philosophers occupy a round table, and there is one fork between every
neighboring persons, hence, there are five forks on the table. A philosopher needs two forks to eat, namely, his
left and right ones. Hence, all five philosophers cannot eat together, since otherwise there will not be enough
forks available, but only one of two of them who are not neighbors. The model performs as follows. After the
activation of the system (the philosophers come in the dining room), five forks are placed on the table. If the
left and right forks are available for a philosopher, he takes them simultaneously and begins eating. At the end
of eating, the philosopher places both his forks simultaneously back on the table. The strategy to pick up and
release two forks simultaneously prevents the situation when a philosopher takes one fork but is not able to
pick up the second one since their neighbor has already done so. In particular, we avoid a deadlock when all the
philosophers take their left (right) forks and wait until their right (left) forks will be available. The diagram of
the system is depicted in Figure 2.

Fig. 2. The diagram of the dining philosophers system

The meaning of actions from the expressions specifying the system modules is as follows. The action a cor-
responds to the system activation. The actions bi and ei correspond to the beginning and the end, respectively,
of eating of philosopher i (1 ≤ i ≤ 5). The other actions are used for communication purpose only via syn-
chronization, and we abstract from them later using restriction. Note that the expression of each philosopher
includes two alternative subexpressions such that the second one specifies a resource (fork) sharing with the
right neighbor.

The static expression of the philosopher i (1 ≤ i ≤ 4) is Ei = [({xi}, 12 ) ∗
((({bi, ŷi}, 12 ); ({ei, ẑi},

1
2 ))[](({yi+1}, 12 ); ({zi+1}, 12 ))) ∗ Stop].

The static expression of the philosopher 5 is E5 = [({a, x̂1, x̂2, x̂2, x̂4}, 12 ) ∗
((({b5, ŷ5}, 12 ); ({e5, ẑ5},

1
2 ))[](({y1},

1
2 ); ({z1},

1
2 ))) ∗ Stop].

The static expression of the dining philosophers system is E = (E1∥E2∥E3∥
E4∥E5) sy x1 sy x2 sy x3 sy x4 sy y1 sy y2 sy y3 sy y4 sy y5 sy z1 sy z2 sy z3 sy z4
sy z5 rs x1 rs x2 rs x3 rs x4 rs y1 rs y2 rs y3 rs y4 rs y5 rs z1 rs z2 rs z3 rs z4 rs z5.

Let us illustrate synchronization. The result of synchronization of the activities ({bi, yi}, 12 ) and ({ŷi}, 12 ) is
the new activity ({bi}, 14 ) (1 ≤ i ≤ 5). The synchronization of ({ei, zi}, 12 ) and ({ẑi}, 12 ) produces ({ei},

1
4 ) (1 ≤

i ≤ 5). The synchronization of ({a, x̂1, x̂2, x̂3, x̂4}, 12 ) and ({x1}, 12 ) gives ({a, x̂2, x̂3, x̂4}, 14 ). The result of syn-
chronization of ({a, x̂2, x̂3, x̂4}, 14 ) and ({x2}, 12 ) is ({a, x̂3, x̂4},

1
8 ). The result of synchronization of ({a, x̂3, x̂4}, 18 )

and ({x3}, 12 ) is ({a, x̂4},
1
16 ). The result of synchronization of ({a, x̂4}, 1

16 ) and ({x4}, 12 ) is ({a},
1
32 ).

DR(E) consists of 12 equivalence classes: s1 is the initial state, s2: the system is activated and no philosophers
dine, s3: philosopher 1 dines, s4: philosophers 1 and 4 dine, s5: philosophers 1 and 3 dine, s6: philosopher 4
dines, s7: philosopher 3 dines, s8: philosophers 2 and 4 dine, s9: philosophers 3 and 5 dine, s10: philosopher 2
dines, s11: philosopher 5 dines, s12: philosophers 2 and 5 dine.

In Figure 3, the transition system TS(E) is presented.

The average sojourn time vector of E is

SJ =
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Fig. 3. The transition system of the dining philosophers system
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The sojourn time variance vector of E is

V AR =

(
1024,

841
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,
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,
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49
,
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,
400

121
,
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,
256
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,
256
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,
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,
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,
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49

)
.

The TPM for DTMC(E) is

P =
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.

In Table 4, the transient and the steady-state probabilities ψi[k] (1 ≤ i ≤ 4) of the dining philosophers system
at the time moments k ∈ {0, 20, 40, . . . , 200} and k =∞ are presented, and in Figure 4, the alteration diagram
(evolution in time) for the transient probabilities is depicted. It is sufficient to consider the probabilities for the
states s1, . . . , s4 only, since the corresponding values coincide for s3, s6, s7, s10, s11 as well as for s4, s5, s8, s9, s12.

Table 4. Transient and steady-state probabilities of the dining philosophers system

k 0 20 40 60 80 100 120 140 160 180 200 ∞
ψ1[k] 1 0.5299 0.2808 0.1488 0.0789 0.0418 0.0222 0.0117 0.0062 0.0033 0.0017 0

ψ2[k] 0 0.0842 0.1098 0.1234 0.1306 0.1345 0.1365 0.1375 0.1381 0.1384 0.1386 0.1388

ψ3[k] 0 0.0437 0.0681 0.0811 0.0880 0.0916 0.0935 0.0945 0.0951 0.0954 0.0955 0.0957

ψ4[k] 0 0.0335 0.0537 0.0645 0.0701 0.0732 0.0748 0.0756 0.0760 0.0763 0.0764 0.0766

The steady-state PMF for DTMC(E) is

ψ =

(
0,

29

209
,
20

209
,
16

209
,
16

209
,
20

209
,
20

209
,
16

209
,
16

209
,
20

209
,
20

209
,
16

209

)
.

We can now calculate the main performance indices.

– The average recurrence time in the state s2, where all the forks are available, called the average system
run-through, is 1

ψ2
= 209

29 = 7 6
29 .

– Nobody eats in the state s2. Then, the fraction of time when no philosophers dine is ψ2 = 29
209 .

Only one philosopher eats in the states s3, s6, s7, s10, s11. Then, the fraction of time when only one philoso-
pher dines is ψ3 + ψ6 + ψ7 + ψ10 + ψ11 = 20

209 + 20
209 + 20

209 + 20
209 + 20

209 = 100
209 .

Two philosophers eat together in the states s4, s5, s8, s9, s12. Then, the fraction of time when two philosophers
dine is ψ4 + ψ5 + ψ8 + ψ9 + ψ12 = 16

209 + 16
209 + 16

209 + 16
209 + 16

209 = 80
209 .

The relative fraction of time when two philosophers dine w.r.t. when only one philosopher dines is 80
209 ·

209
100 =

4
5 .

– The beginning of eating of first philosopher ({b1}, 14 ) is only possible from the states s2, s6, s7. In each
of the states the beginning of eating probability is the sum of the execution probabilities for all multi-
sets of activities containing ({b1}, 14 ). Thus, the steady-state probability of the beginning of eating of first
philosopher is ψ2

∑
{Γ |({b1}, 14 )∈Γ} PT (Γ, s2)+ψ6

∑
{Γ |({b1}, 14 )∈Γ} PT (Γ, s6)+ψ7

∑
{Γ |({b1}, 14 )∈Γ} PT (Γ, s7) =

29
209

(
3
29 + 1

29 + 1
29

)
+ 20

209

(
3
20 + 1

20

)
+

20
209

(
3
20 + 1

20

)
= 13

209 .

In Figure 5, the marked dts-box corresponding to the dynamic expression of the dining philosophers system
is depicted, i.e., N = Boxdts(E).
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Fig. 4. Transient probabilities alteration diagram of the dining philosophers system
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7 Conclusion

In this paper, within dtsPBC with iteration, a method of performance evaluation of concurrent stochastic
systems was proposed based on steady-state probabilities analysis and applied to the dining philosophers system.

We plan to define and investigate stochastic equivalences of dtsPBC which allow one to identify stochas-
tic processes with similar behaviour that are differentiated by too strict notion of the semantic equivalence.
Moreover, we would like to extend dtsPBC with recursion to enhance specification power of the calculus.
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Abstract. The paper presents an approach to constructing tools for development of an intelligent decision support 
system (DSS). The architecture and operating principles of this system are discussed. These tools are intended for ap-
plication to ill-structured time-dependent subject domains. The architecture of the tools here described provides ad-
justment of the system under development to the subject domain and extension of its functionality by means of inclu-
sion of new solvers and decision support methods. The role of ontology in DSS development and application is em-
phasized.  

Keywords: Decision support system, open extensible tools, subject domain ontology, task ontology, decision support 
methods ontology, solver. 

1   Introduction 

At present, decision support systems (DSS) [1] are one of the most popular classes of program systems. They are ex-
ploited in various subject domains for solution of a wide class of problems.  Creation of DSS is a labour-intensive and 
complicated process. For domains such as banking, sales management, and business planning, the specialized tools have 
been developed and are used extensively [2, 3]. However, for complicated ill-structured domains which are character-
ized by a large volume of expert knowledge (medicine, ecology, law), existing tools do not always have the required 
functionality or they are not easily accessible because of dearness. Therefore, the development of tools for creation of 
DSS for above-mentioned domains is an important and actual problem.  

Since DSS of this class uses in its work a rather large knowledge base with a complex structure, we will call it an 
intelligent DSS (IDSS). Let us consider the basic features that IDSS should have. 

First of all, IDSS should provide a decision-maker with information stored in it and with solutions obtained on the 
basis of this information which are presented in the form convenient for a decision-maker. Besides, IDSS have to afford 
an opportunity for a decision-maker to get an idea about the system of concepts existing in a subject domain of IDSS, to 
comprehend the classes of tasks to be solved by IDSS and methods of their solutions. Thereby, IDSS should have a 
well-structured knowledge base and advanced user interface. 

Since knowledge about complex subject domains are subjected to fast change and obsolescence, and a necessity to 
solve new tasks arises from time to time, IDSS must be adjustable to the subject domain and classes of tasks to be 
solved. To provide this,  the subject domain and problem domain models presented by three ontologies [4] (subject do-
main ontology, task ontology, and decision support methods ontology) are included in the knowledge base of IDSS and 
its architecture includes an advanced facility for knowledge base management and allows plugging-in of additional 
modules and components that provide the decision support of new tasks. 

Recently ontologies are quite frequently used in decision support systems. They can provide [5]: (1) a shared and 
common understanding of the knowledge domain among experts and between application systems (agents), (2) an ex-
plicit conceptualization of the knowledge domain that describes the semantics of the data. Moreover, ontologies are a 
good means for adjustment of systems to the subject domain; they allow us to provide a real portability of systems [4].  

There are two approaches to ontology using in DSS. The former implies application of ontology at the stage of 
DSS design and development. The latter assumes that ontology “drives” all components of DSS at run time. In the first 
case, we deal with “ontology-driven DSS development”; in the second case, we deal with an "ontology-driven DSS”. 
The ontology-driven DSS are applied in medicine [6, 7], law (justice) [8], industry [9], ecology [10], etc. 

Let us note that a similar approach to ontology-driven software development was suggested in [11].  This approach 
also uses three ontologies. They are task ontology, domain ontology and a top-level ontology. The task ontology serves as 
the conceptual model for the software, the domain ontology provides domain-specific knowledge and the top-level ontol-
ogy integrates the task and domain ontologies. In this approach domain ontology is a replaceable module, which enables 
the application of the models built using this approach across multiple domains. In the discussed approach task ontology is 
considered as “ontology for the problem that the software solves, or the task it is supposed to perform”. In contrast to this 
approach, we consider, just like in [4], “task ontology” as an ontology of tasks to be solved by the system.  
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The paper discusses the architecture and design of tools for development of IDSS intended for decision-making in 
various subject and problem domains. 

2   The Architecture of Tools for IDSS Development 

A class of tools widely-used for intelligent systems development is program shells (see for example [12, 13, 14, 15]). 
The tools presented here also belong to this class. Their architecture, as well as the architecture of IDSS which are de-
veloped with the help of these tools, is represented in Fig. 1.  

In accordance with this architecture, the tools may be considered as “a draft of IDSS”, “starting point” for devel-
opment of a concrete IDSS by means of completion of its knowledge base represented by ontologies and inclusion of 
program components which are necessary for support of the functionality required in the system. 

 

Fig. 1. The architecture of tools for IDSS development 

When IDSS elaborates suggestions for a decision-maker, it uses heterogeneous information from the various exter-
nal data sources (EDS). Due to this fact, IDSS is equipped by the IDSS adapter which provides data exchange between 
the supervisor (the program core of IDSS) and EDS. The supervisor organizes the operation of solvers providing deci-
sions of tasks which are received from a decision-maker. Each solver has its own format of input and output data, there-
fore, for each of them, adapters for data exchange with the local data warehouse (LDW) of the IDSS are developed. 
Decisions of concrete tasks are made by individual decision support modules (DS modules) which are performed (inter-
preted) by one of the solvers. All DS modules are stored in a special repository. (The operation of IDSS will be de-
scribed in detail in the next section.) 
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Adjustment of the IDSS to the subject domain (SD) and classes of tasks to be solved is provided by interdependent 
ontologies of the subject and problem domains included in IDSS as ordinary components. 

The subject domain ontology (SD ontology) describes the model of a subject domain of IDSS in the form of con-
cepts (classes) and relations between them. On the one hand, this ontology plays the role of a high-level interface to the 
external data sources making possible access to information stored in it in the form of objects of a subject domain (in-
stances of concepts of SD ontology). On the other hand, the format of representation of data in the local data warehouse 
developed on the basis of SD ontology allows us to simplify and unify information exchange between heterogeneous 
components and modules of the IDSS. 

The problem domain ontology includes the task ontology and the decision support methods ontology.  
The task ontology provides adjustment of IDSS to classes of tasks to be solved.  It includes the description of tasks 

which are solved by the system, decision support modules performing these tasks, and solvers. For these purpose, the 
classes “Task”, “Module” and ‘Solver” are introduced. Relations between tasks, DS modules and solvers are also repre-
sented in the task ontology.  

The relations “Subtask” and “Spawn” are defined on tasks.  The first relation connects a task with others (its sub-
tasks) that should be solved in order to solve this one. The relation “Spawn” defines a potential possibility of generation 
of a task by another one. Each DS module is linked by the relation “Realize” with a task to which it provides a solution, 
and it is linked by the relation “Use” with a solver which interprets (executes) it. 

The decision support methods ontology describes the decision support methods (DS methods) presented in the 
tools for IDSS development. It contains classification of DS methods, their interrelations with the tasks which are 
solved by a decision-maker, data which are required for solution of these tasks, as well as the solvers which realize the 
presented DS methods. 

The DS methods ontology helps a developer compose a configuration of IDSS that provides the required function-
ality, allowing only those solvers to be included in the IDSS under development that are necessary for solution of the 
prospective tasks.  

The DS methods ontology helps a knowledge engineer and a decision-maker know much about the presented 
methods. While a knowledge engineer uses the ontology at the stage of IDSS development for specification of modules 
that support decision of concrete tasks, a decision-maker applies the ontology at the stage of the system operation. If 
there exist several methods for solution of some task, a decision-maker has the opportunity to choose one of them, oth-
erwise the planner chooses the method by himself based on a concrete definition of the task.  

For development of ontologies, the system includes the ontology editor providing facilities for creation, editing and 
maintenance of ontologies oriented to users of various levels – knowledge engineers and experts. In addition, facilities 
for analysis and visualization of ontologies in the form of graphs and form views, as well as means  for conversion of 
ontologies not only to the format used in IDSS, but to OWL, XML and RDF formats, are planned to be included in the 
editor. Besides, the editor should provide import of ontologies represented in above-mentioned formats. 

As a rule, the program shell of an intelligent system contains a facility for adjustment of a future system to a sub-
ject domain that allows us both to create a knowledge base of the system and to maintain it in actual state. The feature 
of the considered program shell is the possibility of extension of its functionality by adding new task solvers and deci-
sion support methods. The system configurator and other above-mentioned facilities serve this aim. So, in order to make 
possible the use of a new solver or DS module in the system, it is necessary to make its registration in the system con-
figurator, describe it in the DS methods ontology and link its description with the corresponding concepts of the task 
ontology.  

3   Operating Principles of IDSS 

The IDSS is intended for information support of a decision-maker when he is solving the complicated tasks arising in 
the considered subject domain. 

A decision-maker interacts with IDSS through an advanced user interface which allows him not only to formulate 
a task and look over its solution, but helps him know much about the subject domain and understand the essence of 
tasks to be solved. So, for better understanding of SD, this interface allows a decision-maker to browse the system of 
concepts represented in DS ontology and data from LDW, and, in order to help him solve a task in the most effective 
way, the interface provides him with access to the DS methods ontology. 

The main cycle of IDSS operation (see Fig. 1) consists in successive execution of tasks coming from a decision-
maker and known to the IDSS. The task comes to the task processor that checks it against the task ontology, analyses its 
description, represents it in the task ontology format and transmits it to the planner for further processing. 

The planner for each incoming task generates an executable configuration of DS modules which perform this task. 
During this process, the planner turns to the task ontology in order to know the name of the DS module (in a general 
case – a group of DS modules) performing this task. Next, the planner gets the description of this module from the re-
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pository of the DS modules and puts it in the configuration of modules. 
Operation of the interpreter of configurations consists in (1) selection of the next DS module from the configura-

tion of modules, (2) upload of the data necessary for its operation from EDW, (3) activation of the corresponding solver 
with simultaneous transmission of the data to it, (4) download of the obtained results to LDW. 

After processing of the next DS module, the supervisor carries out monitoring of LDW and if it finds the objects of 
the class “Task”, then it calls the planner. (It should be noted that any DS module can spawn a new task represented by 
an instance of the class “Task”.) After finishing the operation of the planner which can supplement the configuration 
with new module descriptions, the interpreter of configurations is activated and proceeds its operation with already 
modified configuration of modules. 

When all tasks that came from a decision-maker and all tasks “spawned’ by them are solved, the task solution re-
sults are reported to a decision-maker (transmitted to the user interface in the format defined by SD ontology). 

4   Current State 

Now we are working on implementation of a core of tools for the development of IDSS, the ontology editor, and the 
decision support methods ontology. At the moment, the basic modules of the supervisor have been implemented and the 
subject domain and task metaontologies have been developed. 

Now the tools considered above include a set of solvers which supports decision of two important classes of tasks, 
analytical and computational. 

An interpreter of production rules of the Semp-TAO system [16] is used for decision of the first class of tasks. The 
Semp-TAO system provides a knowledge representation language which allows us not only to describe concepts of 
subject and problem domains in the form of classes of objects and relations, but to specify the processes of decision 
support and information processing required in IDSS in the form of production rules operating with objects of the de-
scribed classes. 

Solution of computational task is provided by two solvers: GLPK package [17] and Unicalc solver [18, 19]. 
First of them, the GNU Linear Programming Kit package intended to solve the problems of large-scale linear pro-

gramming, mixed integer programming, and other related problems. In this solver, a model of a task solution, its input 
data and the solution results are represented in a special language GMPL (GNU MathProg Language). This language 
allows us to describe a task in the mathematical notation including parametric equations and inequalities, indexed ex-
pressions, etc., which considerably simplifies model building for experts. 

UniCalc solver intended to solve arbitrary systems of algebraic and algebraic-logic relations, i.e., equations, ine-
qualities and logical expressions. A system to be solved can be overdetermined or underdetermined, and the system's 
parameters (coefficients, variables, constants) may be given imprecisely, in the form of intervals. Besides, such a sys-
tem may contain both integer and real variables or a combination of them. 

5   Decision-Making Support for Oil-and-Gas Production Enterprise 

The suggested approach was used for development of the DSS which serves an oil-and-gas production enterprise 
(OGPE) [20]. This DSS supports decision of two kinds of tasks, analytical and optimization, therefore two solvers are 
exploited in it. These are an interpreter of production rules of the Semp-TAO system, and GLPK package. For each of 
these solvers, adapters for data exchange with the DSS local memory have been developed. 

The ontology of the system consists of the subject domain ontology and the task ontology. To describe the ontol-
ogy, the knowledge representation language of the Semp-TAO system has been used. 

The subject domain ontology describes an oil-and-gas production domain and includes four basic classes: Object, 
Normative-reference object, State, and Results (see Fig. 2). 

The class Object includes the following subclasses: Equipment, Mobile objects and Road network. The class 
Equipment has such subclasses as Pumping facilities, Transformers, Power transmission lines etc. The class Mobile 
objects includes subclasses corresponding to various kinds of auto transport, namely, Tank trucks, Trucks, Buses etc. 
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Fig. 2. The subject domain ontology of the DSS serving oil-and-gas production enterprise 

Objects can be in a state described by the class State. In turn, it includes the following subclasses: Disrepair, 
Breakdown, Normal state, Emergency state etc. 

Description of topology of the enterprise technological infrastructure is an important part of SD ontology. The po-
sitional relationship and connectivity of objects of the technological infrastructure are defined by relations “Contain”, 
“Enter”, “Exit”. 

To control the correspondence of the analyzed objects parameters to their standard values, the normative-reference 
information is used. So, for each concept describing the type of equipment or a container of equipment, a special con-
cept named a normative-reference object or NR-object is introduced. NR-object has the same set of attributes as the 
original concept (object), but the numeric values of NR-object attributes are given as a pair of numbers which define the 
variation interval of attributes of the original concept according to technical standards. 

Each object of the technological infrastructure has its Repair schedule, where information about scheduled, current 
and urgent repairs of this object is presented. 

The Result of the DSS operation can be Diagnosis of the state of equipment or mobile object, Advice for a deci-
sion-maker, Prognosis of changes in the object state, solution of the transport task (Traffic road), corrected Repair 
schedule, etc. A task spawned by the decision support module which performs the detailed analysis of an object can also 
be delivered as a result of the DSS operation. 

In the DSS, two optimization tasks are solved: computation of optimal traffic routing for tank trucks which trans-
port oil from step-out wells to the central oil collection site and optimization of the schedule of OGPE equipment repair. 
Decision support for these tasks is performed by the GLPK solver. 

In the system, the following analytical tasks are solved: 
• Decision-making under detection of a pipeline break. 
• Decision-making under emergency on the transformer substation. 
• General monitoring of the OGPE main performances. 
• Monitoring of the well cluster. 
• Equipment diagnostics. 
• Decision-making under detection of imbalance of the liquid-gas mixture and the electric power. 
• Analysis of the well cluster mode of behavior and making advises on determination of a new (safe/optimal) mode of 

behavior. 
• Decision-making under imbalance of output of a well cluster and liquid injected into bed. 

To solve the analytical tasks, the DSS uses the decision support modules which include a structured set of produc-
tion rules specified in the knowledge representation language of Semp-TAO system and applied by the interpreter of 
this system. The premises and corollaries of these production rules are described in terms of the system ontologies. 

Virtually, all analytical tasks use the notion of a trend. By this we mean the tendency of changing some parameter 
of the analyzed OGPE object represented as a numeric characteristic. For example, pump efficiency, power consump-
tion at the booster pump station, transformer capacity and others can be such a parameter. When time series of some 
characteristic are input data of a task, a special function on time series determines the trend in the form of one of the 
following linguistic values: sharp decrease, decrease, slight decrease, stability, fluctuation in the normative range, sharp 
increase, increase, and slight increase. Using time series, one can detect the presence and moment of bursts and falls of 
the characteristics values. 

Interdependency of characteristics trends and the equipment state is specified by production rules on the basis of 
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expert knowledge. For example, if for some pump the electrical energy consumption increases and its efficiency and 
capacity decrease, and these parameters, being in the range of norm, tend to their boundaries, then it is highly probable 
that this pump will be broken. 

Let us give an example of a production rule monitoring the situation with a pump described above: 

∀ NR: NR_Pump (Efficiency_min), 
  P: Pump (Capacity, Energy_consumption, Efficiency), 
  Describe (P, NR), 
  Tendency (Capacity) = “decrease” &  
  Tendency (Efficiency) = “decrease” &  
  Tendency (Energy_consumption) = “increase”  
=> 
  Create Task (name: “Diagnostics_pump”,  
               parameters: {<Pump, P>}); 
  cm := Critical_moment (Efficiency, Efficiency_min); 
  Create Prognosis (message:  
  “Efficiency will go at critical level in” + cm + 
  “hours”, parameters: {<Pump, P>}); 

Note that in this rule Capacity, Energy_consumption and Efficiency are the time series of capacity, energy con-
sumption and efficiency parameters of the pump P, and NR is a normative-reference object of the pump P. 

6   Conclusion 

In this paper, we present an approach to constructing open extensible tools for development of intelligent DSS. Due to 
an explicit inclusion of ontologies in the tools, IDSS under development will be easily adjusted to various subject do-
mains and types of tasks. The architecture of the suggested tools allows us to plug in new solvers and methods of task 
decision. 

The concept and some components of this approach have been used for the development of specialized DSS in-
cluded in the system of operational monitoring of the technological infrastructure of an oil-and-gas production enter-
prise [20]. Successful implementation of this system demonstrates productivity of the presented approach to the DSS 
development. 
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